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What Is Considered Development Economics?

Commonalities and Differences in University Courses

around the Developing World

David McKenzie and Anna Luisa Paffhausen

Abstract

We use a combination of surveys of instructors and data from course syllabi to examine how the subject of

development economics is taught at the undergraduate and Master’s level in over 200 courses in 56 developing

countries and the United States. We find there is considerable heterogeneity in what is considered development

economics: there is a narrow core of topics (growth theory, poverty and inequality, human capital, and institu-

tions) taught in at least half the classes and large variation in the role of theory versus empirics. Employing

clustering techniques, we find four views of development: a theoretical macro-based approach; an empirical

micro-based approach; a mixed approach narrowly focused on these common core topics; and an expansive

approach covering a much broader range of topics. We find country, course, and instructor characteristics are

all associated with these differences in how development economics is conceptualized.

JEL classification: A22, O10, I23

The field of development economics has evolved from a largely theoretic discipline focused on the proc-

ess of economic transformation in developing countries to a multifaceted field in which there may be no

single big idea (Lindauer and Pritchett 2002), but in which there is active debate about the role of macro-

versus micro-approaches (e.g., Rodrik 2008; Bardhan 2013), and in which there is now so much data

and empirical work that there is debate as to whether there has been enough emphasis on theory (e.g.,

Mookherjee 2005; Banerjee 2005). Different understandings of what is meant by development econom-

ics continue to result in contentious debate about where the greatest value in additional research lies

(e.g., Blattman [2017] versus Pritchett [2017]), and therefore in very different policy prescriptions and

emphasis, for example, as to whether policymakers should devote more of their efforts and funding to

industrial policy and improving the regulatory environment, or, instead, focus more on education and

health service delivery to the poor and on how to best design transfer programs.

David McKenzie (corresponding author) is a Lead Economist in the Development Research Group of the World Bank; his

email address is dmckenzie@worldbank.org. Anna Luisa Paffhausen is a consultant in the Development Research Group of

the World Bank and Ph.D. student at the University of Passau, Germany; her email address is apaffhausen@worldbank.org.

The authors thank the editor, two anonymous referees, Stephen Smith, and commentators on a blog post on the

Development Impact blog for helpful discussion, and all the instructors who participated in their data collection. We

acknowledge funding from the World Bank Knowledge for Change Trust Fund. An online appendix for this article can be

found at The World Bank Economic Review website. Last accessed on June 20, 2017.

VC The Author 2017. Published by Oxford University Press on behalf of the International Bank for Reconstruction and Development / THE WORLD BANK.

All rights reserved. For Permissions, please e-mail: journals.permissions@oup.com
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Are there different understandings of what is meant by development economics across countries? We

examine this question through consideration of differences in what is taught in development economics

courses. We collected original data on what is taught as development economics and how it is taught

through a combination of surveys of instructors and standardized coding and analysis of course syllabi

and examinations.1 We were able to collect this for 124 undergraduate courses in 46 developing coun-

tries and 70 Master’s courses in 29 developing countries. We complement this with data from 28 courses

in the United States. For each course, we consider both the topic coverage and the relative roles of theory

and empirics in what is taught.

We then employ an inductive approach to examine commonalities and differences in what constitutes

a course in development economics around the world. We find a relatively narrow core of topics, with

only four of the 21 topics enumerated taught in at least half of all courses: theories and models of

growth, poverty and inequality, human capital, and institutions. The average pairwise similarity in topic

and methodological coverage among courses in developing countries is only 35 percent.

K-means clustering analysis is used to sort the courses into four groups that offer different views of

what the focus of development economics should be.2 The first group of courses are very macro-focused,

covering economic growth, trade, and industrial policy from a largely theoretical perspective. Such

courses are only found in developing countries in our sample, most commonly in Latin America. The sec-

ond group of courses are much more micro-based, with more attention to empirics, including random-

ized experiments and impact evaluation, and more likely to cover the core along with topics like credit

and risk, land and labor markets. The majority of top-20 US economics department courses are found in

this group, and courses in this group are also taught in a sizeable share of Latin American and South

Asian courses. The third group of courses focuses narrowly on the core topics of growth, poverty and

inequality, human capital, and institutions and are found in all regions. The last group of courses pro-

vides the most expansive coverage of topics, including topics such as rural development and agriculture,

the environment, the role of aid, and migration that are not covered to the same extent in the other

groups. This group is the most common one for courses in sub-Saharan Africa, East Asia, Europe, and

Central Asia.

What explains these differences? We consider the extent to which country, course, and instructor

characteristics are associated with these different groupings. The strongest separation comes in distin-

guishing the second group from the others: it is more likely to be found in richer countries with higher

levels of education and lower state involvement in the economy. Master’s-level classes in developing

countries are also more likely to be in this group. The instructors of group 2 courses are more research

active, and they typically use a mix of the empirically-focused book of Banerjee and Duflo (2011), and

the theory-based book of Ray (1998). The first group is then separated by being in a developing country

and not using any of the most common textbooks, while the fourth group’s broad coverage of many

topics is associated with use of the textbook of Todaro and Smith (2014).

1 We focus on development economics courses. In some countries, the content of other economics classes such as macro-

economics, public finance, and labor economics may include applications of these topics to the home country or devel-

oping countries in general. Given the heavy reliance of many undergraduate classes on US-produced textbooks and the

emphasis on teaching the principles and methods of each subdiscipline at the introductory level, our sense is that this

coverage is rather limited in many countries but does occur more in Latin America, especially in the top economics pro-

grams in this region.

2 K-means clustering aims to group observations into k clusters, with each observation assigned to the cluster with the

nearest mean. It is an iterative procedure, which begins with k initial group centers and then assigns each observation to

the group with the nearest center, calculates the mean of the observations in each group, and then repeats the process

by again reassigning observations. This continues until all observations remain in the same group as the previous

iteration.
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The next generation of policymakers responsible for implementing key development policies is likely

to have their views of what policies they should pursue influenced by what they have been taught. Our

analysis shows there is considerable heterogeneity in topic coverage and in the relative roles of theory

and empirics in courses around the world, and thus suggests continued debate about where policy and

research efforts should be focused.

I. The Evolution of Development Economics as a Field

Development economics is seen by many to have arisen as a separate field in the 1940s and 1950s with

the work of Rosenstein-Rodan, Kuznets, Myrdal, Lewis, and Hirschman (Lewis 1984; Krugman 1994).

The focus was on theoretical descriptions of the development process and causes of underdevelopment

with debate about the appropriate policies for development planning. The increasing emphasis on for-

malization of theoretical models and the inability of models at the time to deal with market failures and

incomplete markets led to increasing isolation of the field of development economics from the rest of the

profession, with Lewis (1984) going so far as to describe development economics as being “in the

doldrums.” Alternative theories of underdevelopment, such as dependency theory, also became popular

in Latin America during this time.

However, during the 1980s, theoretical developments in mainstream economics that incorporated

imperfect competition, coordination failures, endogenous growth and incomplete markets brought

development economics closer to the rest of the profession, and a large range of theoretical work took

place such as bringing theoretical ideas of asymmetric information and contracting to explain the range

of agricultural institutions in developing countries (Mookherjee 2005). Empirical work was still rela-

tively limited, but the increasing availability of data at the macroeconomic level allowed for more

description of the development process.

The state of the field at the time of the first Handbook of Development Economics published in 1988

was then one dominated by theoretical work on the process of development and the features of markets

and institutions in developing countries coupled with descriptive empirical work around the processes

associated with the transformation from a poor, rural society to a more diversified, urbanized economy

(Chenery and Srinivasan 1988).

The last two decades have seen development economics become increasingly empirical in focus, with

first the greater availability of computing power and micro datasets, and then the increasing involvement

of researchers in collecting their own data leading to a rapid growth in empirical research. In 2005, this

led Mookherjee (2005) to ask whether the pendulum had swung too much away from theory, resulting

in an active debate in a symposium (see Kanbur 2005; Banerjee 2005; Bardhan 2005; Basu 2005;

Mookherjee 2005). However, empirical work on the topic has continued to dominate research, with

Rodrik and Rosenzweig (2010) noting, in the preface to the fifth Handbook of Development

Economics, that getting cause-and-effect right has become a central focus of research in development,

with randomized controlled trials a key part of this.

As well as a change in focus between theory and empirics, the field of development has also evolved

in terms of the topics studied. Economic growth and poverty reduction are central aims of development,

and there has been a long body of work on how to conceptualize and measure them. Banerjee (2005)

notes that many of the topics are familiar ones that were the same topics being debated twenty-five years

earlier: education, health, credit, technology, land, and (internal) migration. However, Rodrik and

Rosenzweig (2010) also note a broadening of the field in the areas of institutions, governance, and poli-

tics; and the fifth volume of the Handbook series also includes chapters on topics such as international

migration, financial globalization, the environment, and industrial policy. Many of these newer topics

The World Bank Economic Review 597
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are still considered under-researched relative to traditional topics.3 Another more recent area of focus

also includes the importance of behavioral factors in decision-making (e.g., World Bank 2014), while

the important topic of entrepreneurship has been relatively neglected (Naudé 2013).

Different views of what the prime focus of development economics as a field should be are evident in

the three most widely used textbooks for teaching development economics at the undergraduate and

Master’s levels: Todaro and Smith (2014)’s Economic Development (first published in 1993 and now in

its twelfth edition), Ray (1998)’s Development Economics, and Banerjee and Duflo (2011)’s Poor

Economics. Todaro and Smith (2014) define development economics as “the study of how economies

are transformed from stagnation to growth and from low-income to high-income status, and overcome

problems of absolute poverty.” They have the broadest topic coverage of the three, covering a number

of macro-, trade, and environmental issues not discussed in the other books and rely heavily on case

studies and stylized facts rather than in-depth study of models or empirical work. Ray (1998) defines

development economics as “the study of the economic transformation of developing countries.”

However, the author takes a more micro- and theory-oriented approach to this study, stating that many

economic problems and phenomena observed in developing countries can be traced back to a small set

of common internal features of how markets operate in these countries. A final contrasting approach is

seen in Banerjee and Duflo (2011), who focus less on what makes poor countries different than what

makes the the poor different. The focus is then on asking concrete, “small” questions and answering

them based on rigorous evidence, largely coming from impact evaluations.

II. Data Collection

We collected data on development economics courses via two sources: an online survey of instructors and collec-

tion of course syllabi. Our focus is on undergraduate and Master’s level classes taught in developing countries

along with a comparison to development economics classes at the undergraduate level in the United States.

Online survey

Our initial approach was to field an online survey directed at instructors of development economics classes,

asking questions on the range of development economics classes offered at their institution, their back-

ground, and on the specific development economics courses they teach. The online survey was available in

English and French. For the identification of the relevant institutions, we relied on the economics depart-

ments listed in the Index of Economics Departments, Institutes and Research Centers in the World provided

by Research Papers in Economics (RePEc). Whenever RePEc provided a ranking of the top 25 percent insti-

tutions in a country, we contacted these institutions. Otherwise, and in cases in which there were only very

few teaching departments among the top 25 percent institutions, we contacted all teaching departments listed

by RePEc. Nevertheless, a difficulty here was then the identification of the relevant persons to be contacted

for the survey. Ideally, we wanted to directly contact the instructors of development economics courses, and

so we searched the websites of economics departments for relevant information on classes offered, faculty

staff teaching development economics, and their contact details. But many websites of universities in develop-

ing countries do not provide the information needed for this purpose or are not working properly, and so we

sometimes had to rely on general email addresses or general phone contacts of the economics departments.

Based on this identification, from April to June 2015 we sent out electronic survey invitations to 550

faculty members of economics departments in developing countries. In addition, we advertised the sur-

vey on the World Banks’ Development Impact Blog and incentivized participation through the possibility

3 http://blogs.worldbank.org/impactevaluations/what-are-the-under-researched-topics-in-development-according-to-young-

faculty [accessed October 19, 2015].
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of winning gift cards for an online retail outlet.4 With a total of 70 responses, and not all of them com-

plete, the response rate was low (12.7 percent). Low response rates, especially as compared to other sur-

vey modes, are common for online surveys (see Evans and Mathur 2005). Key reasons for the low

response rate in our case are likely to be the difficulty in identifying course instructors and their contact

details in some countries, and the general difficulty of getting people to pay attention to and respond to

online survey requests.

Collecting Course Syllabi

As a reaction to this low response rate, in June 2015 we modified the data collection and started to ask

directly for the syllabi of any development economics courses offered, as well as to search the faculty

websites for syllabi which were available online. We then coded the syllabi up in the same categories

asked by the online survey on the course content, and a few additional ones.5 In addition to the informa-

tion provided by RePEc, we also relied on direct web searches, the blog post, phone calls to different uni-

versities, help from staff in World Bank country offices, and help from other contacts in the different

regions to access this information. Although we still referred to the survey and provided the link to it

when asking for the syllabi, we made clear that the primary interest was the syllabus. We also contacted

again those faculties and instructors who already had received survey invitations. An additional 100 sur-

vey responses came from respondents using the weblink and included respondents who have been made

aware of the survey via the blog post or other sources as well as people we contacted for the syllabus.

However, a number of these responses were incomplete and could not be used for the analysis.

Overall, more than 750 faculty members of economics departments in developing countries were

contacted, covering all world regions: Latin America and the Caribbean, Sub-Saharan Africa, East

Asia and Pacific, Europe and Central Asia, and South Asia. This way we were able to collect 155 devel-

opment economics syllabi from developing countries and were able to extract information on 39 addi-

tional development economics courses offered in developing countries from the survey responses.

Overall, this provides information on 124 undergraduate courses in 46 developing countries and 70

Master’s courses in 29 developing countries. For the United States, we obtained information on 28

courses, comprising of 12 courses from departments classified in the top-20 economics departments in

RePEc’s rankings and 16 courses from departments outside the top-20. A list of the universities from

which we obtained the information can be found in supplemental appendix SA.1 (available at https://

academic.oup.com/wber).

Given the difficulties experienced in collecting information on development economics courses, it is

important to consider potential sample selection and its consequences for our results and conclusions

based on this sample. There are two sources of sample selection. First, our choice of institutions based

on RePEc rankings selects from the top quarter of institutions in larger countries, so we miss out on how

development economics is conceptualized in less research-active institutions in some countries (from our

searches, in many cases it appears not to even be taught at all). Second, selection into which instructors

responded to our requests for information. We invested heavily in multiple follow-up requests, phone

calls, and other solicitations. Nevertheless, we likely have a bias towards English, French, Portuguese,

and Spanish speakers, and had more difficulty collecting information from instructors who could not

speak any of these languages. We also believe those who responded are more likely to be in the main-

stream of teaching and interest in research. We hypothesize that both sources of selection are likely to

make our analysis, if anything, understate the diversity in content and thought as to what constitutes

4 Survey participants who answered the online survey by May 1, 2015 were eligible for a random draw of ten gift cards

of the amount of USD 50 each.

5 For the analysis presented here, we only use the categories, which exist in both the online survey and the coding tool for

the syllabi.

The World Bank Economic Review 599

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/595/4471960 by Joint Bank-Fund Library user on 08 August 2019

https://academic.oup.com/wber
https://academic.oup.com/wber


development economics, and therefore, consider our findings a lower bound on how much variation

there is likely to be across the world in what is considered development economics.

Coding Development Economics Topics

For the analysis of commonalities and differences in what constitutes a course in development econom-

ics, we consider both the topic coverage and the relative roles of theory, empirics, and empirical methods

in what is taught. Topic categories were chosen based on a review of the contents of the two traditionally

most widely used textbooks for teaching development economics at the undergraduate and Master’s lev-

els: Todaro and Smith (2014)’s Economic Development and Ray (1998)’s Development Economics. In

addition, we included data analysis, including the use of relevant statistical software and experimental

and quasi-experimental methods for impact/policy evaluation as topic categories in the analysis, as they

have become increasingly important in development economics research. We piloted the online survey

with a couple of instructors of development economics courses to test the adequacy of topic choice and

categorization as well as of other questions asked in the survey. The resulting topic categories used in the

analysis are listed and delineated in appendix A.1.

On the relative roles of different methodological approaches, we asked the survey respondents what

percentage of the class they devote to theory and models, empirical methods, and empirics, including

empirical findings and stylized facts. We also coded the syllabi we received accordingly.

III. Results

This section uses the survey and syllabi data to provide a description of development economics taught

in a wide range of countries. We use an inductive approach to assess commonalities and differences in

what constitutes a course in development economics. Specifically, based on the variation present in the

data, we determine the existence of four groups that offer different views of what is considered as devel-

opment economics and in which the courses are sorted using k-means clustering. We then examine a set

of explanations for the differences which arise, considering country, course, and instructor

characteristics.

In order to determine the existence of different concepts of the field of development economics, we

performed partition cluster analysis. In particular, we used k-means clustering to first form different

numbers of non-overlapping groups within the full sample. These groupings are based on the similarity

of topics covered and methodological approaches taken by the courses in our sample, using the Jaccard

similarity coefficient. For any pair of development economics courses i and j, the Jaccard coefficient gives

us the overlap they share in the different topics and methodological coverage when at least one of the

two courses covers this topic or methodology:

Ji;j ¼
ai¼1;j¼1

ai¼1;j¼1 þ ai¼1;j¼0 þ ai¼0;j¼1

With ai¼1;j¼1: Total number of topics covered in both courses i and j,

ai¼1;j¼0: Total number of topics covered in course i but not in course j, and

ai¼0;j¼1: Total number of topics not covered in course i but in course j.

This approach is carried out for the number of clusters or groups k varying between one and 15. For

example, taking k¼ 2, the algorithm starts by randomly choosing two observations as starting centers

for the two groups. It then takes each observation, calculates the Jaccard distance to each of these two

observations, and assigns the observation to the group to which it is closest in distance. Then the mean

of the observations assigned to each group is calculated and the process repeated using these means as

the new group centers. This continues until observations are no longer reassigned.
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To assess the appropriate number of clusters, we then examined how the within-cluster sum of

squares (WSS) decreases with increasing numbers of clusters k and used the elbow criterion to choose a

number of clusters after which the gain in reduced within cluster-variation drops notably. This resulted

in the choice of four clusters. Figure SA.1 in the supplemental appendix plots the WSS by number of clus-

ters. In addition, we performed a factor analysis on topics covered and methodological approaches taken

to confirm the existence of some common underlying factors in the courses. Using the eigenvalue crite-

rion, this likewise shows that four factors are sufficient to summarize the majority of the data, together

accounting for over 90 percent of the variation present in the data. We present results of the factor analy-

sis in supplemental appendix SA.2.

Table 1 compares the topics and methodologies covered in our sample across these four groups. It

shows the percentage of classes covering each topic category and the average percentages devoted to

each of the three methodological approaches, with the topics shown being sorted in descending order by

frequency of coverage in the full sample, and methodologies by relative importance given in the full sam-

ple.6 If we define the “core topics” as those topics taught in at least 50 percent of the courses, then we

see that this core is a very narrow subset in the full sample, consisting of theories and models of eco-

nomic growth, poverty and inequality, institutions and corruption, and human capital. We computed

Jaccard binary similarity coefficients to further assess the extent to which there exists a development eco-

nomics “core” of topics. We then computed the average over these pairwise similarity indices within

groups. They can be found in the last row of table 1. We see that there is substantial variation in topic

coverage among the courses in the full sample, with the average pairwise Jaccard similarity coefficient in

topic and methodological coverage being only 35 percent.

Comparing topic coverage and methodological approaches across the four groups, we observe clear

differences. The first group of courses takes a strong macroeconomic perspective to development eco-

nomics, covering a narrow subset of topics (2.3 topics on average), which includes economic growth,

trade, and industrial policy. A distinctive feature of courses in this group is also that they approach the

subject very theoretically, with a low role given to empirics and stylized facts on average, and no treat-

ment of empirical methods. In contrast, the second group of courses is much more microeconomic and

applied, giving more attention to empirical findings and facts as well as randomized experiments and

impact evaluations more in general and data analysis. Courses in this group cover an average of eight

topics, typically the core topics along with credit and risk, land, and labor markets. The third group of

courses has a narrow focus on an average of 4.1 topics, concentrating on the core topics of growth, pov-

erty and inequality, human capital, and institutions. We see the broadest coverage of topics (10.1 topics

on average) in the fourth group of courses, which includes topics that are not covered to the same extent

in the other groups, such as rural development and agriculture, the environment, the role of aid, and

migration.

We next assess how these four development economics concepts differ by regions, as differences in

approaches to development might be consistent with some features of the different economies and their

historic experience. Panel A of table 2 shows the regional distribution of courses in each of the four

groups. Courses from group 1 are only found in developing countries in our sample, most commonly in

Latin America. The majority of top-20 U.S. economics department courses are found in group 2.

Courses from this group are also taught in a sizeable share of Latin American and South Asian courses

but not found in Sub-Saharan Africa. Courses from group 3 are found in all regions. The same is true for

group 4, which is the most common one for courses in Sub-Saharan Africa, East Asia, Europe, and

Central Asia. A test for equality of group means rejects the null-hypothesis of equality for Latin

America, Sub-Saharan Africa, and the top-20 U.S. economics departments.

6 In the online survey and the coding tool, there were two other categories given with the three methodological

approaches we consider here. Hence, the values for the relative role of these three approaches do not add up to one.
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IV. Why Do We See These Differences?

We consider several possible explanations for the differences in the way development economics is con-

ceptualized and taught. We then compare differences in means across the four groups and perform multi-

nomial logit regression of course categories on variables proxying for these explanations.

A first potential explanation is that less-developed countries are further behind the technological fron-

tier and so are less likely to be covering topics of current research, empirical methods, and data analysis,

which require access to academic journals, the hardware, and statistical software. We use per-capita

GNI (in PPP terms) and its log7 to explore this link. Panel E of table 2 shows courses in group 2 occur in

higher income countries.

A second potential explanation for the conceptual differences we observe lies in the differing

approach to the role of the state in development in different countries. Courses in countries in which the

government plays a more active role in the economy may be more likely to emphasize topics of

Table 1. Coverage of Different Development Economics Topics and Methodologies

Full

sample

All developing

countries

Group

1 2 3 4

A. Topics

Theories and models of economic growth and development 0.77 0.79 0.86 0.53 0.85 0.85

(Measuring) Poverty and inequality 0.63 0.61 0.00 0.60 0.78 0.75

The role of institutions, incl. corruption 0.60 0.56 0.18 0.84 0.47 0.72

Human capital, incl. health and education 0.55 0.52 0.04 0.82 0.36 0.76

Population growth, fertility, demographic transition 0.46 0.44 0.11 0.62 0.24 0.73

International trade and trade policy 0.34 0.37 0.36 0.18 0.19 0.61

Agricultural transformation, rural development 0.31 0.31 0.07 0.22 0.08 0.72

Credit markets 0.31 0.25 0.00 0.89 0.04 0.24

The role of the State 0.30 0.30 0.18 0.13 0.26 0.54

Urbanization, rural-urban migration 0.29 0.30 0.07 0.36 0.13 0.51

The role of aid 0.25 0.24 0.04 0.13 0.06 0.64

Labor markets 0.25 0.27 0.07 0.46 0.08 0.33

Environment and development, incl. climate change 0.23 0.24 0.04 0.09 0.21 0.46

Land markets 0.23 0.22 0.00 0.51 0.04 0.28

Firm growth, industrial development 0.22 0.23 0.21 0.09 0.10 0.46

Macroeconomic management 0.21 0.23 0.07 0.07 0.08 0.52

Risk and insurance 0.19 0.16 0.00 0.55 0.00 0.18

Migration, incl. remittances 0.18 0.18 0.00 0.24 0.04 0.34

Experimental and quasi-experimental methods

for impact/policy evaluation

0.15 0.11 0.00 0.36 0.04 0.16

Data analysis incl. the use of relevant statistical software 0.11 0.08 0.00 0.20 0.06 0.15

Entrepreneurship, social entrepreneurship 0.07 0.07 0.00 0.13 0.01 0.10

B. Methodological approach

Theory and models 0.33 0.35 0.48 0.28 0.34 0.31

Empirics (findings, stylized facts) 0.21 0.20 0.11 0.37 0.16 0.19

Empirical methods 0.09 0.08 0.00 0.13 0.09 0.09

Average number of topics covered 6.64 6.49 2.29 8.00 4.13 10.06

Average Jaccard binary similarity coefficient 0.35 0.35 0.49 0.46 0.46 0.43

Number of observations 222 194 28 55 72 67

Source: Authors’ analysis based on course data described in text.

7 Data come from the World Development Indicators.
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development planning, like industrial policy, and macro topics. We control for government expenditure

as a percentage of GDP to allow for this possibility. Panel F of table 2 shows the more macro-oriented

courses in group 1 occur in countries with the highest mean government expenditure, although the dif-

ference across groups is not statistically significant.

A third potential explanation is that the different groups we identify reflect differences in the educational

level of the students. In panel B of table 2, we see that the null-hypothesis of equality of group means of the

level at which the courses are taught cannot be rejected at conventional significance levels, suggesting that

differences between Master’s level and undergraduate level classes in terms of topics and methodologies in

developing countries are not behind the differences in development economics concepts we see. Nevertheless,

we control for the average years of tertiary schooling for individuals aged 15 and above as a proxy for

schooling achievement in the country.8 We do see in panel G of table 2 that courses in group 2 occur in coun-

tries with much higher tertiary attainment than courses in the other groups.

A final potential explanation might be differences in the background of the instructor and how close

they are to the research frontier.9 As a proxy for whether the course instructor is an active researcher, we

Table 2. Mean Differences by Group

Group p-value for test of

equality of means

1 2 3 4

A. Region

LAC 0.61 0.42 0.36 0.13 0.0000

SSA 0.18 0.00 0.24 0.28 0.0003

MENA 0.00 0.00 0.03 0.04 0.3231

EAP 0.00 0.02 0.04 0.12 0.0316

ECA 0.11 0.04 0.11 0.13 0.3253

SA 0.11 0.24 0.15 0.18 0.4668

Top 20 U.S. economics departments 0.00 0.18 0.01 0.01 0.0000

Non-Top U.S. economics departments 0.00 0.11 0.06 0.09 0.2754

B. Level

Graduate 0.32 0.33 0.36 0.25 0.5943

C. Use of textbooks

Ray 0.14 0.69 0.32 0.34 0.0000

Banerjee & Duflo 0.00 0.38 0.07 0.18 0.0000

Todaro & Smith 0.14 0.20 0.29 0.63 0.0000

D. Research involvement of instructor

Instructor has a google scholar profile 0.35 0.52 0.14 0.22 0.0002

Instructor not listed for course 0.39 0.16 0.32 0.10 0.0016

E. Level of economic development

Per capita income (PPP) 10,904 24,727 12,401 13,268 0.0000

F. Role of the State in development

Government Expenditure (percent of GDP) 34.00 32.29 31.68 30.35 0.2384

G. Education level of students

Mean years of tertiary education of population 15þ 0.37 0.77 0.42 0.43 0.0001

Mean years of tertiary education not available 0.07 0.04 0.17 0.13 0.1076

Number of observations 28 55 72 67

Source: Authors’ analysis based on course data described in text.

8 This data is taken from the World Bank education statistics and is the Barro-Lee measure. We also attempted to use

PISA test scores but they were not available for most of the developing countries in our sample.

9 Ideally it would be useful to correlate the age and place of Ph.D. of these instructors with their course content, but we

were unable to collect this information for the majority of our sample.
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consider whether they have a Google Scholar profile. The instructor is not listed for a number of classes,

which might reflect that it is taught by non-regular faculty who are unlikely to be researchers. We see in

panel D of table 2 that courses in group 2 are most likely to have instructors who are research active.

We then examine the correlates of the four conceptual groups by means of the following multinomial

logistic regression model:

Pr Yi ¼ jð Þ ¼ expðxi
0bjÞ

expðxi
0b1Þ þ 1þ expðxi

0b3Þ þ expðxi
0b4Þ

for j ¼ 1;3;4, and where bj is a vector of regression coefficients, and xi is a vector of the explanatory var-

iables described above.10

In the above model, the probability of being in group 2 serves as the base outcome against which we

compare the probability of being in any of the other three groups.11 But any of the four groups can arbi-

trarily be set as the base outcome. We cluster the standard errors at the country level and report relative

risk ratios, which give the probability of courses falling in group j relative to the base outcome group 2:

Pr Y ¼ jð Þ
Pr Y ¼ 2ð Þ ¼ expðxi

0bjÞ

Table 3 presents the results as the relative risk ratio for a one-unit increase in the correlate of interest,

with group 2 being the base outcome. Specification (1) considers only the characteristics we discussed as

potential explanations for the group formation above. We then include further potential correlates, in

particular the usage of different textbooks in specification (2), and add the level at which the courses are

taught, whether it is taught in a developing country and whether it is taught at one of the top 20 U.S. eco-

nomics departments in specification (3). We see that higher per capita GNI (PPP) is significantly related

to lower likelihoods of being in any of the three groups compared to group 2. With group 2 being the

group with the strongest coverage of empirics, and empirical methods for impact/policy evaluation,

including data analysis, this provides evidence for the existence of a link between proximity to the tech-

nological frontier and emphasis on current research, empirical methods, and data analysis. The fact that

the relative risk ratio for group 1, which does not cover any empirical methods at all and scores the low-

est on treatment of empirics, for per capita GNI (PPP) is the lowest of all three groups, compared to

group 2, further strengthens this conjecture. Furthermore, none of the courses in group 1 are taught in

the United States, the only developed country in our sample, as reflected by the enormous risk ratio of

group 1 versus group 2 for courses that are taught in developed countries. We show in table SA.3 of the

supplementary appendix that results are robust to the exclusion of courses taught in the United States.

The involvement of the State in a country’s development, as measured by government expenditure as

a percentage of GDP, is also associated with the differences in the conceptual understanding of develop-

ment economics we observe in our sample. We see that this is important for the distinction between

group 1 and group 3, from group 2. The relative risk ratios suggest that courses taught in countries

where the State plays a stronger role in the development process are more likely to be found in groups 1

and 3 as compared to group 2. These two groups focus on a narrower subset of topics than groups 2 and

4, suggesting a more intensive treatment of the topics covered, which include economic growth, the role

of the State, trade, and the role of institutions in development.

On the educational level of students, we do not find any statistically significant association between

group determination and the mean years of tertiary education in a country, once we control for the

10 Per-capita GNI was unavailable for Argentina and average years of tertiary schooling for a couple of countries in our

sample. Hence, we also include controls for no instructor listed as well as per-capita GNI not available and mean years

of tertiary education not available.

11 For the base outcome J, xi
0bJ is set to zero.
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course level. Together the controls proxying for this concept, however, suggest that educational level

also plays a role in the design of a development economics course. We find that courses taught at the

undergraduate level in developing countries are less likely to be in any of the three groups as compared

to group 2. Given that group 2 is the group with the heaviest focus on data analysis, empirical findings,

including current research and empirical methods, this suggests that, in addition to the necessary tech-

nical requirements and possibly also financial resources, students prerequisites drive the treatment of

these topics.

We also see that the instructor’s involvement in research is significantly related to the way devel-

opment economics is conceptualized. We find instructors with a Google Scholar profile are less likely

to offer courses that fall into groups 3 and 4, as compared to group 2. Given that group 2 is the clos-

est to the current state of the development economics field as laid out in section 2, with strong focus

on microeconomic topics, and empirical methods, especially those relevant for identifying causalities

and impact evaluation, we see this as an indication of proximity to the research frontier playing a

role in the approach to development economics. We are not able to detect statistically significant rel-

ative risk ratios of research involvement for the categorization into group 1 versus group 2, presum-

ably because of the high number of courses which do not have an instructor listed in this group. If

this, however, reflects that these courses are taught by non-regular faculty who are unlikely to be

researchers, the statistically significant relative risk ratio of about four when the instructor is not

listed for the course in the comparison of group 1 versus group 2 courses provides further support to

this point.

Textbook use also differs across the groups. We find courses using Ray’s Development Economics to

be less likely to be in any of the 3 groups relative to group 2. This is consistent with the more microeco-

nomic focus of this book, reflected in the treatment of topics such as credit markets, risk, insurance, and

labor markets, as well as the book being at a more advanced analytical level and, hence, also in line with

the observation that courses in group 2 are more likely to be taught at the graduate level in developing

countries. Courses that use Banerjee and Duflo’s Poor Economics are highly unlikely to be found in

group 1, which focuses on very few and among them predominantly macro topics, in contrast to the

microeconomic and applied approach of this book that approaches development economics through

empirical findings, which are only given little attention in courses found in this group. They are also less

likely to be in group 3, which, although focusing more on empirics and empirical methods and less on

theoretic concepts and models than group 1, still does not cover the more microeconomic topics on

which many impact evaluations have focused. Finally, courses using Todaro and Smith’s Economic

Development are more than four times more likely to be in group 4 versus group 2. This reflects the

broad topic coverage in both, courses we find in this group and the textbook, which aims at introducing

students to the topic through an exhaustive overview of topics relevant in the discipline. Hence, we

observe that the differences in the concept of development economics as seen in the approaches of major

textbooks of the discipline and noted in section 2 are also reflected at the course level.

In table SA.4 of the supplementary appendix, we drop group 2 and re-estimate the multinomial logit,

using group 3 as the base outcome to better show what distinguishes these other three groups from one

another. We see that fewer country-level characteristics are significant in predicting which of the other

three groups a course lies in, except that group 1 courses are not taught in the United States. Instead,

instructor and textbook are the main factors associated with group: group 1 courses are more likely to

be taught by unlisted instructors who do not use Ray or Banerjee and Duflo’s books, while group 4

courses are more likely to be taught by a listed instructor who uses Todaro’s book. This importance of

textbook in determining how development economics is conceptualized differs from the case of introduc-

tory and intermediate micro- and macroeconomics, in which Allgood et al. (2015) argue that the choice

of textbook is probably inconsequential given the similarity of content.

606 McKenzie and Paffhausen

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/595/4471960 by Joint Bank-Fund Library user on 08 August 2019



V. Conclusions

Our analysis of university courses around the developing world finds a large degree of variation in what

is considered development economics. There is a narrow core of topics considered central to the majority

of courses, with substantial diversity in topic choice around this. In addition, the emphasis on theory ver-

sus empirical content also differs substantially. Our analysis reveals four broad groupings in coverage,

which are associated with country, instructor, and course characteristics.

To the extent that this variation in topic and approach reflects either current differences in how devel-

opment is viewed across countries or influences how future policymakers will conceptualize and under-

stand the key barriers to development success, these results are likely to imply heterogeneity in the

demand for different types of development research from policymakers. The results may also cause

reflection among instructors of development economics in different countries as to whether their current

teaching approach best reflects the topic and methodological coverage needs of their students.

Appendix A.1: Categorization of Topics

Below we delineate the categories used to determine which topics are covered in the development eco-

nomics courses we observe based on key concepts and keywords. Rather than being exhaustive, these

keywords are meant to characterize and demarcate each topic category. Based on the feedback from

instructors who piloted the online survey as well as our own experience in coding the syllabi, the dis-

tinction between topics was clear. Moreover, topics were not exclusive, permitting the classification

into more than one category. Finally, most of the topic categories considered here can be approached

empirically as well as theoretically, and the determination of topic coverage does not distinguish

between the way a topic is treated. But we elicited the extent to which courses were based on empirical

findings and stylized facts, theory, and empirical methods in a separate module to be able to capture

these differences.

(Measuring) Poverty and Inequality

Different concepts of poverty (e.g., monetary/income poverty, multidimensional poverty, Sen’s capabil-

ity approach); measures and indices (e.g., human development index, poverty headcount ratio, poverty

gap, GINI coefficient, Lorenz curve); inequality, poverty, and growth nexus (e.g., Kuznets’ Inverted-U

hypothesis), economic characteristics of the developing world and the poor in developing countries.

Theories and Models of Economic Growth and Development

For example, Rostow’s growth stages, Harrod-Domar model, Lewis model, Fei-Ranis model,

Dependency theory, Solow-Swan model, Ramsey model, Endogenous growth models, Big push theory,

O-Ring theory, Convergence.

Population Growth, Fertility, Demographic Transition

Stylized facts on population growth and fertility; demographic transition; theories (e.g., Malthusian

model, Becker’s quantity-quality trade-off); measurement (e.g., birth rates, death rates, fertility rates);

population policies and programs (e.g., family planning).

Human Capital, Incl. Health and Education

Stylized facts on importance of human capital (e.g., education and health) for development; theories and

models on income, education, health and nutrition, and productivity (e.g., Mincer equation, macroeco-

nomic and microeconomic consequences of low human capital); returns to education; health measure-

ment and disease burden (e.g., HIV/AIDS, disability adjusted life years), education and health policy and
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programs (public health systems, conditional cash transfer programs, HIV testing, distribution of text-

books, bed nets, deworming).

Agricultural Transformation, Rural Development

Structure of agrarian systems in developing countries; agricultural productivity; agricultural transforma-

tion (e.g., green revolution).

Entrepreneurship, Social Entrepreneurship

Stylized facts on self-employment, micro and small enterprises; constraints to entrepreneurship (e.g.,

access to credit, business environment); impact of entrepreneurship promotion policies and programs

(e.g., microcredit, formalization, business training); social entrepreneurship in developing countries.

Urbanization, Rural-Urban Migration

Stylized facts on urbanization and rural-urban migration in developing countries; economic theories on

rural-urban migration (e.g., Harris-Todaro model, Lewis model).

Environment and Development, Incl. Climate Change

Global warming and climate change (e.g., scope, mitigation. and adaption strategies); economic growth

and the environment (e.g., industrialization and air pollution, congestion, deforestation); consequences

of climate change for developing countries and the poor; economic models of environmental issues (e.g.,

free-rider problems, externalities); national and international environmental policies and strategies.

Migration, incl. Remittances

Determinants of migration; brain drain; brain gain; diasporas; importance and impact of remittances;

migration policies.

The Role of the State

State-led development models; development planning and development plans; the role of state-

development banks.

The Role of Institutions,12 incl. Corruption

Institutions as determinants of (economic) development (e.g., property rights, democracy); determinants

and impact of corruption; political economy.

Firm Growth, Industrial Development

Stylized facts on private enterprises in developing countries (e.g., firm size distribution), production func-

tions and practices; firm productivity; technological change and technology adoption; innovation poli-

cies; industrial organization.

The Role of Aid

Actors landscapes (e.g., UN system, NGOs); millennium development goals; rationale for development

assistance and cooperation; effects of aid.

12 Following North (1999: 3), institutions are understood here as “rules of the game in a society or, more formally, [. . .]

the humanly devised constraints that shape human interaction.”
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International Trade and Trade Policy

Structure of international trade; theories of international trade (e.g., Ricardian theory of comparative

advantage; Heckscher-Ohlin model); trade policy, (e.g., export promotion, import substitution, tariffs,

international trade negotiations).

Macroeconomic Management

Balance of payments; finance and fiscal policy (e.g., exchange rate systems, financial liberalization, taxa-

tion); international finance, rationale and causes of international debt, overindebtedness and consequen-

ces (e.g., 1980’s debt crisis and debt negotiations, global financial crisis); stabilization policies;

privatization.

Land Markets

Ownership, tenancy, and land rental (e.g., sharecropping); land size and productivity.

Labor Markets

Occupational structure in development countries; labor market models (e.g., permanent labor markets);

informal employment and size of the informal sector; child labor; active labor market policies.

Credit Markets

Characteristics of credit markets in developing countries (e.g., rural credit markets, lack of collateral);

theories of informal credit (e.g., lender’s monopoly, lender’s risk hypothesis, default and fixed-capital

loans, default and collateral, default and credit rationing, informational asymmetries and credit ration-

ing, default and enforcement); microfinance (e.g., underlying theory, impact of microcredit).

Risk and Insurance

Perfect insurance model; market imperfections; moral hazard and adverse selection; risk coping and

sharing mechanisms; policies and innovations (i.e., index insurance).

Data Analysis Incl. the Use of Relevant Statistical Software

Calculation of statistics and indices (GINI coefficient, Lorenz curves, poverty headcount ratios, mortal-

ity rates), application of methods for impact/policy evaluation, empirical analysis of development eco-

nomics problems (e.g., assessing the impact of diseases or institutions on growth); introduction to

statistical software programs (e.g., Stata, SPSS).

Experimental and Quasi-Experimental Methods for Impact/Policy Evaluation

Importance of identification of causal effects and evaluation problem; randomized control trials, quasi-

experimental evaluation methods (differences-in-differences, instrumental variables, propensity score

matching, regression discontinuity designs); internal and external validity.
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Does Financial Education Impact Financial Literacy

and Financial Behavior, and If So, When?

Tim Kaiser and Lukas Menkhoff

Abstract

In a meta-analysis of 126 impact evaluation studies, we find that financial education significantly impacts fi-

nancial behavior and, to an even larger extent, financial literacy. These results also hold for the subsample of

randomized experiments (RCTs). However, intervention impacts are highly heterogeneous: financial education

is less effective for low-income clients as well as in low- and lower-middle–income economies. Specific behav-

iors, such as the handling of debt, are more difficult to influence and mandatory financial education tentatively

appears to be less effective. Thus, intervention success depends crucially on increasing education intensity and

offering financial education at a “teachable moment.”

JEL classification: D14, I21

The financial behavior of consumers and small-scale entrepreneurs is receiving increased interest.

Evidence suggests a remarkable incidence of suboptimal individual financial decisions despite the fact

that these decisions are highly relevant for individual welfare. The most prominent case of such an im-

portant financial decision in advanced economies is the amount and kind of retirement savings (cf.

Duflo and Saez 2003). Studies show that undersaving is prevalent in many advanced economies and

that households tend to save in inefficient ways, indicating that many may be unable to cope with the

increasingly complex financial markets (e.g., Lusardi and Mitchell 2007; Choi et al. 2011; Behrman

et al. 2012; van Rooij et al. 2012). This kind of behavior also stretches across other areas, including

portfolio composition (Campbell 2006; Choi et al. 2010; Bucher-Koenen and Ziegelmeyer 2014; von

Gaudecker 2015), excessive and overly expensive borrowing (Stango and Zinman 2009; Gathergood

2012; Agarwal and Mazumder 2013; Gerardi et al. 2013; Zinman 2015), as well as participation in
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financial markets in general (van Rooij et al. 2011). Related problems arise in developing countries of-

ten with even more serious consequences as people are exposed to heavy shocks without having suffi-

cient insurance or mitigation instruments (e.g., Cole et al. 2011; Drexler et al. 2014; Gibson et al.

2014; Sayinzoga et al. 2016). All this strongly motivates providing financial education to foster finan-

cial behavior.

In surprising contrast to this obvious motivation for financial education stands the lack of com-

pelling evidence that providing financial education is an effective policy for targeting individual fi-

nancial behavior (Hastings et al. 2013; Zinman 2015). Narrative literature reviews are inconclusive,

either emphasizing the effectiveness of education measures (e.g., Fox et al. 2005; Lusardi and

Mitchell 2014) or emphasizing the opposite (e.g., Willis 2011). Further, the two available meta-

analyses of this issue do not converge in their findings: Fernandes et al. (2014) summarize overall

unreliable effects of financial education, whereas Miller et al. (2015) show that education can be ef-

fective in targeting specific financial behaviors. Given this inconclusive evidence on a most impor-

tant issue, what can we learn in order to explain the heterogeneity in findings and to make financial

education more effective?

We go beyond the extant literature and systematically code the circumstances of financial education

for our meta-analysis. This allows us to examine the determinants of a positive impact of education.

Another unique characteristic of our analysis is the focus on both objectives of financial education (i.e.,

improvements in financial literacy and financial behavior). Hence, we investigate the role of financial lit-

eracy for financial behavior in a unified setting. Finally, our study benefits from a rapidly rising field

(see fig. S1.1 in the supplemental appendix S1).

We follow the established procedures for the meta-analysis approach (e.g., Lipsey and Wilson

2001). The result is a sample of 126 studies reporting 539 effect sizes. Studies targeting entrepreneurs

and exclusively measuring business outcomes (such as revenues) are omitted by design. We only con-

sider studies reporting about interventions, such as trainings and counseling efforts. Thus, we focus

strictly on exogenous variation in financial education and neglect works exclusively analyzing the pos-

sible impact of cross-sectional (baseline) differences in financial literacy on financial behavior. Finally,

we carefully code interventions as we examine in detail how financial education was delivered to the

target groups.

Our meta-analysis results in six principle findings: (i) increasing financial literacy helps. Financial ed-

ucation has a strong positive impact on financial literacy with an effect size of 0.26 (i.e., above the

threshold value of 0.20 that characterizes “small” statistical effect sizes [see Cohen 1977]). Moreover,

effects on financial literacy are positively correlated with effects on financial behavior; (ii) financial edu-

cation has a positive, measurable impact on financial behavior with an effect size of 0.09. An effect size

of 0.08 is still found under rigorous randomized experiments (RCTs); (iii) effects of financial education

depend on the target group. First, teaching low-income participants (relative to the country mean) and

target groups in low- and lower-middle–income economies has less impact, which is an obvious chal-

lenge for policymakers targeting the poor. Second, it appears to be challenging to impact financial be-

havior as country incomes and mean years of schooling increase, probably because high baseline levels

of general education and financial literacy cause diminishing marginal returns to additional financial ed-

ucation; (iv) success of financial education depends on the type of financial behavior targeted. We pro-

vide evidence that borrowing behavior may be more difficult to impact than saving behavior by

conventional financial education; (v) increasing intensity supports the effect of financial education; and

(vi) the characteristics of financial education can make a difference. Making financial education manda-

tory is associated with deflated effect sizes. By contrast, a positive effect is associated with providing fi-

nancial education at a “teachable moment” (i.e., when teaching is directly linked to decisions of

immediate relevance to the target group (cf. Miller et al. 2015:13).
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Complementing these findings, the meta-analysis also provides interesting non-results because several

characteristics of financial education are without systematic impact on financial behavior. These include

the age and gender of participants, the setting, or the choice of intervention channel through which fi-

nancial education is delivered.

The findings reported above clearly motivate to implement financial education because it can posi-

tively affect financial literacy and financial behavior. However, its limited effectiveness raises two addi-

tional problems for policymakers: First, what can be done to make financial education generally more

effective? Second, as a particularly obstinate aspect of the general question raised before, how can one

reach those people who do not participate voluntarily? Problematic groups in this respect include low-

income individuals, residents of low-income countries, and all those who do not self-select into educa-

tion measures, as indicated by negative effects from mandatory courses and RCTs. For these groups, it

appears that financial education needs an improved approach to be successful. More research and expe-

rience is necessary to better identify the determinants of successful financial education (e.g., Hastings

et al. 2013).

Our study follows several earlier survey studies about financial education. Most of these studies have

a narrative character, among them widely cited works such as Fox et al. (2005), Willis (2011), Hastings

et al. (2013), and Lusardi and Mitchell (2014). This gives the authors some flexibility about selecting

and interpreting the most relevant studies. A quantitative meta-analysis is more rigid in approach but

has the advantages that transparent rules of procedure ensure replicable results and that quantitative

relations can be derived. Overall, narrative surveys and meta-analyses complement each other.

We perform a meta-analysis because there are just two earlier systematic accounts of the financial ed-

ucation literature that leave much room for more research. The study by Miller et al. (2015) covers only

19 papers due to its extremely restrictive selection criteria, requiring interventions on identical outcomes.

This limits the sample sizes to about five studies and estimates per subsample, which does not allow in-

vestigating the sources of heterogeneity.

Thus, the most similar study to our work is Fernandes et al. (2014), which covers 90 effect sizes from

financial education reported in 77 papers. Despite an overlap of 44 percent with their sample of studies,

our research differs in four crucial ways, which explains our new results: (i) most important is that we

analyze determinants of program effectiveness in a broader way by applying respective coding; (ii) we

consider various outcomes per study (on average about four per study) and their respective effect sizes;

moreover, (iii) we cover recent and mostly randomized experiments providing evidence of effective inter-

ventions; and (iv) we cover additional studies focusing exclusively on financial literacy as the outcome

variable.

This paper is structured in seven further sections. Section I introduces our meta-analytic approach.

Section II describes our data. Section III provides first results of the meta-analysis, while section IV uses

these results to explain heterogeneity of financial education treatment effects. Robustness tests are men-

tioned in section V, and section VI concludes with policy considerations and venues for future research.

I. Meta-analytic Method

Meta-analysis is a quantitative method to synthesize findings from multiple empirical studies on the

same empirical research question. In a meta-analysis, the dependent variable is comprised of a summary

statistics reported in the primary research reports, while the explanatory variables may include charac-

teristics of the research design, the sample studied, or, in case of impact evaluations, the policy interven-

tion itself (cf. Stanley 2001: 131). Meta-analyses can provide answers to two specific questions (cf.

Muller 2015; Pritchett and Sandefur 2015; Vivalt 2015). First, is the combined (statistical) effect across

all studies reporting effects of similar interventions on similar outcomes significantly different from

zero? And, second, what explains heterogeneity in the reported findings?
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In order to be able to aggregate summary statistics reported across heterogeneous studies, one must

standardize these statistics into a common metric. If all studies would operationalize and measure out-

comes in the same unit, meta-analysis could be performed directly using economic effect sizes (e.g., elas-

ticities or marginal effects) in contrast to statistical effect sizes (cf. Stanley and Doucouliagos 2012).

This, however, is rarely the case in a large sample of heterogeneous (quasi-)experimental impact

evaluations.

Thus, we use a standard approach of coding a variable capturing intervention success and impact. Our

impact measure (effect size) is the standardized mean difference (SMD) for each treatment effect estimate.

We use the bias corrected standardized mean difference (Hedges’ g) as our effect size measure, which is de-

fined as the mean difference in outcomes between the treatment (MT) and control (MC) (i.e., the treatment

effect) groups as a proportion of the pooled standard deviation (SDp) of the dependent variable:

g ¼MT �MC

SDp
(1)

with

SDp ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
nT � 1ð Þ SDT

2 þ nC � 1ð Þ SDC
2

nT
2 þ nC

2 � 2

s
: (2)

where nT and SDT are the sample size and standard deviation of the treatment group, and nC and SDC

are for the control group. Additionally, we capture the standard error of each standardized mean differ-

ence (g), which is defined as:

SEg ¼

ffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffiffi
nT þ nC

nTnC
þ g2

2ðnT þ nCÞ

s
(3)

Hedges’ g informs about the size and direction of an effect in scale-free standard deviation units. This

metric is only slightly different from other popular effect size measures in experimental impact evalua-

tions, such as Cohen’s d and Glass D (see, e.g., Banerjee et al. 2015). Hedges’ g, however, introduces mi-

nor corrections that reduce bias in the effect size estimate in cases with small sample sizes and when the

sample sizes of treatment and control groups are unequally distributed. Results are qualitatively robust

to using alternative measures or relying on (partial) correlations (cf. Lipsey and Wilson 2001).

As a rule of thumb, Cohen (1977) suggests that effect sizes smaller than 0.20 should be considered as

a “small effect”; effect sizes around 0.50 indicate a “medium effect”; while effect sizes greater than 0.80

constitute “large effects.” Where pure mean comparisons, standard deviations, and sample sizes for each

experimental outcome are not reported directly we exhaust all possibilities to calculate or estimate effect

sizes (g) and its corresponding standard error from the range of available statistical data (cf. Lipsey and

Wilson 2001).

In the estimation of summary effects of the literature, our main approach follows a full pooling least

squares meta-regression framework (e.g., Card et al. 2015). Accordingly, the financial education treat-

ment effect (g) can be explained by exogenous, observable characteristics, the impact g on an outcome i,

reported in study j is expressed as a linear function

gij ¼ aþ xijbþ �ji (4)

where xijb is a vector of observable (exogenous) study-level covariates, such as intensity of intervention,

a is an intercept, and �ji denotes an error-term independent from xijb. We estimate our models using mul-

tiple effect sizes per study and account for heteroscedasticity by clustering standard errors at the study-

level. Reassuringly, results are not sensitive to a set of changes in estimation strategy and accounting for

publication selection bias (see section V and supplemental appendix S3).
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II. Sample Description

This section describes the selection of studies, the extraction of effect sizes and study-level covariates,

and types of financial education programs.

Selection of Studies

We follow the established meta-analytical protocol (cf. Lipsey and Wilson 2001, Stanley 2001). This

starts with systematically searching the relevant databases, including working papers, for the following

keywords: (i) financial literacy; (ii) financial knowledge; (iii) financial education; (iv) financial capabil-

ity; and (v) combinations of these keywords with “intervention.” Moreover, we consider all records

from meta-analyses (Fernandes et al. 2014; Miller et al. 2015) and narrative literature reviews (Fox et al.

2005; Collins and O’Rourke 2010; Willis 2011; Xu and Zia 2012; Hastings et al. 2013; Blue et al. 2014;

Lusardi and Mitchell 2014). This search resulted in over 500 potentially relevant published journal

articles and over 600 results from working paper databases with some apparent overlap. We stopped

collecting studies in October 2016 (see appendix S1).

From this collection, we drop studies that do not meet our three criteria for inclusion: (i) reporting on

impacts of an exogenous educational intervention on financial literacy and/or financial behavior; (ii) provid-

ing a quantitative assessment of intervention impact that allows coding an effect size statistic (g) and its stan-

dard error; and (iii) relying on an observed counterfactual in the estimation of intervention impacts. This

selection process leads to a final sample of 126 independent intervention studies that report 539 effect sizes

(further details in tables S1.1 and S1.2 in the supplemental appendix S1). Of these, 90 studies report 349 ef-

fect sizes on financial behavior, and 67 studies report 190 effect sizes on financial literacy. Among these 90

plus 67 studies, there are 31 studies reporting effect sizes on both financial literacy and behavior.

RCTs are rare in the early years of the literature, but their share has risen dramatically, with the majority of

studies conducted from 2011 onward being randomized evaluations (see fig. 1). This development in the litera-

ture is very favorable for meta-analyses because it ensures a high internal validity of research findings reported

in the primary studies and helps to clearly distinguish between selection and treatment effects.

Figure 1. Number of Studies in Our Sample by Research Design per Year

Source: Authors’ calculations based on the data source discussed in the text.
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Extraction of Effect Size Estimates and Study Descriptors

As the next step, we code the effect of financial education on financial literacy (i.e., a measure of perfor-

mance on a financial knowledge test), since knowledge development is the primary goal of financial edu-

cation (Hastings et al. 2013; Lusardi and Mitchell 2014). Moreover, we code treatment effects of

financial education on several financial behaviors (see table S1.2 in the supplemental appendix S1), such

as an increase in savings after the treatment. Multiple estimates per study are considered if multiple out-

comes, time-points, or treatments are reported; however, results are robust to aggregating all effects per

study into one synthetic effect size. Further details about this process are described in supplemental

appendix S1.

Types of Financial Education Programs

Our dataset includes four main types of financial education programs. First, and most frequent, are eval-

uations of classroom financial education (approximately 83 percent of all estimates) in various settings,

such as schools, universities, the workplace, or specific sites such as savings groups or microfinance insti-

tutions. These studies are quasi-experiments or RCTs, in which the researcher has control over content,

intensity, and survey design in order to measure specific outcomes. There is an increasing interest in the

literature in multiple-treatment and cross-over designs to investigate optimal delivery strategies and po-

tential causal mechanisms (i.e., Drexler et al. 2014; Carpena et al. 2015; Skimmyhorn 2016). These stud-

ies have high internal validity but may report site-specific effects that causally interact with unobserved

features of the specific sites (cf. Muller 2015). Additionally, measurement of outcomes is typically in the

short or medium run (approx. 65 percent), since long time series are usually not available. A different

strand of the literature evaluating this type of program looks at classroom financial education utilizing

(plausibly exogenous) variation in (mandatory) school financial education mandates (e.g., Tennyson and

Nguyen 2001; Brown et al. 2016). These studies are typically quasi-experimental in nature, and, while

possibly weaker in internal validity, possess high external validity, since they typically have large sample

sizes and measure relatively long-run effects on behavioral outcomes, such as savings.

A second type of intervention is online financial education (approx. 8 percent of estimates). While

similar in research design to experiments on classroom financial education, these studies usually estimate

the effect of certain online modules on financial literacy and behavior and typically evaluate instruc-

tional videos or interactive applications.

The third type of financial education treatments evaluated in the literature are individualized counsel-

ing interventions (two percent of estimates). These have been mainly studied in the US and typically

study outcomes related to the handling of (mortgage) debt.

As a fourth and last type, we identify informational and behavioral nudges, such as information

fairs at the workplace and informational brochures (seven percent of estimates). These studies typi-

cally evaluate behavioral change in response to these low-intensity treatments. There is one study in

our sample that studies the effect of a behavioral nudge in the form of “financial edutainment” in

mass-media (cf. Berg and Zia 2017). This is an intervention designed to impact financial behaviors

through a non-cognitive channel (as opposed to increasing financial knowledge), and the included

study evaluates the impact of financial messages inserted into episodes of a popular television series in

South Africa.

III. Results from Meta-analysis

We report the mean effects for all studies and then for subsamples: financial literacy and financial behav-

ior, types of financial education programs, research designs, and different country groups.
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Summary Effects of Financial Education

Here we discuss the average effects of financial education on financial literacy and financial behavior.

Based thereon, we study the relation between these two outcomes. As a starting point, we note that the

summary effect of financial education on all kinds of reported outcomes is estimated to be g¼ 0.148

(p¼ .000, n¼ 539). However, heterogeneity in effect sizes is high, indicating that outcomes could be dis-

aggregated for meaningful analyses.

Financial behavior. We find that the average impact of educational interventions on financial behav-

iors is statistically highly significant (g¼ 0.086) (see table S1.3 in the supplemental appendix S1). The

main reason that we get a more favorable result than Fernandes et al. (2014) is that we profit from a

moderate, positive time trend (more details in supplemental appendix S2). To compare the magnitude of

this effect size to results from health promotion on behavioral change (e.g., weight loss and nutrition in

obesity studies), Portnoy et al. (2008) report in their meta-analysis of 75 RCTs an average effect size of

about 0.1.

Financial literacy. The average impact of financial education on financial literacy is substantially

higher (g¼ 0.263, p¼ .000, n¼ 190) than the one on financial behavior (see figure S1.2 and table S1.3

in the supplemental appendix S1). Moreover, financial education explains 1.7 percent of the variance in

financial knowledge and, thus, appears to be only slightly less effective than educational interventions in

other domains such as math and science instruction (cf. Fernandes et al. 2014: 1867). To put this effect

size in perspective: the meta-analysis of 225 studies by Freeman et al. (2014) reports an average effect

size of around 0.47 for studies evaluating student performance in response to alternatives to lecturing in

undergraduate science education; however, these interventions occur in a university context and last for

a full semester.

Relationship between financial literacy and behavior. The intuition is that increases in financial liter-

acy scores are an important intermediate result in a causal chain expected to lead to behavior change

(e.g., Grohmann et al. 2015; Fort et al. 2016). Indeed, for a sample of 31 studies, we find in a regression

with standard errors clustered at the study-level that the effect size on financial literacy is a statistically

significant predictor of effect size on financial behavior (b¼ 0.230, p¼.022). Thus, an increase of one

standard deviation unit in financial literacy scores is related to an average increase of 0.23 standard devi-

ation units of the financial behaviors studied. However, the non-overlapping confidence intervals of

these effect sizes also indicate that these two elements of the causal chain should be analyzed separately

when attempting to explain the heterogeneity in effect sizes.

Effect Sizes by Type of Financial Behavior

Fig. 2 shows the average effect size for the seven categories of financial behaviors targeted by the educa-

tional interventions in our sample.

Average effect sizes for three out of seven categories of outcomes are clearly positive and highly statis-

tically significant at the one percent level. Additionally, all confidence intervals for the different types of

financial behaviors overlap each other, indicating that there are no extreme differences in impacts

depending on the specific form of financial behavior targeted. In detail: (i) the average effect size on

“budgeting” appears to be higher than those on downstream behaviors; and (ii) effect sizes related to

saving and retirement saving appear to be higher than the average effect size of financial education on

borrowing behavior; (iii) this latter average effect size is small (g¼ 0.02) and insignificant from zero;

(iv) similarly, the average effect sizes for “insurance” (g¼ 0.05), “remittances” (g¼ 0.03), and “bank ac-

count behavior” (g¼ 0.00) are estimated to be small and insignificant from zero, although based on a

few studies per category only. Thus, debt-related financial behaviors may be the most challenging to

target through financial education (see Miller et al. 2015). Overall, these findings correspond to the
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results provided by Fernandes et al. (2014) and Miller et al. (2015) and extend to our much larger

sample.

Effect Sizes by Type of Financial Education Intervention

We form subsamples by the main types of financial education interventions, as discussed in section II.

First, we compare classroom financial education to three types of non-classroom delivery channels (on-

line financial education, counseling, and informational/behavioral nudges). Second, we distinguish be-

tween financial education at school and two non-school settings (workplace and other settings). Panel A

of table 1 shows results split by outcomes on financial literacy and financial behavior. While in-person

classroom trainings appear to be (unconditionally) more effective than non-classroom delivery channels

in increasing financial knowledge, we observe no statistically significant difference regarding impacts on

financial behavior. Turning to the intervention setting, it appears that interventions in schools are more

effective at increasing financial literacy but yield marginally significant smaller treatment effects on fi-

nancial behavior. However, we note that these relations are obviously partially confounded with several

other relevant variables (e.g., the age of the participants, the delay in measurement, and research design),

which indicates the importance of an examination in a multivariate setting (cf. section IV).

Effect Sizes by Research Design

Regarding research design, Fernandes et al. (2014) find that weaker research designs lead to inflated effect

sizes. Thus panel B of table 1 compares average effect sizes as a function of research design. When we focus

on financial behaviors as outcomes, RCTs show statistically highly significant (unconditional) effect sizes of

0.081. These are only slightly smaller than for quasi-experiments with 0.093, indicating that the small but

positive significant effects of financial education exist even under the most rigorous empirical standards.

Figure 2. Forest Plot of Effect Sizes by Type of Financial Behavior Studied

Source: Authors’ calculations based on the data source discussed in the text.
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RCTs also provide a significant positive effect of financial education on financial literacy with 0.209. Here

the difference to other designs (effect size of 0.394) is significant at the one percent level.

Effect Sizes by Country Groups

To investigate another potential source of heterogeneity, we disaggregate our data by country groups.

Panel C of table 1 shows effect sizes by country groups as classified by the World Bank based on 2015

Table 1. Effect Sizes of Financial Education by Intervention Type, Research Design, and Country Groups

Outcome Type Studies Obs. ES (g) SEg p-value Diff. (t-value)

A. Effect sizes by intervention channel & setting

Fin. literacy Classroom 58 135 0.294 0.054 .000 0.106**

(2.015)Non-classroom 9 55 0.188 0.039 .001

� Online 5 41 0.217 0.060 .018

� Counseling 0

� Nudge 4 14 0.103 0.045 .108

Fin. behavior Classroom 70 317 0.084 0.013 .000 �0.014

Non-classroom 20 32 0.098 0.020 .000 (0.452)

� Online 11 18 0.085 0.034 .031

� Counseling 7 8 0.095 0.030 .020

� Nudge 2 6 0.140 0.007 .031

Fin. literacy School 35 62 0.373 0.076 .000 0.163***

Non-school 32 128 0.210 0.035 .000 (3.273)

�Workplace 1 1 0.164 0.063

� Other 31 127 0.210 0.035 .000

Fin. behavior School 27 90 0.057 0.014 .000 �0.039*

Non-school 63 259 0.096 0.014 .000 (1.96)

�Workplace 17 47 0.121 0.049 .023

� Other 46 212 0.090 0.015 .000

B. Effect sizes by research design

Fin. literacy RCTs 33 135 0.209 0.033 .000 �0.185***

Quasi-exp. 34 55 0.394 0.083 .000 (�3.638)

Fin. behavior RCTs 40 227 0.081 0.015 .000 �0.012

Quasi-exp. 50 122 0.093 0.022 .000 (�0.661)

C. Effect sizes by country group

Fin. literacy High income 53 123 0.328 0.058 .000 0.183***

Developing 14 67 0.145 0.031 .000 (3.787)

� Low 3 6 0.219 0.069 .086

� Lower-middle 6 44 0.155 0.047 .023

� Upper-middle 5 17 0.092 0.023 .017

Fin. behavior High income 66 168 0.071 0.019 .000 �0.027

Developing 24 181 0.098 0.014 .000 (�1.512)

� Low 6 39 0.161 0.038 .009

� Lower-middle 12 90 0.091 0.008 .000

� Upper-middle 6 52 0.06 0.023 .045

Notes: Average effect sizes (g) estimated via OLS regressions of effect sizes fitting only an intercept. Sample is split by an indicator of intervention type, research de-

sign, or country group. “Channel” is a categorical variable operationalized in the form of four dummy variables: Classroom, Counseling, Online, and “Nudge” where

“Nudge” is the default (omitted) category in the regressions. “Setting” is a categorical variable operationalized through three dummy variables: School, Workplace

and Other where Other is the omitted category in the meta-regression analyses. Country groups are based on the World Bank Atlas method and refer to 2015 data on

GNI per capita. Low-income economies are defined as those with a GNI per capita of $1,025 or less in 2015, lower-middle–income economies are defined by a GNI

per capita between $1,026 and $4,035, upper-middle income economies are those with a GNI per capita between $4,036 and $12,475, and high-income economies

are defined by a GNI per capita greater than $12,475. Standard errors are clustered at the study level. ***, **, and * denote significance at the one percent, five

percent, and ten percent level.

Source: Authors’ analysis based on data sources discussed in the text.

The World Bank Economic Review 619

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/611/4471971 by Joint Bank-Fund Library user on 08 August 2019

Deleted Text: 1
Deleted Text:  
Deleted Text: &percnt;


GNI per capita. We find that effect sizes on financial literacy are significantly higher in developed (high

income) economies (g¼ 0.328) than in developing economies (low income, lower- and upper-middle–in-

come economies, g¼ 0.145). Turning to effect sizes on financial behavior, this difference is statistically

insignificant in this unconditional comparison but differences between country groups become more nu-

anced and statistically significant when controlling for other relevant variables (see section IV).

IV. Explaining Heterogeneity in Financial Education Treatment Effects

Section III shows that the average effect size of financial education is accompanied by large heterogene-

ity. Thus, we examine whether there are factors explaining this heterogeneity. This will also suggest

directions that future financial education policies might take in order to increase their impact on finan-

cial behavior.

Potential Correlates of Effect Size

The effectiveness of financial education is potentially influenced by the peculiarities of the specific inter-

vention. Based on prior literature, we group these characteristics into four categories: (i) the research de-

sign; (ii) the intensity of education; (iii) the target group of education; and (iv) the characteristics of the

education program.

(i) Regarding the research design of a financial education study, we expect the method of inves-

tigation (i.e., RCT vs. less rigorous designs) to be relevant. Second, the concrete measurement of an effect

will influence the estimated size of impact. It is known that focusing on treatment on the treated (TOT)

(i.e., measuring a treatment effect on the population who actually received or attended the treatment)

generally results in higher effect sizes than focusing on the intention to treat (ITT) effect (i.e., the popula-

tion who was in principle assigned to treatment). However, ITT may be more relevant for policy (cf.

Imbens and Wooldridge 2009; Gertler et al. 2011). Third, the delay between financial education treat-

ment and measurement of the effect may negatively influence the effect size since effects of the interven-

tion may decay over time (cf. Fernandes et al. 2014). Additionally, we control for the precision of effect

size estimation by the inverse standard error (or the (squared) standard error, see supplemental appendix

S3). All these variables are defined in table 2, which also provides descriptive statistics.

(ii) A core variable of financial education interventions is the intensity of education (i.e., the number

of hours taught). It is expected that higher intensity will support the effect. However, the time-frame

over which the financial education intervention is delivered to the target group may also be of impor-

tance. We expect differences between high intensity and low intensity relative to the duration. Thus, we

code the hours of financial education per week (i.e., intensity per week) and the duration of the interven-

tion in weeks to investigate this issue.

(iii) The expectation regarding a possible relation between the target group of education and effective-

ness of financial education is as follows. Generally, learning is easier for younger people, younger people

may be more open to new concepts and their baseline financial literacy scores are low (e.g., Lusardi and

Mitchell 2014), meaning that the age of the target group may be negatively related to the effect size of fi-

nancial education. Second, a gender gap in financial literacy is treated as a stylized fact in the literature

(cf. Lusardi and Mitchell 2014) which may also translate to gender differences in treatment effects. Thus

we include the percentage of women in the sample. Third, it is expected that the acquaintance of the tar-

get group with an educational environment may be helpful. As a proxy for such openness to education,

we take the income of the target group relative to the overall population. Fourth, we expect that the

overall institutional level of education should support domain-specific educational efforts (Jappelli

2010). As a proxy for this potential relationship, we take a country’s population mean years of schooling

as reported by the United Nations Development Program Human Development Reports. Additionally,

we augment our data with country-level financial literacy data from a 2015 global financial literacy
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survey (Klapper et al. 2015). We hypothesize that financial education interventions may yield higher

effects when the population baseline financial literacy is lower, indicating more room for improvement

through education. Finally, as a control variable we code the country of intervention according to the

World Bank country group classifications.

(iv) Regarding the characteristics of the education program, it seems interesting whether the channel

(i.e., classroom, online, individual counseling, etc.) is important in explaining education effectiveness,

since these formats come with different trainer to participant ratios and may rely on different pedagogi-

cal approaches to financial education. It may be that willingness to learn and change financial behavior

is lower when financial education is mandatory (cf. Collins 2013) or motivation to participate in

Table 2. Summary Statistics

Variable Obs. Mean Std. Dev. Min. Max.

A. Descriptive statistics at the study-level

RCT 126 0.405 0.493 0.000 1.000

TOT 115 0.452 0.500 0.000 1.000

Delay 93 82.231 273.613 0.000 1566

1/SE 126 57.535 210.450 2.480 1636.712

Intensity 87 11.211 14.929 0.100 87.000

Duration 76 7.341 14.150 1.000 103.000

Age 109 30.717 14.120 9.000 63.870

Percent female 123 54.011 18.493 0.000 100.000

Low income clients 102 0.529 0.502 0.000 1.000

Years of schooling 126 11.270 2.843 3.200 13.600

FL in population 124 50.419 11.658 24.000 66.000

Mandatory 96 0.292 0.457 0.000 1.000

Incentivized 86 0.314 0.467 0.000 1.000

Teachable moment 126 0.397 0.491 0.000 1.000

B. Descriptive statistics at the estimate-level

RCT 539 0.672 0.470 0.000 1.000

TOT 510 0.282 0.451 0.000 1.000

Delay 463 93.742 292.025 0.000 1566.000

1/SE 539 41.260 124.389 2.740 957.167

Intensity 451 15.384 23.444 0.100 144.000

Duration 434 7.908 14.236 1.000 103.000

Age 494 31.814 11.720 9.000 63.870

Percent female 525 52.923 18.200 0.000 100.000

Low income clients 451 0.681 0.467 0.000 1.000

Years of schooling 539 9.890 3.463 3.200 13.600

FL in population 523 44.170 14.668 24.000 66.000

Mandatory 480 0.240 0.427 0.000 1.000

Incentivized 445 0.247 0.432 0.000 1.000

Teachable moment 539 0.479 0.500 0.000 1.000

Notes: “RCT” is a dummy variable with “1” if selection into treatment was conducted through randomization and “0” otherwise (such as matched designs).

“TOT” is a dummy variable with “1” if the effect size estimate is derived from the treatment effect on the treated and “0” if it is derived from the ITT estimate.

“Delay” is a continuous variable indicating the delay between treatment and measurement of outcomes in weeks. “1/SE” is the inverse standard error for each effect

size estimate. “Intensity” is the total number of hours of financial education exposure to the treated. “Duration” indicated the time-frame of financial education in

weeks. “Age” is the mean age of the sample in years. “Percent Female” is the relative frequency of female participants in the sample in percent. “Low income” is a

dummy variable with “1” if the mean annual income per capita of the sample is below the country average income per capita. “Mandatory” is a dummy variable with

“1” indicating mandatory participation in financial education and “0” voluntary participation. “Incentivized” is a dummy variable with “1” when incentives to par-

ticipate where provided and “0” if participation was unconditional on incentives. “Teachable moment” is a dummy variable indicating whether the financial educa-

tion intervention was offered at a teachable moment.

Source: Authors’ analysis based on data sources discussed in the text.
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financial education is not intrinsic but driven by incentives provided by the offering institution. Lastly,

these characteristics may be correlated with specific settings (i.e., at school or at the workplace).

Next, and going further in this direction, it is coded whether participants are educated at a teachable

moment (i.e., that they have the possibility to apply their knowledge in a concrete case of interest to

them, e.g., Doi et al. 2014; Miller et al. 2015). Thus, we capture whether the education addressed imme-

diate financial issues (such as borrowers already in default, or migrants confronted with deciding

through which channel remittances are sent). Alternatively, financial education was generic and offered

at an unspecific moment, as is often the case in large scale financial education programs (e.g., Bruhn

et al. 2014).

Meta-Regression Models Explaining Intervention Impacts

This section examines determinants of financial education effectiveness using a multivariate meta-

regression framework including the above discussed potential correlates as right-hand side variables.

Our procedure is motivated by economic and econometric considerations. From an economic point of

view, we aim for including all variables that have a substantial theoretical foundation. From an econo-

metric viewpoint, the specification should be parsimonious, especially in the presence of a relatively

small sample size of studies.

Thus, we start with a specification where we include all reasonable and available variables (table 3,

column 1). In order to keep the number of studies considered high, we impute average or default values

for missing observations (we show in supplemental appendix S3 that our main results are insensitive to

imputation). The discussion considers groups of variables in four blocks, following their introduction in

section IV.

Research design. Starting with the research design of the underlying primary studies, we find that

RCTs report—ceteris paribus—slightly smaller effect sizes than non-RCTs, which is in line with earlier

presumptions (see table 1, panel B). However, now this difference is statistically significant (see column

1 of table 3). As expected, the operationalization of treatment effects as TOT-estimates leads to inflated

effect size estimates. Apparently, the delay between intervention and measurement of outcomes does not

seem to be systematically related to effect sizes in this estimation (cf. supplemental appendix S3 for an al-

ternative approach and investigation of heterogeneous treatment effects depending on delay in measure-

ment). In addition, estimates with large inverse standard errors are associated with smaller effect sizes,

indicating that larger and more precise studies report smaller effect sizes overall. However, this coeffi-

cient is small in size and insignificant.

Intensity. Turning to the relationship between intensity per week and duration, column 1 of table 3

shows that intensity has a significant positive effect on treatment effects on financial behavior. Thus, an

increase of one hour of financial education per week leads to a 0.004 standard deviation unit increase in

the impact on financial behaviors studied. Considering that the average weekly duration is in this sub-

sample is roughly nine weeks and weekly intensity is only about four hours, doubling the weekly inten-

sity to eight hours while keeping everything else constant at the mean, would lead to an average

treatment effect around 14 percent higher than the empirical mean predicted treatment effect in this fully

specified model.

Target group. Among participant characteristics, age and gender are not significant explanatory vari-

ables. However, the coefficient on “low income clients” is highly significant and negative, indicating

that these individuals are more difficult to educate. Regarding increasing mean years of schooling at the

country level, returns to additional financial education appear to diminish. This is in line with results

from two studies in very different contexts (Europe and India) that report higher treatment effects for

lower-educated individuals and diminishing returns to financial education upon higher baseline levels of

education (cf. Cole et al. 2011; Fort et al. 2016). Similarly, the coefficient for baseline financial literacy
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Table 3. Explaining Heterogeneity in Effect Sizes on Financial Behavior

(1)

All

(2)

All

(3)

RCTs

(4)

Low inc. econ

(5)

High / middle inc. econ

(6)

Low income clients

RCT �0.070** �0.068** �0.209** �0.079** �0.066**

(0.027) (0.028) (0.091) (0.036) (0.032)

TOT 0.079*** 0.068** 0.012 �0.016 0.076** 0.031

(0.027) (0.027) (0.040) (0.066) (0.035) (0.032)

Delay 0.000 0.000 �0.001** �0.001** 0.000 �0.000

(0.000) (0.000) (0.000) (0.000) (0.000) (0.000)

1/SE �0.000 �0.000 0.000 �0.003 �0.000 0.000

(0.000) (0.000) (0.001) (0.002) (0.000) (0.000)

Intensity / week 0.004** 0.004*** 0.007*** 0.004** 0.003 0.004***

(0.002) (0.001) (0.001) (0.002) (0.003) (0.001)

Duration �0.000 �0.000 �0.001 �0.001 �0.000 0.000

(0.000) (0.000) (0.001) (0.001) (0.001) (0.000)

Age �0.001

(0.001)

Percent female �0.000

(0.001)

Low income clients �0.065*** �0.055*** �0.074*** �0.042** �0.048**

(0.020) (0.017) (0.024) (0.019) (0.021)

Years of schooling �0.016*** �0.019*** �0.016** �0.026*** �0.025*** �0.011*

(0.006) (0.006) (0.006) (0.009) (0.009) (0.006)

FL in population �0.003

(0.002)

Country group

a) Low/lower-mid. inc. econ. �0.129* �0.093** �0.092** �0.059

(0.073) (0.036) (0.042) (0.042)

b) Upper-mid. inc. econ. 0.000

(0.060)

Channel

a) Classroom �0.003

(0.028)

b) Counseling �0.018

(0.033)

c) Online �0.028

(0.028)

Setting

a) School 0.022

(0.023)

b) Workplace 0.041

(0.036)

Mandatory �0.074*** �0.051** �0.078* �0.015 �0.065** �0.052

(0.024) (0.023) (0.044) (0.042) (0.025) (0.033)

Incentivized �0.012

(0.029)

Teachable moment 0.079*** 0.064** 0.016 0.025 0.069** 0.072**

(0.021) (0.026) (0.035) (0.026) (0.029) (0.032)

Constant 0.477*** 0.332*** 0.338*** 0.514*** 0.406*** 0.188*

(0.157) (0.079) (0.095) (0.110) (0.114) (0.095)

R2 0.210 0.183 0.149 0.170 0.204 0.109

n (Studies) 90 90 40 18 72 44

n (Effect sizes) 349 349 227 129 220 234

Notes: Non-standardized coefficients from OLS regressions. Dependent variable in columns (1) and (2) is effect size (Hedges’ g) on financial behavior in the full

sample of studies reporting on financial behavior as an outcome. Column (3) shows results for RCTs only. Column (4) and (5) show results for financial behavior split

by country groups. Column (6) limits the sample to classroom trainings only. Robust standard errors clustered at the study-level in parentheses. ***, **, and * denote

significance at the one percent, five percent, and ten percent level.

Source: Authors’ analysis based on data sources discussed in the text.
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in the population is also negative, albeit statistically insignificant. While these results suggest declining

marginal returns to financial education, the negative effect for low- and lower-middle–income

economies—and also the above-mentioned coefficient on low-income clients—shows a countervailing

influence from challenging groups or country circumstances.

Characteristics of education. Regarding the channel variables, column 1 shows that no alternative

channel appears to be generally more or less effective than financial education in classroom settings or

informational nudges (omitted category). The same is true for the setting of the intervention where

school and workplace settings are not systematically different from other settings. However, mandatory

financial education and implementing financial education at a “teachable moment” appear to be impor-

tant. Specifically, we find, that making financial education mandatory decreases effect sizes by 0.074

standard deviation units: The predicted value for effect size on financial behavior in mandatory formats

with everything else kept equal at the (empirical) mean would be only g¼ 0.030 (SE¼ 0.020, p¼ .134);

thus, economically small and statistically insignificant from zero. In contrast, offering financial educa-

tion at a teachable moment increases effect sizes by 0.079 standard deviation units. Thus, the predicted

value for effect size on financial behavior would be ceteris paribus g¼ 0.124 (SE¼ 0.014, p¼ .000) (i.e.,

statistically highly significant), roughly 48 percent larger than the unconditional average effect size found

in the sample and about 45 percent larger conditional on the empirical means for all other covariates in

this full model.

Parsimonious specification. We reduce the above discussed fully specified model by keeping the varia-

bles on research design and intensity but otherwise eliminating the insignificant variables. Column 2 of

table 3 describes the resulting reduced model that confirms the fully specified regression results from col-

umn 1. There are just some smaller changes in the estimated standard errors that occur at a few varia-

bles. This indicates that it is justified to rely on the parsimonious specification, in particular when we

analyze subsamples with a much smaller number of observations in the following.

Meta-Regression Models for Subsamples

Given the large degree of heterogeneity across the 90 studies and their underlying financial education

programs, we move to an analysis of more homogenous subsamples.

RCTs only. Many will agree that RCTs fulfill the most rigorous requirements, implying that results

limited to this subsample of studies are indeed reliable. We do not prefer this procedure because many

observations are lost. Nevertheless, it is reassuring that results qualitatively hold, as shown in column 3

of table 3 for the subsample of 40 RCTs covering 227 effect sizes. However, while the negative coeffi-

cient for mandatory courses remains to be large in magnitude and statistically (marginally) significant,

the coefficient for teachable moment loses explanatory power in this estimation.

Interventions in low- and lower-middle–income economies. This subsample covers 18 studies that re-

port 129 effect sizes (see column 4 of table 3). Again, all coefficients have the same sign and similar mag-

nitude as in our parsimonious specification (column 2 in table 3), but differences in standard errors

arise. While intensity of the intervention remains a strong predictor and low-income clients in low-

income economies also benefit significantly less from financial education, mandatory formats and timing

in the sense of offering financial education at a teachable moment appear less predictive of treatment

effects.

Interventions in upper-middle and high-income economies. Turning to the 72 studies that examine fi-

nancial education in more affluent economies (column 5 of table 3), we find that results again are quali-

tatively very similar to the pooled analysis in column 2. Here, the opposing coefficients for mandatory

formats and offering financial education at a teachable moment are statistically significant at the five

percent level, indicating that these effects may be primarily driven by interventions in middle- or high-in-

come economies.
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Interventions for low-income individuals. Examining the subsample of 44 studies focusing on low-

income individuals results in a similar picture arising. Effects appear to be higher with increased training

intensity and offering financial education at a teachable moment. However, country-level years of

schooling and country income are now only marginally significant and insignificant covariates, respec-

tively. Additionally, the coefficient for mandatory courses still has the same sign and similar magnitude,

but is estimated with a larger standard error.

Disaggregating financial behaviors and financial behaviors by target group. As discussed in section

III, it appears to be easier to affect financial behaviors in terms of (retirement) savings and budgeting

compared to borrowing behavior. Thus, we disaggregate the sample into three categories of financial

behaviors and search for potentially heterogeneous effects of our main explanatory variables. We reduce

the choice of variables for some subsamples to avoid problems with degrees of freedom due to relative

few observations.

Column 1 of table 4 shows results for the subsample of 32 studies reporting effect sizes on borrowing

behavior. This result matches our main results of the aggregated sample of effect sizes (column 2 of table

3) with significant positive effects from increased intensity, negative effects for low-income target

groups, and countries, negative effects from making financial education mandatory and positive effects

from offering financial education at a teachable moment. Column 2 of table 4 shows results for the sub-

sample of 20 studies that focus on borrowing as the outcome and have low-income clients as the target

group. Again, results are nearly identical. However, the delay in measurement is now a marginally signif-

icant predictor: effect sizes in this sample seem to diminish as time between intervention and measure-

ment of outcomes increases. Hence, treatment effects on debt related behaviors among low-income

individuals may be shorter-lived.

Turning to effect sizes reported in 67 studies on (retirement) saving (column 3 of table 4), we observe

that the relevant variables from our benchmark model (column 2 of table 3) remain significant predic-

tors. However, voluntary versus mandatory formats seem to be unrelated to effectiveness. Column 4 of

table 4 shows the results on savings and retirement savings for low-income individuals reported in 31

studies. Signs and magnitude are similar to the benchmark estimation, but the only coefficients estimated

with a small standard error are intensity per week and the teachable moment. Thus, qualitative results

hold, but effect sizes on saving behavior for low-income individuals may be difficult to impact through

the considered covariates.

Turning to the subsample of 20 studies on budgeting and record keeping behavior (column 5 of

table 4), on which financial education yields the largest effects, we find that intensity is not significantly

related to effect size. Additionally, all of the other signs and relative magnitudes of the coefficients re-

main similar to our benchmark estimation; however, with increased standard errors due to only 20 stud-

ies and 40 observations. Completing this exercise, we now examine determinants of treatment effects for

the subsample of studies reporting on budgeting outcomes for low-income clients (column 6 of table 4).

There are 11 studies in this subsample reporting 27 estimates. Again, qualitative results are similar and

intensity now, again, is a marginally significant predictor of effect sizes on budgeting behavior.

Overall, we find that the positive effects from increased intensity appear to be driven by interventions

focused on (retirement) saving and borrowing behavior, whereas the timing and voluntary participation

matter, especially for borrowing behavior. Thus, the financial behavior that is hardest to impact (bor-

rowing) needs special effort in the sense of increased intensity and timing the financial education inter-

vention at a teachable moment.

V. Robustness

The robustness tests cover eight different aspects and are reported in full in supplemental appendix S3.

All of them confirm our qualitative findings. Here, we just mention these tests: (i) testing the average
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treatment effect with several alternative meta-regression models; (ii) repeating the parsimonious bench-

mark model without imputing missing values; (iii) running this model for studies about the US only;

(iv) running this benchmark model with classroom studies only; (v) running this model with equal weight

per study by either calculating one synthetic effect size per study or weighting effect sizes accordingly;

(vi) running the benchmark specification with different empirical approaches; (vii) analyzing the influ-

ence of delay on effects; and (viii) testing a different definition of training intensity. Additionally, we fur-

ther examine publication bias and possible heterogeneity in study quality in supplemental appendix S4

and use alternative econometric techniques that account for publication selection bias in supplemental

appendix S3.

VI. Concluding Policy Discussion

This meta-analysis covers studies that potentially contribute to realizing policy objectives, such as im-

proved financial literacy and changes in individual financial behavior. Due to this close link to economic

policy, we discuss insights that have potential policy relevance in three steps:

Table 4. Explaining Heterogeneity in Effect Sizes for Subsamples by Type of Financial Behavior and Target Group

(1)

Borrow

(2) Borrow�
low inc. clients

(3) Save (4) Save �
low inc. clients

(5) Budget (6) Budget�
low inc. clients

RCT �0.136*** �0.100*** �0.002 �0.035

(0.022) (0.026) (0.045) (0.058)

TOT 0.089** 0.106** 0.090 0.074

(0.033) (0.039) (0.054) (0.079)

Delay �0.000 �0.000* 0.000 �0.000 �0.001 �0.019

(0.000) (0.000) (0.000) (0.000) (0.002) (0.012)

1/SE 0.000 0.001** �0.000 0.000 �0.003* �0.007

(0.000) (0.000) (0.000) (0.000) (0.002) (0.005)

Intensity / week 0.003** 0.003** 0.003* 0.004** 0.037 0.595*

(0.001) (0.001) (0.002) (0.002) (0.031) (0.308)

Duration �0.000 �0.000 �0.001 0.000 �0.000 0.017

(0.000) (0.000) (0.001) (0.001) (0.003) (0.014)

Low income clients �0.043** �0.050**

(0.019) (0.022)

Years of schooling �0.023*** �0.023*** �0.018*** �0.011 �0.020* 0.017

(0.006) (0.008) (0.007) (0.011) (0.011) (0.022)

Low/lower-mid. inc. econ. �0.178*** �0.199*** �0.142*** �0.102

(0.052) (0.067) (0.045) (0.066)

Mandatory �0.069** �0.120*** �0.025 �0.010

(0.032) (0.039) (0.031) (0.049)

Teachable moment 0.100*** 0.087*** 0.084** 0.114*

(0.025) (0.026) (0.036) (0.065)

Constant 0.375*** 0.326** 0.305*** 0.147 0.361** �0.685

(0.087) (0.114) (0.091) (0.165) (0.134) (0.524)

R2 0.473 0.394 0.194 0.147 0.206 0.359

n (Studies) 32 20 67 31 20 11

n (Effect sizes) 100 73 166 91 40 27

Notes: Non-standardized coefficients from OLS regressions with clustered standard errors at the study-level in parentheses. We only include right hand side varia-

bles where differential information from at least two studies is available in the regressions. ***, **, and * denote significance at the one percent, five percent, and ten

percent level.

Source: Authors’ analysis based on data sources discussed in the text.
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General policy lessons. (i) The most important policy lesson from our research is that financial educa-

tion can be effective. However, the field of financial education is not developed enough that established

standards could be followed “blindly,” rather the process of designing interventions needs careful atten-

tion due to large heterogeneity across program types and individual studies.

(ii) Interventions targeting improvements in financial literacy are quite successful as they achieve ef-

fectiveness similar to comparable education interventions in other domains. As financial literacy educa-

tion basically aims at improving financial knowledge and awareness, it seems evidentiary that it works

well in the classroom and at school (see e.g. Bruhn et al. 2016). Improved financial literacy also has an

indirect positive effect on financial behavior, although this indirect effect is small so that changes in fi-

nancial behavior should also be addressed directly.

(iii) Education interventions targeting financial behavior have desired effects on average. Although

these effects are economically rather small, they are statistically robust. Impacts on financial behavior

are higher if the intensity of education is increased and if financial education is offered at a teachable mo-

ment. The effects are smaller if “problematic” groups are addressed, such as low-income clients.

Policy lessons for subgroups. As the universe of studies covers widely diverse financial education

interventions, we draw three lessons for more homogeneous groups: (i) regarding the country groups, ed-

ucation effects seem to be somewhat lower in low- and lower-middle–income countries. This is probably

due to the disadvantageous institutional circumstances in these countries. A relative advantage in these

countries, however, is that the general level of education (mean years of schooling in the population) is

comparatively low so that marginal returns to additional domain-specific education are high. The lower

opportunity costs of education may be a reason why mandatory participation conditions, such as school

based programs, are less problematic and offering financial education at teachable moment appears to

be of lesser importance in these countries.

(ii) While problematic target groups, such as low-income clients, are more difficult to educate in gen-

eral, the determinants of effective financial education are not different from the general population. If

there is a difference, it appears that a teachable moment is relatively important, indicating that there is a

particular need to get the attention of this target group.

(iii) Regarding the outcomes of financial education, improving debt related behavior is, on average,

hardly successful. At the same time, mistakes can be rather consequential and the structure of many sig-

nificant determinants is the same as for other financial behaviors, such that the general lessons may

translate to this specific case; however, it needs much more input to reach economically significant

results. Moreover, there is variation across studies revealing clear success cases, which suggests that it is

useful to go down to the study level and learn from best practices. The effects on improving savings or

budgeting behavior are much larger in magnitude than on borrowing.

Research on open policy issues. In order to improve financial education policies in the future we see

three areas of urgent research: (i) we need quite generally more reliable evidence on the effectiveness of

financial education interventions. Almost two-thirds of the evidence comes from the US, indicating that

there are large gaps of evaluation elsewhere.

(ii) Regarding the documentation of impact evaluations within published reports, it would be very de-

sirable to provide more information about study and program characteristics (see Miller et al. 2015). A

straight-forward example is the quality of teacher training or implementation, which can make a crucial

difference but is unknown in almost all studies (Brown et al. 2016). The same applies to the ways in

which the curriculum is structured and implemented (see Drexler et al. 2014 as a notable exception).

(iii) Finally, in order to come closer to welfare assessments, information in two directions is needed:

first, information about program costs is frequently missing. Thus, in terms of welfare, positive educa-

tion effects could be balanced with the true costs of the intervention (see also Lusardi et al. 2016).

Second, the discussion of effectiveness of financial education policy should also consider principal
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alternatives to financial education in general. Such alternatives include limiting the kind of available

products (choices), altering the choice architecture (e.g., Carroll et al. 2009), working with nudges (e.g.,

Thaler and Benartzi 2004; Willis 2011), considering the promotion of commitment devices (e.g., Brune

et al. 2016), offering incentives (e.g., Saez 2009), or implementing more rigid consumer financial protec-

tion policies (cf. Campbell et al. 2011).

There are two arguments in favor of implementing financial education. First, the small average effect

comes with low average intensity. More than 70 percent of our considered studies invest no more than

two days in education, indicating that these measures may have only small effects, but also low costs.

Second, the average small effect of financial education is accompanied by large heterogeneity, indicating

that those offering financial education measures can still learn from best practice experiences, a develop-

ment that is ongoing as evidenced by time trend of slowly increasing effectiveness documented in rigor-

ous impact evaluation studies.
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A First Step up the Energy Ladder? Low Cost Solar

Kits and Household’s Welfare in Rural Rwanda

Michael Grimm, Anicet Munyehirwe, Jörg Peters, and Maximiliane Sievert

Abstract

More than 1.1 billion people in developing countries are lacking access to electricity. Based on the assumption

that electricity is a prerequisite for human development, the United Nations has proclaimed the goal of provid-

ing electricity to all by 2030. In recent years, Pico-Photovoltaic kits have become a low-cost alternative to

investment intensive grid electrification. Using a randomized controlled trial, we examine uptake and impacts

of a simple Pico-Photovoltaic kit that barely exceeds the modern energy benchmark defined by the United

Nations. We find significant positive effects on household energy expenditures and some indication for effects

on health, domestic productivity, and on the environment. Since only parts of these effects are internalized,

underinvestment into the technology is likely. In addition, our data show that adoption will be impeded by

affordability, suggesting that policy would have to consider more direct promotion strategies such as subsidies

or financing schemes to reach the UN goal.

JEL classification: D13, H23, H43, I31, O13, O18, Q41

More than 1.1 billion people in developing countries lack access to electricity. Some 590 million of them

live in Africa, where the rural electrification rate is only 14 percent (SE4All 2015). Providing access to

electricity is an explicit goal of the sustainable development goals (SDGs) and frequently considered a

precondition for economic and social development (UN 2005). Based on such assumptions, the United

Nations aims for universal access to electricity by 2030 via its initiative Sustainable Energy for All

(SE4All; see also UN 2010). The investment requirements to achieve this target are enormous, estimated

by the International Energy Agency (IEA) (2011) to be about 640 billion US Dollars.
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In recent years, so-called Pico-Photovoltaic (Pico-PV) kits have become a low-cost alternative to exist-

ing electrification technologies thanks to a substantial cost decrease of photovoltaic and battery systems

as well as energy saving LED lamps. Different Pico-PV kits exist that provide basic energy services like

lighting, mobile phone charging, and radio usage. In the SE4All initiative’s multi-tier definition of what

is considered as modern energy, the Pico-PV technology constitutes the Tier 1 and thus the first step on

the metaphoric energy ladder. Investment costs for Pico-PV kits are far lower than for the provision of

on-grid electricity or higher tier PV systems.

This paper investigates usage behavior and the changes in people’s living conditions when households

make this first step toward modern energy based on a randomized controlled trial (RCT) that we imple-

mented in rural Rwanda. The kit, which we randomly assigned free of charge to 150 out of 300 house-

holds in 15 remote villages, consists of a 1 Watt solar panel, a 40 lumen lamp, a telephone charger, and a

radio—and thereby just barely reaches the benchmark of what qualifies as modern energy access in the

SE4All framework. The market price of the full Pico-PV kit is at around 30 USD. Our study population

is the main target group of the Pico-PV technology, that is, the bottom-of-the-pyramid living in a coun-

try’s periphery who will not be reached by the electricity grid in the years to come and who will have

problems to afford higher tier PV systems.

We investigate the adoption of the Pico-PV kit at both the extensive and the intensive margin. At the

extensive margin, we examine whether households actually use the Pico-PV kit. This is not obvious given

that we distribute the kit for free and the technology is new for the households. There is an intense

debate in the development community about usage intensity of freely distributed goods (see, e.g., Dupas

2014). At the intensive margin, so conditional on households using the kit, we examine the effects of

Pico-PV usage on three types of outcomes: energy expenditures, health and environment, and productiv-

ity in domestic work. The amplitude of effects heavily depends on usage behavior: is the kit used in addi-

tion or as a substitute to traditional lighting sources like kerosene? Which household member uses the

kit and for which purposes? Do households expand their activities that require lighting into evening

hours, or do they just shift activities from daytime to nighttime? Does the total time awake of household

members change? Nonelectrified rural households in Africa are increasingly using LED lamps that run

on dry-cell batteries. Since these batteries are not disposed of appropriately and potentially harm the

local environment, Pico-PV usage might also induce environmental benefits. We also analyze whether

potential productivity gains in domestic work release time that can now be dedicated to income generat-

ing activities.

Our paper complements the seminal work of Furukawa (2014) who studies the effects of Pico-PV

lamps on children’s learning outcomes in rural Uganda. We extend the scope by examining the effects of

Pico-PV kits on various in-house activities of all household members, not only those of school children.

We find that households use the kits intensively in spite of the zero price and the novelty of the product.

Furthermore, the kit considerably reduces consumption of kerosene, candles, and dry-cell batteries and,

in consequence, energy expenditures. The reduction of kerosene improves household air quality and the

reduction of dry-cell battery consumption plausibly leads to environmental benefits. Moreover, we find

that children shift part of their homework into the evening hours. Primary school boys even increase

their total study time. While parts of these effects are clearly internalized benefits, other parts are impor-

tant externalities, which may provide the cause for public subsidies, in particular if it turns out that

households are simply too poor to raise the upfront costs alone.

The role of public policy in the promotion of Pico-PV technology is not defined so far. The expecta-

tion of the World Bank’s Lighting Global program, for example, as well as other donors is that Pico-PV

kits make inroads to African households via commercial markets, implying that end users pay

cost-covering prices (see Lighting Global 2016). This might in fact work out for the relatively well-off

strata in rural areas but is much more uncertain for the rural poor. In fact, the major target group of
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Pico-PV kits within the SE4All endeavor is located beyond the reach of the grid in remoter areas. These

households are short on cash, credit constrained, and might have more essential priorities to spend their

money on. If these groups in the periphery of the developing world shall be reached by the SE4All initia-

tive, direct subsidies or even a free distribution might be required. This is indeed the policy intervention

we mimic in our study. From a welfare economics point of view this would be justified if the usage of

Pico-PV kits generates private and social returns that outweigh the investment cost. Our paper provides

empirical substance to this debate.

So far, only very little evidence exists on the take-up and impacts of Pico-PV lamps. To our knowl-

edge, the only published study is Furukawa (2014), who concentrates on educational outcomes alone.

Furukawa randomized Pico-PV lamps among 155 primary school students in Uganda who at baseline

used kerosene wick lamps as the main lighting source at home. Although Furukawa (2014) finds that

children’s study hours clearly increased among Pico-PV lamp owners, he curiously observes decreasing

test scores. Furukawa tests different explanations of this “unexpected result”. Without having the data

at hand to obtain a robust answer, he hypothesizes that the low power of the lamps and the inadequate

recharging behavior could have led to flickering light, which eventually worsened studying conditions.

Based on this experience, we will therefore carefully check the lighting quality and users’ satisfaction in

our experiment.

Much more evidence exists on the socioeconomic effects of classical rural electrification programs

using higher tier technologies, mostly the extension of the electricity grid. These interventions differ

from our randomized solar kit to the extent that much higher effect sizes can be expected, but also

much higher costs are incurred. Nonetheless, this literature constitutes an important background of

our work, in particular those studies that explore the effects of electricity usage on similar outcomes.

Van de Walle et al. (2016) for instance find that in rural India electrification led to a significant

increase in households’ expenditures. For the case of a grid extension program in El Salvador, Barron

and Torero (2014, 2015) find reductions in kerosene consumption, in particulate matter exposure,

and respiratory disease prevalence as well as an increase in study hours among children. The latter

finding is confirmed in a grid extension program in Bangladesh (Khandker et al. 2012) but not in a

previous study in Rwanda on the effects of mini-grid electrification (Bensch et al. 2011). For South

Africa and Nicaragua, respectively, Dinkelman (2011) and Grogan and Sadanand (2013) provide evi-

dence that the use of electricity saves women’s time in household chores and leads to increased labor

supply of women.1

In SE4All’s multi-tier framework solar home systems are the intermediate step between Pico-PV and

grid electricity. Samad et al. (2013) evaluate a solar home system program in Bangladesh and find

increases in evening study hours of school children, TV usage, and female decision-making power. They

also find reduced kerosene consumption and some moderate evidence for positive health effects. Bensch

et al. (2013) confirm positive effects of solar home system usage on children’s studying hours in Senegal.

It is the aim of our paper to extend the scope of this literature to the bottom step of the energy ladder.

Hence, these findings are important to classify our observations, although of course the cost-related and

technological differences between on-grid electricity, 50 Watt solar home systems and our 1 Watt Pico-

PV kit have to be borne in mind.

The remainder of the paper is organized as follows: Section I gives the policy and country back-

ground. Section II provides theoretical considerations that will guide our empirical analysis. Section III

presents our experimental design. Section IV discusses all results, and Section V concludes.

1 Further studies exist that examine whether on-grid rural electrification programs can spur income generation and eco-

nomic growth (see, e.g., Bensch et al. 2011; Dinkelman 2011; Bernard 2012; Khandker et al. 2012, 2013; Grogan and

Sadanand 2013; Lipscom et al. 2013; Barron and Torero 2014; Lenz et al. 2016; Peters and Sievert 2016). As discussed

above, we do not expect the Pico-PV systems to affect such outcomes.
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I. Background

Policy Background

In the absence of electricity, people in rural Sub-Saharan Africa light their homes using traditional lighting

sources—candles or kerosene driven wick lamps and hurricane lamps. In recent years, dry-cell battery driven

LED-lamps have become available in almost every rural shop and are increasingly used (see Bensch et al.

2015). The most common ones are small LED-torches and mobile LED-lamps that exist in various versions

(see fig. 1). In addition, many rural households use hand-crafted LED lamps, that is, LED-lamps that are

removed from torches and installed somewhere in the house or on a stick that can be carried around. For

rural households in Africa, expenditures for both traditional lighting sources and dry-cell batteries constitute

a considerable part of their total expenditures. In very remote and poor areas, people who are cash con-

strained generally use very little artificial lighting and sometimes even only resort to the lighting that the

cooking fire emits. For this stratum, the day inevitably ends after sunset.

Obviously, this lighting constraint restricts people in many regards. Activities after nightfall are liter-

ally expensive but also difficult and tiring because of the low quality of the lighting (see Section II for

more information on lighting quality). At the same time, it becomes evident that modern energy is not a

binary situation. Rather, there are several steps between a candle and an incandescent light bulb.

This continuum has sometimes been referred to as the energy ladder. In fact, SE4All has defined different

tiers of modern energy access within its Global Tracking Framework (SE4All 2013) according to the electric-

ity supply that is made available. For example, a regular connection to the national grid qualifies as Tier 3,

because it allows for using general lighting, a television, and a fan the whole day. A solar home system would

qualify for Tier 1 or 2 (depending on its capacity). Tier 1 requires having access to a peak capacity of at least

1 Watt and basic energy services comprising a task light and a radio or a phone charger for four hours per

day. The spread between the service qualities of the different tiers is also reflected in the required investment

costs: the retail price of the Pico-PV kit used in this study is at around 30 USD. The World Bank (2009) esti-

mates a cost range for on-grid electrification in rural areas of 730 to 1450 USD per connection.2

The promotion of Pico-PV kits is most prominently pursued by the World Bank program Lighting

Global. Based on the assumption that the market a quality certificate for Pico-PV systems is threatened

by a lack of information and information asymmetries, it provides technical assistance to governments,

conducts market research, facilitates access to finance to market players, and has introduced a quality

Figure 1. Traditional Lighting Devices

Source: Own illustration

2 The investment requirements calculated by IEA (2011) of additional 640 billion USD to achieve universal access to elec-

tricity are based on electricity connections that provide a minimum level of electricity of 250 kWh per year. This roughly

corresponds to a Tier 2 electricity source.
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certificate. The objective of Lighting Global’s initiative in the region, Lighting Africa, is to provide access

to certificated Pico-PV kits to 250 million people by 2030. The Pico-PV lantern and the panel used for

the present study were certified by Lighting Africa.3

Country Background

Rwanda’s energy sector is undergoing an extensive transition with access to electricity playing a domi-

nating role. The Government of Rwanda’s goal is to increase the electrification rate to 70 percent of the

population by 2017/2018 and to full coverage by 2020. The key policy instrument clearly is the huge

Electricity Access Roll-Out Program (EARP) that since 2009 quintuplicated the national connection rate

to 24 percent country wide. Three further programs exist that have not been implemented so far, though.

First, the Government plans to establish a mechanism to provide the poorest households (categorized as

Ubudehe 1 according to the national poverty scale) with a basic solar system corresponding to Tier 1

electricity access. Second, a risk mitigation facility shall be established to encourage the private sector to

increase sales of solar products and services. Third, mini-grids shall be developed by the private sector

(MININFRA 2016). These programs are complemented by the so-called Bye Bye Agatadowa initiative

that aims at eliminating kerosene lamps completely from the country.

In the absence of public promotion schemes, few private firms that sell Lighting Africa verified Pico-

PV kits were active in the country at the time of the study implementation. They operate mostly in the

Rwandan capital Kigali and other cities. In rural areas, Pico-PV kits are sometimes available, but their

retail price is much higher compared to lower quality dry-cell battery driven LED-lamps that can be

bought in rural shops all over the country. These devices are not quality verified, but cost only between

500 FRW (0.82 USD4) for hand-crafted LED lamps and 3000 FRW (4.95 USD) for an LED hurricane

lamp. The battery costs to run an LED hurricane lamp for one hour are around 0.01 USD. This is

cheaper than running a kerosene driven wick lamp (around 0.03 USD per hour) and the lighting quality

is slightly better, which is why many households are now using such ready-made or hand-crafted LED-

lamps. Compared to both battery-driven LED lamps and kerosene lamps, Pico-PV kits provide higher

quality lighting (depending on the number of LED diodes) at zero operating costs. Assuming that a

household uses the lamp for four hours per day, the investment into the Pico-PV lamp used for this study

amortizes after 10 months if a ready-made LED lamp is replaced and after less than 5 months if it repla-

ces a kerosene wick lamp.

II. Theoretical Considerations

Based on the literature on rural electrification presented in the Introduction, we assume that the Pico-PV

treatment affects three dimensions of living conditions: First, the budget effect which arises because

households with access to a Pico-PV kit experience a change in the price of energy, while no (substantial)

investment costs occur as long as we assume that the Pico-PV treatment is subsidized or distributed for

free. Second, health and environmental effects occur whenever Pico-PV kits replace kerosene lamps, can-

dles, and dry-cell batteries. A decrease in kerosene and candles consumption reduces household air pollu-

tion with potential effects on health (see Lam et al. 2012; WHO 2016). Environmental benefits arise due

to inappropriate dry-cell battery disposal (see Bensch et al. 2015) that is reduced if dry-cell battery con-

sumption goes down. Third, we analyze the productivity of domestic production, that is, production not

intended to be traded on competitive markets. This we refer to as domestic productivity effect in what

follows. The reason for only focusing on domestic production is that income in such remote rural areas

3 At the point of the Pico-PV kit’s certification, Lighting Africa did not yet issue certificates for mobile phone charging and

other services.

4 Exchange rate as of November 2011: 1 USD ¼ 607 FRW.
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is virtually only generated by subsistence agriculture. The Pico-PV kit, in turn, is too small to affect agricul-

tural production. For non agricultural products, access to markets is very limited and, hence, local nonagri-

cultural labor markets are nonexistent. At baseline, only seven percent of head of household’s main

occupation and one percent of spouse’s main occupation was a non-agricultural activity. Yet, since in theory

the Pico-PV kit could liberate time from domestic labor and extend the time awake of household members,

we examine at least the time dedicated to any income generating activity (agricultural and non-agricultural

activities). Labor demand in such rural regions is too low, though, to absorb increases in labor supply, and

therefore measurable effects on nonagricultural income cannot be expected.

The mechanism leading to the budget and health and environmental effects are quite intuitive,

whereas the transmission channel for the domestic productivity effect might be less obvious. Productive

activities at home include cooking, cleaning, and making and repairing of household goods as well as

studying and charging a cell phone. Since the visual performance of humans strongly increases with the

lighting level (Brainard et al. 2001), we assume that the productivity in performing these activities

increases with the quantity and quality of light. Productivity in fine assembly work for instance has been

shown to increase by 28 percent as the lighting level increases from 500 to 1500 lumen (lm) (Lange

1999). But even increasing the lighting level from much lower levels comes with significant productivity

effects. Evidence comes for instance from weaving mills (Lange 1999).5 The literature attributes good

quality lighting to devices that provide sufficient, nonglaring, nonflickering and uniform light, balanced

luminous distribution throughout the room, good color rendering and appropriate light color (Lange

1999). Along all these criteria, the Pico-PV kits perform better than other traditional lighting devices

such as kerosene lamps and candles, but also compared to smaller hand-crafted LED lamps. Our Pico-

PV lamp emits 40 lm, while a candle only emits around 12 lm, a hurricane lamp used at full capacity

around 32 lm and large mobile LED lamps can reach levels around 100 lm (O’Sullivan and Barnes

2006). The LED lamps used in poor and remote areas are less luminous, though. Lumen levels emitted

by hand-crafted LED lamps vary substantially depending on the number and quality of diodes and bat-

teries used. Two to three diode-lamps connected to a battery package emit about 10 lm.6

One additional effect associated with a possible increase in radio usage is better access to information,

which in turn may have productivity effects if the information relates to market data or can affect norms,

such as gender norms for instance, and preferences (Bertrand et al. 2006; Jensen and Oster 2009; La

Ferrara et al. 2012; Sievert 2015). Although we analyze whether radios are used with the Pico-PV kit

and display radio ownership and usage in the supplemental appendix (see Appendix S5, available at

https://academic.oup.com/wber), we do not further investigate any of these effects as most households

use the Pico-PV kit only for lighting.

III. Research Approach and Data

Our identification strategy relies on the randomized assignment of Pico-PV kits after the baseline survey.

The intention-to-treat effect (ITT) in our case is almost identical to the average treatment effect on the

treated (ATT) because of the high compliance rate in the treatment group and no treatment

5 More evidence exists also on softer impacts such as a positive linkage between lighting and work mood (Kuller and

Wetterberg 1993; Boyce et al. 1997; Partonen and Lönnqvist 2000), fatigue (Daurat et al. 1993; Grunberger et al. 1993;

Begemann et al. 1997), and eye strain and headache (Wilkins et al. 1989, Kuller and Laike 1998) that can be assumed to

improve working performance. For a detailed presentation of the evidence for productivity effects associated with light,

see the supplemental appendix.

6 Since lumen numbers for these hand-crafted lamps do not exist, we tested the two most widely used structures (a two

diode-lamp and a three diode-lamp structure) in a laboratory at University of Ulm, Germany, using standard lumen

emission test procedures. According to these tests, the level of emitted lumens by hand-crafted LED lamps is at around

10 lm.
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contamination in the control group. Since all results are robust with regard to both ways of estimating

impacts, we show only the more conservative ITT results.

Treatment

The randomized kits include a 1 Watt panel, a rechargeable 4-LED-diodes lamp (40 lumen maximum) includ-

ing an installed battery, a mobile phone charger, a radio including a charger, and a back-up battery package

(see fig. 2).7 There are different options to use the panel. First, it can be used to directly charge the lamp’s bat-

tery. After one day of solar charging it is fully charged. The lamp can be used in three dimming levels and—

fully charged—provides lighting for between 6 and 30hours depending on the chosen intensity level. Second,

the kit can be connected directly to the mobile phone connector plug and the radio connector to charge mobile

phones or the radio. Third, the kit can be used to charge the back-up battery package that can then be used to

charge the other devices without sunlight. The complete kit costs around 30 USD, the smallest version with

only the solar panel and an LED lamp including an installed battery costs around 16.50 USD.

Impact Indicators

As a precondition for the three effects on budget, health, and environment, and domestic productivity

the households’ usage behavior is our first matter of interest. We look at usage and charging patterns of

the Pico-PV kit and analyze which of the different energy services—lighting, radio operation, and mobile

phone charging—households use most. Since the kit is mostly used for lighting (see below), we focus in

particular on this service.

For budget effects, we first look at changes in the price of the energy service. We calculate the price

per lighting hour and price per lumen hour the households effectively pay. Second, we analyze whether

price effects translate into a change in lighting consumption. Here, we look at the average amount of

Figure 2. The Pico-PV Kit

Source: Own illustration

7 The kit used in our experiment provides more energy services than the solar lantern used by Furukawa (2014), but the

panel is also twice as large (1 Watt compared to 0.5 Watt).
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lighting hours consumed per day and lumen hours consumed per day. Lighting hours are calculated as

the sum of usage time of all lamps used during a typical day (including candles and ready-made torches).

The price per lighting hour is calculated by dividing expenditures on lighting fuels by the number of

lighting hours consumed. For calculating lumen hours, we multiply the lamp specific lighting hours with

the amount of lumen emitted per lamp.

Finally, we look at changes in total energy expenditures and in the expenditures for the different

energy sources kerosene, batteries, and candles.

For health and environmental effects, we first explore reductions in kerosene and candle consumption

and to what extent this leads to a perceived improvement of air quality, measured by the subjective assess-

ment of the respondents. Also for measuring the household members’ health status, we rely on self-reported

information on whether any household member suffers from respiratory diseases and eye problems. We dis-

tinguish between male and female adults as well as primary, and secondary school children. We did not

measure air quality or undertake any medical exams. For environmental effects, we analyze reductions in

dry-cell battery consumption and the way how households dispose of dry-cell batteries.

In order to investigate domestic productivity effects, we look at the main users’ domestic labor activ-

ities exercised when using the Pico-PV lamp. The main domestic labor activity for adults is housework;

children use the lamp mainly for studying. We assess the increase of domestic productivity by analyzing

the lighting source used for these respective activities. Based on the evidence from the literature presented

in Section II and the supplemental appendix, we assume that households become more productive when

they switch from a lower quality lighting source or no artificial lighting to the Pico-PV lamp. This seems

reasonable since even at day time, the typical dwelling in rural Rwanda is quite dark. Windows are small

in order to keep the rain and the heat out of the inner of the dwelling. To analyze lamp switching, we

enumerated all lamps in each household interview and asked respondents to name all users for each

lamp and the respective purpose of using it. The information on time spent on different activities was eli-

cited in the interviews through an activity profile for each household member. If a certain activity pur-

sued by the household is not associated with one of the employed lamps, we assume that no specific

lighting device is used for this activity, and it is either exercised using daylight, or using indirect lighting

from the fireplace or lamps used for other household tasks.

In order to analyze whether the higher productivity also leads to an increase in total domestic labor input,

we analyze the total amount of time dedicated to domestic labor per day. We furthermore examine whether

total time household members are awake changes due to increased lighting availability and whether time

dedicated to income generating activities changes as a result of time savings in domestic production.

RCT Implementation

The key facts of the implementation are presented in table 1. A detailed description of the implementa-

tion including a map of the survey area and a figure illustrating the participant flow can be found in

the supplemental appendix. A discussion of the external validity of our results is also presented in the

supplemental appendix.

IV. Results

Balance of Socioeconomic Characteristics of Participating Households

This section examines the balancing between treatment and control group and, at the same time, portrays

the socioeconomic conditions in the study areas. Baseline values of the households’ socioeconomic character-

istics show that the randomization process was successful in producing two balanced groups (see table 2).

The surveyed households are mainly subsistence farmers that live in very modest conditions. The edu-

cational level of the head of household is low and households own only a few durable consumption
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goods. The households in our sample have cash expenditures of on average 0.45 USD (1.12 USD PPP) a

day per person with the lower 25%-stratum having only 0.07 USD (0.18 USD PPP). Even the upper

quartile has cash expenditures of 1.14 USD (2.86 USD PPP) only. By any standard, the sampled house-

holds qualify as extremely poor.

Also energy consumption patterns illustrate the precarious situation of most households (see

table 3). They consume on average only around three hours of artificial lighting per day which is

mainly provided through kerosene wick lamps or battery-driven small hand-crafted LED lamps.

Around 11 percent of households even do not use any artificial lighting devices and rely only on

lighting from the fireplace after nightfall. For the baseline values, we calculate lighting hours as the

sum of lighting usage per day across all used lamps, excluding candles and torches, for which we did

not elicit usage hours at the baseline stage. Almost 65 percent of the household own a radio, around

40 percent have a cell phone.

If we look at the small group of non-compliers, who declared their kit to be sold, lost or stolen, we

see that they are generally poorer than complying households: They have more children, own less land,

have less cows and goats, and have less radios and cell phones.

Impact Assessment

Take-Up and Lighting Usage. Among the 131 households that still have a Pico-PV kit when interviewed in

the follow-up survey, usage rates are very high (see table 4). In sum, 86 percent use the kit at least once

per day, primarily for lighting. Radio and especially cell phone charging usage rates are rather low. Most

households report that both the radio and the cell phone charger were very difficult to use with the kit,

which was confirmed by technical inspectors involved in testing the kit for Lighting Africa. The major

reason for this seems to be the low capacity of the panel, which only allows for charging all devices com-

pletely within one day if the daily sunlight is exploited at a maximum. In practice, households used the

charging capacities mainly for the lighting device. Given this preference for lighting, too little capacity is

left for the other two services. For cell phone charging, noncompatibility of the solar charger with some

of the widely used cell phone types in rural Rwanda posed additional problems. In line with these techni-

cal deficiencies and the households’ expressed priorities for lighting, charging patterns are dominated by

Table 1. Key Facts on RCT Implementation

Baseline survey November 2011

Delivery of Pico-PV kits December 2011

Follow-up survey June 2012

Study population 15 nonadjoined communities in four rural districts of Rwanda located in the

Northern, Western and Southern Province.

No Pico-PV kits available on the market

�5.5 hours of sunlight per day (which is similar to country average)

Sample 300 randomly sampled households

Randomization Stratified randomization and additional re-randomization using minmax

t-stat method at the household level; random assignment of 150 Pico-PV kits

Stratification criteria Consumed lighting hours per day, usage of mobile phones (binary),

radio usage (binary), and district

Re-randomization Balancing criteria are marked in Table 2 and Table 3

Compensation for control households One bottle of palm oil and a 5 kg sack of rice worth around 7 USD

Attrition rate < 1%

Compliance rate 87% (18 households declared their Pico-PV kit to be sold, lost or stolen;

One household received kit only during follow-up)

Source: Household data set 2011/2012.
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the lamp: most of the time, the kit is used to charge the lamp (26 hours per week), followed by operating

the radio (20 hours). It is hardly used to charge a cell phone (only two hours8).

Due to the technical drawbacks of the Pico-PV kit, we will concentrate in the following on effects

related to the usage of improved lighting service. Virtually all kit owning households predominantly use

it for lighting.9 Some details on radio usage, preferred programs and other information sources are

shown in the supplemental appendix.10 The Pico-PV lamps are mainly used by female adults, followed

by male adults (see table 4). Children use the lamps less frequently.

Table 2. Balance of Socioeconomic Characteristics between Treatment and Control Group (Baseline Values)

Treatment Control total (SD) t-test/chi- 2-test

(total treated vs.

control p-values)total (SD) noncompliant (SD)

Household size1 4.85 (2.0) 5.5 (1.5) 5.0 (2.0) 0.491

HH’s composition (%)

Share children 0–15 years 39 (24) 51 (16) 38 (23) 0.680

Share elderly 65þ 7 (20) 2 (6) 5 (16) 0.389

HH’s head male (%) 76 84 76 0.892

Age of the HH’s head 47 (15) 45 (17) 48 (15) 0.795

Education of HH head (%)1

None 35 53 35 0.857

Primary education 61 42 60

Secondary education and more 4 5 5

Cultivation of arable land (%)1 99 100 98 0.314

Ownership of arable land (%)1 95 90 95 0.791

Ownership of cows (%)1

No cow 63 84 69 0.542

One cow 22 11 19

More than one cow 15 5 12

Ownership of goats (%)1

No goat 68 79 74 0.476

One goat 16 5 14

More than one goat 16 16 12

Material of the walls (%)1

Higher value than wood, mud, or clay 14 11 14 1.000

Material of the floor (%)1

Higher value than earth or dung 12 5 11 0.854

District (%)2

Gicumbi 19 16 20 0.997

Gisagara 26 32 27

Huye 28 26 27

Rusizi 27 26 26

Number of observations 148 19 148

Note: 1Used for re-randomization; 2used for stratification.

Source: Household data set 2011.

8 The share of households using the kit for cell phone charging is very low at less than ten percent. Those households that

do charge their phone with the kit charge it 19 hours per week.

9 The only exceptions are four households that reported to have technical problems with the lamp and cannot use it for

this reason.

10 It can be seen that radio usage significantly increased in the treatment group, on average and across all types of house-

hold members. Adults listen above all to news on the radio, while children listen to music. Consequently, radio is
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Traditional lamp usage goes down substantially, with 47 percent of the treatment group using exclu-

sively the Pico-PV lamp for lighting purposes.11 While treatment group households use on average 0.8

traditional lamps (any type, including candles), control group households use 1.4 traditional lamps

implying that the Pico-PV lamps have replaced half of the traditional lighting sources. Treatment house-

holds use above all significantly less wick lamps and hand-crafted LED lamps, but also less ready-made

torches, hurricane lamps, and mobile LED lamps. The share of households that do not use any artificial

lighting source, amounting to nine percent in the control group, still reaches five percent among treat-

ment households. They either belong to the group of non-compliers or to the households with technical

problems with the Pico-PV lamp.

Table 3. Balance of Outcome Related Characteristic between Treatment and Control Group (Baseline Values)

Treatment Control total (SD) t-test/chi-2-test

(total treated vs.

control p-values)Total (SD) Non-compliant (SD)

Lighting hours, categorized2 (%)

No lamps or candles

19 26 19

Less or equal 3h/day 51 42 51

More than 3h/day 30 32 30 1.000

Lighting hours per day, continuous1 3.1 2.7 3.2 0.910

Usage of hand-crafted LED1 (%) 37 26 35 0.628

Usage of mobile LED1 (%) 4 5 3 0.520

Consumption of candles1 (pieces per month) 1.25 2.32 1.76 0.356

Usage of wick lamps (%) 49 47 47 0.727

Usage of no artificial lighting (%) 12 16 11 0.715

Consumption of kerosene for

lighting1 (in liter per month)

0.46 0.35 0.54 0.372

Radio ownership2 (%) 64 32 64 1.000

Mobile phone ownership2 (%) 36 32 36 1.000

Number of mobile phones1 0.49 0.21 0.47 0.876

N 148 19 148

Note: 1used for re-randomization; 2used for stratification.

Source: Household data set 2011.

Table 4. Usage of Pico-PV Kits (Share of Treatment Households in Percent)

Share of treatment households (in parentheses: only compliant households) % Pico-PV lamp is mainly used by . . . %

using the kit at least once a day 86 (95) Female adult >17 years old 49

. . . using the kit for lighting 85 (97) Male adult >17 years old 23

. . . using the kit for listening to the radio 68 (79) Female between 12 and 17 years old 10

. . . using the kit for charging mobile phones 10 (11) Male between 12 and 17 years old 7

. . . use the battery pack 65 (71) Collectively used by whole family 6

Children between six and 11 years old 5

Source: Household data set 2012.

substantially more often the main source of information for treatment households. In the control group community

gatherings constitute typically a more important source of information.

11 Table S6.1 in the supplemental appendix shows a comprehensive presentation of lamp usage in the treatment and the

control group.
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Most lamp users are satisfied with the lighting quality of the lamp. More than 70 percent of all lamp

users report they are “always” or “often” satisfied with the lighting quality. Only 22 percent report to

be satisfied only seldom and six percent are never satisfied. Satisfaction levels with traditional lamps are

substantially lower. For wick lamps and hand-crafted LED lamps, 94 percent and 91 percent, respec-

tively, report to be satisfied seldom or never.

Since both treatment and control households are located within the same communities, spill-over

effects might occur. Especially children often meet and play with friends and there might be positive

spill-over effects on other households’ children. If among these ‘other’ households are households from

our control group, it may even downward bias our impact estimates. Yet we did not find any evidence

for spill-overs. For instance, in the control group the share of children studying outside their home did

not increase and is negligible at less than one percent. More generally, the qualitative interviews we con-

ducted did not provide any indication for joint activities using the kits and hence spill-overs of that sort.

Budget Effects and Kerosene Consumption. Looking at the price per consumed lighting hour and the price

per consumed lumen hour (table 5), households in the control group pay approximately five times as

much per lighting hour as households in the treatment group (950 FRW vs. 180 FRW; 1.56 USD vs.

0.30 USD). The difference is obviously even more pronounced for the price per lumen hour: A household

in the control group pays seven times more per lumen hour than a household in the treatment group (70

FRW vs. 9 FRW; 0.12 USD vs. 0.02 USD).

This reduction in lighting costs effectively translates into a strong increase in the amount of lumen

hours consumed per day in treated households, which is more than two times as high as in control-group

households (see table 5)—reflecting the very poor lighting quality of traditional lighting sources. Yet,

also without accounting for the improved quality of lighting, the Pico-PV kit leads to an increase in light-

ing consumption. The amount of lighting hours consumed per day is significantly higher in the treatment

group after having received the Pico-PV lamp.

Looking at total energy expenditure (table 6), we observe that households spend around five percent

of their overall expenditures on kerosene, candles, and dry-cell batteries. In treated households we expect

a significant decrease of expenditures for kerosene, candles and dry-cell batteries. In fact, we observe a

significant and considerable drop of kerosene expenditures by almost 70 percent. Two types of dry-cell

batteries are used in our sample, big (Type D) and small (Type AA) batteries. While more than 90 per-

cent of small batteries are used for lighting, more than three-fourths of big batteries are used for radios.

As a consequence, we observe a significant reduction in expenditures for small batteries, but not for the

larger batteries since households use their Pico-PV kit predominantly for lighting but only very seldom

to run their radio. The consumption of candles is also significantly reduced. In addition, we find a mod-

erate reduction in expenditures on cell phone charging, although the difference is not significant.

Table 5. Price and Consumption of Lighting Energy

Treatment Control ITT p-value

Cost per lighting hour (in FRW per 100 hours) 176 950 �702 .000

Cost per lumen hour (in FRW per 100 hours) 9 70 �57 .000

Lighting hours consumed per day 4.43 3.85 0.59 .074

Lumen hours consumed per day 142 61 78 .000

Note: The ITT depicts the difference in means at the follow-up stage between the whole treatment and control group, including also non-complying households.

We control for all stratification and re-randomization characteristics. Detailed estimation results can be found in the supplemental appendix. Exchange rate as of

November 2011: 1 USD ¼ 607 FRW.

Source: Household data set 2011/2012.
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Estimating an ATT only among mobile phone users by employing the random treatment assignment as an

instrument shows a statistically significant reduction of costs for phone charging of 1,662 FRW (2.74 USD).

The average household that pays for charging the mobile phone pays 1,400 FRW per month (2.31 USD).

In total, energy expenditures without cooking energy are 557 FRW (0.92 USD PPP) lower in the treat-

ment group. This difference is statistically significant. If we compare this to the total household expendi-

tures it shows the importance of energy expenditures for the household budget: The share of energy

expenditures without cooking decreases by three percentage points from seven percent to four percent.

Health and Environmental Effects. The combustion of kerosene is associated with harmful emissions that

can lead to respiratory diseases (WHO 2016). Although the relative contribution of kerosene lamps to

household air pollution is rather low compared to firewood and charcoal usage for cooking purposes, it

is the immediate exposure of people sitting next to a wick lamp for a specific task (e.g., studying), that

makes kerosene a substantial health threat (Lam et al. 2012).

Indeed, in our sample kerosene lamps are above all used by children for studying and by women for

cooking. In qualitative in-depth interviews preceding the baseline survey many households complained

about sooty kerosene lamps leading to recurring eye problems and kids having black nasal mucus. We

therefore examined the extent to which the decrease in kerosene lamp usage translates into a perceived

improvement of air quality and, potentially, into a decrease in respiratory disease symptoms and eye

problems. At the baseline stage the judgement of most households (around 67 percent in both groups)

was that air quality in their houses was good, in the follow-up survey 45 percent of treated households

and only three percent of control households say that the air quality in their homes has improved in com-

parison to the baseline period. In an open question, virtually all treated households ascribe this improve-

ment to the Pico-PV lamp. Looking at self-reported health indicators, though, we cannot confirm that

this improved air quality leads to a better health status of the household members, which is not surpris-

ing given that cooking fuels are still the dominating source of household air pollution.12

Households in nonelectrified areas in Africa are increasingly using dry-cell batteries and LED lamps

to light their homes. Therefore, a potential reduction in dry-cell batteries deserves special attention

because they might contain harmful materials and a proper collection system does not exist. In fact, in

our sample 95 percent of households throw discharged batteries into their pit latrines, that is, nonsealed

Table 6. Expenditures per Month per Category (in FRW)

Treatment Control ITT p-value

Candles 42 109 �20 .339

Kerosene for lighting 155 609 �418 .000

Big batteries (Type D) 358 352 �9 .750

Small batteries (Type AA) 30 72 �43 .003

Mobile phone charging 407 520 �68 .407

Total traditional energy sources (without cooking energy) 993 1,662 �557 .000

Total expendituresa 37,971 31,334 7,249 .276

Share of energy expenditure on total expenditures 0.04 0.07 �0.03 .001

Note: The ITT depicts the difference in means at the follow-up stage between the whole treatment and control group, including also non-complying households.

We control for all stratification and re-randomization characteristics. Detailed estimation results can be found in the supplemental appendix. Exchange rate as of

November 2011: 1 USD ¼ 607 FRW).

Source: Household data set 2011/2012.
aThis difference seems not to be driven by the treatment. The (nonsignificant) difference in total expenditures had already existed at baseline. Moreover, the differ-

ent subcategories of expenditures do not show any significant changes over time neither.

12 See supplemental appendix, table S6.2, for more detailed results.

The World Bank Economic Review 643

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/631/2433616 by Joint Bank-Fund Library user on 08 August 2019

http://wber.oxfordjournals.org/lookup/suppl/doi:10.1093/wber/lhw051/-/DC1
http://wber.oxfordjournals.org/lookup/suppl/doi:10.1093/wber/lhw052/-/DC1


3–4 meter holes in their backyard. Two percent of the households collect them with their garbage, and

three percent throw them away somewhere in their backyard. Hence, potentially toxic substances can be

expected to enter the groundwater. The extent to which this poses a threat to people’s health is unclear,

as little is known about this process, neither in Rwanda nor elsewhere (see also Bensch et al. 2015).

Domestic Productivity Effects. Building on the substantial usage of the Pico-PV lamp we examine the extent to

which this induces a potential gain in domestic productivity. For this purpose, we look at the main users’ activ-

ities exercised when using the Pico-PV lamp and—in order to assess the extent of the quality improvement—

which lighting sources are used among households in the control group for the respective activity.

The most frequent users of the Pico-PV lamp are female adults, of which 87 percent use the lamp

mainly for housework (see table 7). Housework done by women refers above all to cooking but also

includes, for example, child caring, preparing the beds before going to sleep, and repairing clothes. The

Pico-PV lamp replaces above all wick lamps and is used by female adults that had not been using any

particular lighting device before.13 Male adults also use the lamp mostly for housework, although these

are more diverse activities than for women. For male adults, the Pico-PV lamp replaces wick lamps,

ready-made torches, and hand-crafted LEDs and is also used by men who had not used any artificial

lighting device before for housework activities.

Table 8 shows that housework is done primarily during daytime, also in the treatment group, and the

total time dedicated to domestic work per day does not change significantly. The total time household

members are awake per day does not change significantly, either. This reveals that the Pico-PV lamp is

also used during daytime for housework activities, which is in line with observations made during quali-

tative interviews: the typical Rwandan dwelling is quite dark even during the daytime and people some-

times use artificial lighting in their homes. To the extent the Pico-PV lamp replaces a traditional lighting

source for their daytime housework activity, lighting quality clearly improves. Yet, people might also

relocate outside activities indoors and replace natural daylight by the Pico-PV lamp. In this case, lighting

quality would probably not improve, but still it demonstrates the higher flexibility people have in organ-

izing their daily tasks.

Moreover, table 8 probes into the question whether time dedicated to any income generating activity

increases, which might happen because the higher domestic productivity could set free time for other

purposes. We concentrate our analysis on subsistence farmers that constitute 86 percent of household

heads and 85 percent of spouses at baseline.14 Both the head of household and the spouse slightly

Table 7. Activity Using Pico-PV Lamp, Adults and Children in Treatment Households (%)

First Activity Second Activity Third Activity

Female adult >17 years old N¼ 149 Housework 87 Study 5 Eat 4

Male adult >17 years old N¼ 60 Housework 71 Recreation 10 Study 10

Children 6 to 17 years old N¼ 56 Study 75 Housework 16 Recreation 4

Note: Information on activities stem from an open question among treatment households at follow-up, asking for the main activities the different lamp users are

exercising while using the lamp.

Source: Household data set 2011/2012.

13 We analyse lamp switching by comparing lamps used for the corresponding activities by treatment and control house-

holds. Detailed results of the analysis can be found in the supplemental appendix, table S6.3.

14 We distinguish as income generating activities between subsistence farmers, governmental employees, independent

occupations, and other dependent occupations. The group sizes of the latter three are small at n¼2, n¼1, and n¼2

for spouses and n¼4, n¼11, and n¼9 for head of households. Therefore, these groups are very unbalanced across
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increase the time they dedicate to income generation (by six and three percent, respectively), but this dif-

ference is not statistically significant.

The third most important user group are children between six and 17 years. They use the Pico-PV

lamp mainly for studying (see table 7). In order to understand changes in the productivity of studying at

home, we first need to analyze children’s study patterns and how they divide their study time between

daylight time and evening.

As can be seen in table 9, in around one-third of the households with children at school age, children do

not study after school. There is no significant difference between households in the control and treatment

groups. The share of children studying after nightfall, though, is significantly higher in the treated group.

The total study time, that is, after nightfall and during daytime, increases only for male primary school

children. Female primary school children just shift their study time from afternoon hours to the evening

leading to an increase in study time after nightfall. For secondary school children we do not observe any

significant changes. Hence, the Pico-PV kits benefit primarily younger children. Besides the increase of

total study time for primary school boys, it seems to increase the flexibility in girl’s time allocation,

although we do not detect whether they use the freed time during the day for domestic work or recreation.

In any case, at least for those children who used wick lamps before, the lighting and air quality increases.

Altogether, we observe an effect of Pico-PV kit ownership on time dedicated to domestic activities

only in the case of study time of primary school boys. For other Pico-PV users, we only observe a higher

flexibility in organizing their domestic duties. Moreover, it is plausible to expect that the improved light-

ing also increases the effectiveness of the tasks it is used for. Quantifying this effect is beyond the scope

of our study, though. At least for the case of students’ school test-scores the Furukawa (2014) results

advise some caution in making hasty statements about improving learning outcomes based on longer

study times and better light.15

Table 8. Daily Time Awake, Time Spent on Domestic Labor and Any Income Generating Activity

Treatment Control ITT p-value

Time awake

Head of household 14h28 14h27 0h05 .739

Spouse 14h46 14h36 0h11 .378

Domestic labor

Head of household, total 2h08 2h10 -0h01 .950

Head of household, after nightfall 0h16 0h12 0h04 .542

Spouse, total 2h48 2h30 0h16 .333

Spouse, after nightfall 0h32 0h31 0h02 .779

Any income generating activity of subsistence farmers

Head of household, total 5h37 5h29 0h21 .215

Head of household, after nightfall 0h01 0h01 0h00 .823

Spouse, total 5h37 5h25 0h10 .354

Spouse, after nightfall 0h00 0h01 0h00 .462

Note: The ITT depicts the difference in means at the follow-up stage between the whole treatment and control group, including also non-complying households.

We control for stratum dummies and re-randomization characteristics. Detailed estimation results can be found in the supplemental appendix.

Source: Household data set 2011/2012.

treatment and control households at baseline (see table S6.4 in the supplemental appendix). When estimating effects on

time dedicated to income generation including these occupation groups, we find a significant postive effect for overall

income generation time for spouses. This difference is driven, however, by these non-balanced sub-groups and can thus

not be interpreted as an effect.

15 Remember that Furukawa (2014) observes even a decline of school children’s test scores in spite of an increase in study

time in an RCT using solar lanterns in Uganda. One explanation for this puzzling outcome he provides is the potentially

bad lighting quality of the solar lamp. In our case, we have no indication for such a bad lighting quality and we believe
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V. Conclusion

Our results show that simple but quality verified Pico-PV kits in fact constitute an improvement com-

pared to the baseline energy sources, mostly dry-cell batteries and kerosene. Given the small size of the

panel, the charging capacity is obviously not abundantly available, and many households did not man-

age to use the panel for charging the radio and mobile phones; lighting turned out to be the most often

used service. In these remote and poor areas, lighting is a scarce good and the lamp was indeed inten-

sively used by virtually all treatment group households leading to increases in both the quality and the

quantity of lighting usage.

The most important finding of our study is that total energy expenditures and expenditures for dry-

cell batteries and kerosene go down considerably. This shows that beneficiaries substitute traditional

energy sources instead of just increasing their energy consumption. Beyond the direct effect this has on

household welfare, the usage of the lamp also implies social returns. It induces advantages for people’s

health because kerosene usage is associated with harmful smoke emissions and the environment because

dry-cell batteries are usually disposed of in unprotected latrines or in the landscape. Since households in

rural Sub-Saharan Africa are rapidly switching from kerosene or candles to LED-lamps that run on dry-

cell batteries this finding deserves particular attention.

In addition, we find that beneficiaries use the kit for various domestic production activities like cook-

ing or studying. Although we cannot quantify the benefits, evidence from the literature strongly suggests

that the solar lamp allows doing these activities better and faster than with traditional lighting sources,

which plausibly results in an overall increase in domestic output. The solar lamp also enables households

to allocate their time more freely and to shift activities toward the evening hours. School children, for

example, find better and more flexible studying conditions thanks to the improved lighting source. Even

if this does not lead to an immediate measurable increase in domestic output, pursuing the activities with

better light and in a more flexible way will at least reduce the effort that is needed to undertake house-

hold chores. This would still be an important improvement of household’s living conditions.

While ultimate poverty impacts on, for example, income or educational investments might be small

compared to productivity gains associated with bigger infrastructure interventions, these effects are still

considerable from the poor’s perspective, particularly having in mind the low investment costs of the

intervention at 30 USD per kit.

Table 9. Study Pattern (Only HH with Children at School Age; 6–17 years)

N Treatment Control ITT p-value

Share of HH with children studying after school 209 67 61 5 .369

Share of HH with children studying after nightfall 209 26 14 14 .006

Daily study time after school (in minutes)

male children 6-11, total 100 0h37 0h26 0h13 .009

male children 6-11, after nightfall 100 0h29 0h12 0h12 .045

female children 6-11, total 92 0h51 0h30 0h12 .533

female children 6-11, after nightfall 92 0h27 0h11 0h11 .090

male children 12-17, total 89 1h01 0h54 0h21 .191

male children 12-17, after nightfall 89 0h50 0h32 0h14 .382

female children 12-17, total 94 1h02 0h58 0h10 .327

female children 12-17, after nightfall 94 0h44 0h37 0h10 .191

Note: The ITT depicts the difference in means at the follow-up stage between the whole treatment and control group, including also non-complying households.

We control for all stratification and re-randomization characteristics. Detailed estimation results can be found in the supplemental appendix.

Source: Household data set 2011/2012.

this would have been disclosed in the various qualitative interviews we conducted (in which many other problems were

discussed pretty openly, see Section IV).
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Our results hence substantiate the Tier-1-threshold of modern energy access in the SE4All Global

Tracking Framework. The Pico-PV kits can in fact meet the need for basic energy services in poor areas

where energy consumption is still at a very low level. Yet, comparing our findings to more advanced regions

and larger interventions, such as grid extension, it also becomes evident that Pico-PV kits cannot satisfy the

whole portfolio of energy demand (Lenz et al. 2016). Hence, in many not so remote areas Pico-PV kits can

be considered as either a complement to a grid connection for backup purposes or as a bridging technology

toward a grid connection at a later point in time. For very poor areas in the periphery of a country as studied

in this paper, in contrast, Pico-PV is in many cases the only option to obtain modern energy because, first,

these regions are beyond the reach of the electricity grid for many years to come and, second, other off-grid

solutions such as larger solar home systems are too expensive. We therefore argue that households in such

remote areas are the major target group of Tier 1 energy systems within the SE4All initiative.

What is crucial for the acceptance of this new technology is the proper functioning and ease in usage

of the kit—in particular if the objective is to set up a market as pursued by programs like Lighting

Africa. It has turned out that a relatively mature product such as the Pico-PV kit used in this study, of

which the principal components had been tested and certified by Lighting Africa as well as massively

sold in other countries, might still exhibit technical problems under real usage conditions. This is in line

with findings of Furukawa (2014) who observes that insufficient charging under real usage conditions

led to flickering light quality. Testing and certification procedures as well as the development of compre-

hensible usage guidelines should therefore encompass a strong component of field tests and not only lab-

oratory examinations. This is particularly important in the light of the rapid penetration of rural Africa

with non-branded LED lamps that has occurred in recent years (see Bensch et al. 2015). In terms of light-

ing quality, these dry-cell battery-run lamps are on a par with Pico-PV kits.

Nonetheless, Pico-PV kits that meet quality standards in terms of usability and lifetime are a worth-

while investment. If kerosene or dry-cell batteries are replaced, households with consumption patterns as

observed in our research economize on average 0.95 USD PPP per month, which is around two percent

of monthly household expenditures. The investment into the Pico-PV kit then pays off after 18 months,

which is less than its life-span of 2–3 years, but the interplay of cash and credit constraints, the lack of

information, and high discount rates will make most households forego this investment.

This claim points at a dilemma of Lighting Africa and other donor and governmental interventions,

which intend to disseminate Pico-PV kits via sustainable markets as a contribution to SE4All: The major

target population will hardly be able to bring up the required investment. Financing schemes might in

some regions be an obvious solution. But given the long pay-off period for the bottom of the income dis-

tribution and noninternalized advantages, such financing schemes are probably not effective. At the

same time, if it is clearly the political will both in national governments and among the international

community to provide electricity also to the very poor, one should consider more direct promotion

options. Subsidized or even free distribution of kits might then be an alternative to reach the poorest of

the poor. While many development practitioners are opposed to a free distribution policy and it would

be in stark contrast to the strategies pursued by ongoing dissemination programs, the empirical literature

provides evidence from other field experiments that supports such an approach (Kremer and Miguel

2007; Cohen and Dupas 2010; Tarozzi et al. 2014; Bensch and Peters 2015). As a matter of course, a

subsidized distribution policy would require establishing institutions that maintain the subsidy scheme

including an effective system for maintenance and replacement of broken kits in order to ensure long-

term sustainability. Moreover, since subsidies would require public funds, the priority of the SE4All goal

would obviously need to be pondered against other development objectives.

Having said this, it is also clear that further experimental studies that can examine the mechanisms

behind take-up behavior, such as the households’ willingness-to-pay for electric energy, the role of credit
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constraints, and information are certainly useful. Such research efforts would help to design appropriate

least-cost strategies to achieve the modern “energy-for-all-goals” of the international community.
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The Cost of Fear: The Welfare Effect of the Risk of

Violence in Northern Uganda

Marc Rockmore

Abstract

Although the effects of insecurity are believed to be important, these have never been directly measured.

Previous estimates of the costs of conflict have only captured the joint effect of violence and insecurity. The dis-

tinction is important for understanding the origins of the costs and for policy design. Using the spatial-

temporal variation in the placement of violence, I create spatially disaggregated measures of insecurity and

present the first estimates of the relative causal contributions of the risk and experience of violence. The article

also provides the first micro-data based counterpart to the cross-country literature on the costs of conflict.

JEL classification: D74, D81, I3, O10

The effects of conflict and, more broadly, of violence on the development process are among the most

important and, unfortunately, understudied areas in development economics. One in four people live in

fragile and conflict-affected countries, or in countries with very high levels of violence; many more live

in countries that recently emerged from conflict. These conditions substantially affect the development

process as low income fragile or conflict-affected countries have not achieved a single Millennium

Development Goal (MDG) (World Bank 2011).

Despite these large and persistent costs, we have only a limited understanding of the origins of these

costs, particularly the role of insecurity (i.e., the risk of violence) relative to that of direct exposure to

violence. Since the majority of people in conflict and violence-prone countries do not experience violence

directly, the near-exclusive focus of the literature on the experience of violence1 ignores potentially sig-

nificant losses due to the persistent insecurity and uncertainty. These potential effects of insecurity are

largely obscured in current studies. The macroconflict literature finds substantial aggregate economic

costs arising from conflict in terms of GDP per capita and GDP per capita growth but cannot explain the
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distribution or composition of these costs (Collier 1999; Collier and Hoeffler 2007). Consequently,

while very useful in “costing” conflict, this literature is silent on the origins of these costs or on specific

policy intervention to mitigate them.

The microconflict literature causally links conflict to a variety of lower post-conflict outcomes, such

as education (Blattman and Annan 2010; Akresh and de Walque 2011), or nutrition/health (Akresh

et al. 2011; Minoiu and Shemyakina 2012). The particular pathways from conflict to these outcomes,

however, remain unclear. Presumably, these derive from some combination of losses from violence and

responses to insecurity, although this is not known. Moreover, by focusing on households or regions

that experience violence, the literature implicitly attributes the costs of insecurity to the violence.

Initially, authors compared households in conflict-affected areas with those in non-conflict affected

areas and interpreted the coefficient on the conflict-affected region as the impact of violence.2 Since

many of the households in conflict-affected regions never experience violence, the estimated coefficient

captures the consequences for both violence-affected and nonaffected households and therefore com-

bines the costs from violence and insecurity. To overcome this, recent studies focus on households

directly affected by violence (Minoiu and Shemyakina 2012). Since violence-affected households almost

certainly also experience some level of insecurity, these estimated coefficients reflect both the effects of

violence and any ex ante risk mitigation. Moreover, the focus on households which directly experience

violence ignores any costs arising from insecurity, therefore underestimating the full costs of conflict.

While both insecurity and exposure to violence surely contribute to the costs of conflict, disentangling

their relative contributions has important implications for both research and policy. If the costs from

conflict primarily arise from direct exposure, this implies that the costs are disproportionately borne by

a narrow set of individuals and only materialize during attacks and in ex post household responses. In

this case, policy interventions are necessarily reactive. This would justify the focus of the current micro-

conflict literature on exposure to violence. In contrast, if the costs primarily arise from insecurity, then

they are the result of ex ante risk mitigation strategies and are borne by a broader segment of the popula-

tion. This would also suggest that a narrow focus on just exposure to violence would likely miss some of

the important pathways (arising from insecurity) that lead from conflict to lower (post-conflict) develop-

ment outcomes.

This research makes two unique contributions. Most importantly, I isolate the relative effects of expo-

sure to violence and insecurity. This is accomplished by using the spatial-temporal variation in the place-

ment of attacks to estimate spatially disaggregated measures of both the statistical and perceived risk of

attack during a conflict. Methodologically, this approach is similar to Besley and Mueller (2012). I find

that while exposure to violence is more costly (in terms of per capita household consumption) at the

household level, the opposite is true at the aggregate level. Since considerably more individuals suffer

from insecurity than are exposed to violence, the effects of aggregate of insecurity outweigh those of

exposure. This finding suggests that the current focus on exposure to violence may miss the majority of

conflict-related costs.

Second, despite the large literature on the aggregate costs of conflict, there are no corresponding

micro-based estimates of the monetary costs. The existing microconflict literature primary focuses on

the nonmonetary costs (such as physical or human capital) and on post-conflict environments thereby

making it difficult to compare to the macroconflict literature. I estimate aggregate rural household costs

(in terms of consumption) of close to one percent of GDP with insecurity accounting for more than half

of these costs.

This is not the first study to examine household responses to insecurity. Studies have examined how

households change behaviour during conflict along a variety of dimensions: labor allocation (Fern�andez

2 Some authors use the intensity of violence instead of a binary measure although the same concern remains (Voors et al.

2012).
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et al. 2011; Menon and Rodgers 2011), cropping and livestock holding (McKay and Loveridge 2005;

Bundervoet 2007; Bozzoli and Brück 2009; Rockmore 2012; Arias et al. 2014; Ib�a~nez et al. 2013) and

investments into businesses (Deininger 2003). This study differs in two important ways. First, previous

studies focus on specific responses to conflict. Insofar as households engage in a variety of income gener-

ating strategies, each only captures part of the household response (such as labor market responses or

crop portfolios). The aggregate cost, however, cannot be captured by looking at narrow responses.

Second, and crucially, while these papers examine responses to insecurity, they do not directly measure

insecurity.3 That is, the studies observe changing household behaviour in conflict areas and attribute this

to insecurity. Insecurity is never measured and therefore the elasticity of responses to insecurity is

unknown. Consequently, even within the literature on household behaviour during conflict, the exact

effect of insecurity (relative to exposure to violence) has not been measured.

The remainder of the article is structured as follows. Section I briefly considers how conflict-related

risk can affect household behaviour. Section II highlights the history of conflict in Northern Uganda

before section III presents data. Section IV discusses the estimation strategy and presents the results.

Section V concludes and discusses policy implications.

I. Risk, Shocks, and Conflict

The literature on choice under uncertainty provides a framework for understanding the potential effects

of the risk of violence during conflicts. This literature views households as making decisions at two dis-

crete points in time. First, households make choices before knowing which, if any, shocks will occur.

This first choice takes into account the uncertainty by also considering the potential options after the

uncertainty is resolved. Ex ante strategies, such as diversifying crops or delaying planting, are used to

manage the risk,4 that is, to reduce the probability of the shock or the magnitude of its effects. A second

choice takes place after any shocks have occurred, whether positive or negative. At this time, households

use ex post risk coping strategies (e.g., selling assets) to smooth incomes (Deaton 1992; Townsend 1994;

Dercon 2002).

Conflicts may affect both ex ante and ex post decisions. For instance, assets that support peacetime live-

lihoods may become liabilities during conflicts (Lautze and Raven-Roberts 2006). Certain assets, such as

livestock, are not only more likely to be looted, but they may also increase the risk of being attacked,

especially if they are difficult to conceal. The composition of crops is also likely to change as crops whose

harvest may be delayed at low cost, such as cassava, may be particularly advantageous in conflict zones

(Finnström 2003; Rockmore 2012; Ib�a~nez et al. 2013). More broadly, conflict-related risk should lead

households to avoid otherwise profitable activities with sunk costs, or assets that cannot be easily hid-

den, transported, or liquidated (Dercon 2008; Arias et al. 2014). This suggests that as perceived risk

increases, income and consumption should decrease below their risk-free optimal levels. In certain cases,

households might consume more in order to prevent looting although this strategy is unlikely in the

poorest households, who save little.

Conflict also reduces the effectiveness of ex post risk coping strategies thereby increasing the impor-

tance of ex ante risk mitigation. Markets for asset sales5 or for labour may no longer function well, while

migration may become restricted. Similarly, both community and informal insurance networks may

3 The only exceptions of which I am aware are Arias et al. (2014) who use the duration of rebel activity in the areas as a

proxy for insecurity and examine the impact on cropping patterns; and Rockmore (2012) who uses the same methodol-

ogy as here and examines the impact on the composition of crop and livestock portfolios.

4 Risk refers to the possibility that a particular shock might occur.

5 Verpooten (2009) reports that cattle prices in Rwanda decreased by 50 percent during the genocide. This may be caused

by the widespread sale of cattle as well as by the difficulty in protecting livestock during times of conflict.
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weaken due to the death or migration of members, or the increase in shocks experienced by network

members due to the conflict (Verpoorten and Berlage 2007). Additionally, the risk associated with travel,

even over short distances may also weaken ties between members.

While conflict may adversely affect households through a variety of channels, the goal of this article

is not to examine specific pathways. As noted above, studies have identified particular household

responses during conflict, many of which are consistent with responses to risk. Rather, the purpose is to

quantify the aggregate cost of these responses. That is, once households make adjustments over their

entire portfolio, what is the cost of conflict? Additionally, within these costs, what are the relative contri-

butions of the risk of and exposure to violence?6

II. Conflict in Northern Uganda

Although conflict in Northern Uganda pre-dates the emergence of the Lord’s Resistance Army (LRA) in

1986, the rise of the LRA from the remnants of Alice Lakwena’s short-lived rebellion began a near-

continuous cycle of violence in Northern Uganda.7 Initially, the LRA sought to capitalize on the tensions

between the North and the newly installed government in the center of the country and claimed to repre-

sent the interests of the Acholi, one of the main Northern ethnic groups. The inability of the LRA to

obtain support from the local population quickly led to the LRA targeting the local population for sup-

plies and recruits. Throughout this period, attacks were fairly widespread. Representative data show

that 16, 25, and 25 percent of Northern communities suffered attacks by the LRA in 1992, 1999, and

2004, respectively (Ssewanyana et al. 2007).

Unlike many other insurgencies, the LRA often did not seek to engage government forces, preferring

instead to target the local population especially for forced recruitment through abductions. Youths were

typically permanently abducted and forced into the LRA, while older individuals were often used as tem-

porary porters or as guides. The length of the conflict and the absence of reliable data complicate esti-

mates of the level of abductions. However, they are believed to range from 20,000 to 80,000 (Lomo and

Hovil 2004; Pham et al. 2007; Blattman and Annan 2010).

The prolonged violence resulted in several types of migration. Wealthier households were able to flee

toward urban areas. Poorer groups tended to move to internally displaced persons (IDP) camps located

within Northern Uganda (Fiala 2009). Additionally, since the LRA often attacked at night, a large num-

ber of children commuted nightly to the relative safety of urban areas or to the centers of IDP camps. At

its peak, there were an estimated 30,000 “night commuters” (Amnesty International 2005).

Beginning in 2002, the government displaced large numbers of individuals, primarily from conflict

prone areas, to IDP camps. Between voluntary and involuntary movements, certain districts virtually

emptied. For instance, by 2004, approximately 90 percent of the original populations of Gulu and

Kitgum districts were no longer in their original districts (Pham et al. 2005).8 Although the reasons for

the government’s choices of particular districts are not known, it is reasonable to assume that these areas

were among those with the highest risk of future attacks. Consequently, ex ante losses from the risk of

conflict may be underestimated as the individuals in the high risk communities were moved to lower risk

communities.

6 Rockmore (2012) provides a comprehensive examination of household responses to conflict risk in Northern Uganda,

the setting for this study. He finds no responses to sources of income and limited changes (on the extensive margin) in

the allocation of labor. Rather, there appear to be strong shifts away from risk in the livestock and crop portfolios.

7 The analysis focuses on the LRA since they were the only insurgent group in Northern Uganda during this period.

While the Ugandan military (UPDF) may have committed acts of violence or looting, this is not recorded in the data.

8 Although the most affected districts were almost completely displaced to IDP camps, the data is representative of a

broader area (only 17 percent of the sample currently resides in an IDP camp).
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III. Data

The household and community data are drawn from the Northern Uganda Survey (NUS) that was

administered by the Uganda Bureau of Statistics in 2004. It contains representative data for 386 geore-

ferenced rural communities and 3,867 households.9

As is subsequently discussed, the empirical strategy relies on the geographical coordinates of com-

munities. Consequently, the data are restricted to the communities (and associated households) for

whom these data are available and correct.10 Additionally, households without any consumption of

food (purchased, free, or own production) or which had abnormally high holdings of land (>200 acres

as compared to mean holdings of 3.7 acres with a standard deviation of 5.4) are not included.11 The

remaining analysis is based on 353 communities and 3,508 households for whom data were available.12

The NUS data are supplemented with data from the Armed Conflict Location and Event Data

(ACLED) for Uganda (Raleigh and Hegre 2005). The NUS data only include data on community level

attacks in 1992, 1999, and 2004. By providing additional georeferenced data for the location of LRA

attacks from 1997 until 2003, ACLED allow both for a larger set of instruments and a more accurate

“map” of violence. Additionally, insofar as the behaviour of households changes based on their distance

from violence, ACLED should result in more precise estimates of the effects of the risk of violence.13 I

use only events that are violent, involve the LRA, and occurred in 2003 or earlier. Additionally, since the

precision of the geographical coordinates varies, I only include those that are precise to the village or

subregion location and exclude those that are only recorded at the regional level.

LRA attacks are recorded using a binary variable for whether or not a particular community was

attacked by rebels in 2004. Insecurity is a binary variable for whether “any section of the community

found it difficult to cultivate their land in 2004 because of insecurity.”14

Variables for the distance from each community nearest to rebel attacks in each year are created from

the NUS and the ACLED data sets. Specifically, these measure the distance (in arc degrees) from com-

munity i to the nearest attacked community (excluding community i). For the NUS data, these are cre-

ated for the rebel attacks in 2004, 1999, and 1992. The ACLED data contain information on LRA

attacks for each year from 1997 to 2003.

On average, communities were relatively close to attacks by the LRA as the average distance varied

between 0.20 and 0.90 decimal degrees (approximately 22 and 100 kilometers, respectively). For the

closest communities, this was as low as approximately 3.6 kilometers. Moreover, close to one third of

9 While representative for the population in rural Northern Uganda, the sample cannot account for any migration to ur-

ban areas in Northern Uganda or to areas outside of Northern Uganda. Consequently, the analysis can only consider

the current rural population. This might potentially lead to a negative relationship between consumption and risk.

There are, however, also strong reasons to believe that the inclusion of wealthier households would lead to a larger im-

pact of insecurity. In particular, in times of conflict and insecurity, their income generating activities would likely also

suffer, and they would have more room to reduce their consumption before reaching minimal subsistence levels.

Unfortunately, since the sample only contains current households, this hypothesis cannot be investigated.

10 For 33 communities, the recorded coordinates fall outside of the boundaries of Uganda, and therefore these communi-

ties have been dropped. Since this is based solely on the recorded coordinates, there is no reason to believe that any sys-

tematic differences exist in these observations.

11 While possible for households to live an entire week without receiving any food aid or food gifts, purchasing food, or

consuming their own production, this is highly unlikely. Since this appears to be a clear coding error, these households

are dropped. Their inclusion does not change the analysis.

12 The variables for the distance to the nearest attack are an exception. These were created using all the data—rural or

urban—for which correct geographical coordinates were available.

13 The ACLED data are drawn from a variety of sources including press accounts, books, and humanitarian worker ac-

counts. The data are disaggregated by event type, year, participants, and geographical coordinates.

14 The full text of the questions as well as full descriptive statistics of the variables are provided in a supplemental online

appendix available at https://academic.oup.com/wber) (tables S.1–S.3).
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the sample communities were attacked in 2004. A similar number of communities reported being

insecure.

Consumption is measured as the natural log of per capita annual total household consumption.15,16

Livestock holding are aggregated into tropical livestock units17 (TLU). Household members are defined

as all household members who have lived in the house 6 months or more during the past 12 months.

This also includes those who have come to stay in the household permanently even if they have lived in

the household less than 12 months. Households typically contain only five members.18

IV. Empirical Strategy and Estimation Results

Building on the earlier discussion, the effects of conflict on the household can be divided into two parts:

the responses to risk (Risk: ex ante risk mitigation), and the effects of the shock including household

responses (Experience: losses from both the exposure to violence and the subsequent ex post risk

coping).

Formally, this can be estimated using the following equation:

Costij ¼ aþ b1Riskij þ b2Experienceij þ b3Xij þ eij (1)

where the subscripts refer to community i and household j. The vector X reflects other non-conflict

(observed) factors that influence the economic performance of the household. While the questionnaire

contains questions regarding the exposure of communities and households to violence (Experience),

there is only limited information regarding risk (Risk). Consequently, the conflict-risk levels need to be

estimated. eij is an independent and identically distributed error term.

Measuring Conflict Risk

Since violence is typically not random, regions or households may face different risks of exposure.

Conceptually, violence can be thought of as occurring on two separate but related levels: geographic and

within area. The former “placement effect” encompasses the reasons that determine which areas experi-

ence violence (see Jacoby [2000] for a discussion of placement effects). In the context of conflict, the

characteristics of an area, such as the physical geography or its ethnic homogeneity, may influence both

its likelihood of being attacked as well as the observed outcomes. The second effect is within community

heterogeneity as households within the same community may face very different risks of experiencing

violence. For instance, in ethnic or religious conflicts, such as genocide in Rwanda or intercommunal

violence in India, this risk may vary greatly among households within a specific community and will

therefore result in different household responses.

15 The variable is calculated by summing the following consumption sections: food consumption (purchased, consump-

tion of home production, and free), non-durable goods and frequently purchased services (including rent), semi-

durable and durable goods and services, and nonconsumption expenditure (such as remittances and taxes).

16 Total household consumption includes all the typical consumption categories, including the consumption of home pro-

duce and food aid. The recall periods vary across the components of consumption from the past week for food to the

past year for semidurables and durable goods and services as well as for nonconsumption expenditure (such as taxes

and remittances). The aggregate consumption annualizes components and assumes that behavior over the recall period

is representative for the entire year.

17 Tropical livestock units are aggregated as follows: cattle¼0.70, sheep and goats¼0.10, pigs¼0.20, poultry¼0.01.

18 Regular members are defined by NUS as “close relatives and would have been usual members of the household but

have been away more than six months during the last 12 months.” Regular members are not included in the household

for the purposes of calculating per capita consumption.
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The estimation of conflict risk relies on the assumption that the risk of violence is heterogeneous at

the community level but largely homogenous within it. While typically unrealistic, a variety of qualita-

tive and quantitative evidence support this assumption in the specific context of Northern Uganda.

Although the LRA operated throughout Northern Uganda, the “placement” of its attacks was not

random, as it primarily operated in the Acholi districts. While the tactics and motivations of the LRA

are unclear, there are several plausible explanations for this targeting such the substantial linguistic dif-

ferences throughout Northern Uganda. Since the original LRA members primarily came from the Acholi

districts, it was easier for the LRA to operate in these areas and to communicate with abducted individu-

als from these districts. Moreover, although the main bases for the LRA were in Southern Sudan, they

had a number of smaller bases in the area including in Pader district (Fiala 2009). Over time, especially

after 2002, LRA attacks became more frequent in other parts of the country.

This evidence implies that attacks were generally not determined by particular village characteristics.

Rather, LRA raiding parties happened to come across particular villages and then target them.19 Insofar

as this is true, then attacks are exogenous to village characteristics (including endogenous changes). As

will be shown, the results are extremely robust to the inclusion of plausible village characteristics or

responses that might influence the likelihood of attacks or the local consumption patterns, such as

remoteness, local economic conditions (including markets, electricity, and credit), access to roads (if the

rebels followed roads), or the presence of local security forces (table 4). Moreover, insofar as the loca-

tions of refugee camps are known and that these camps attract attacks, these effects are captured by the

binary variable for refugee camps. Consequently, based on the particular context and the included con-

trols, the residual heterogeneity is likely small and random and the placement of LRA attacks can be con-

sidered to be exogenous to village characteristics.

In contrast to the “placement” of attacks, the evidence suggests that attacks and abductions were ran-

dom within the same village or at least uncorrelated with individual observed and unobserved character-

istics. This was the result of the LRA’s goal to “purify” Northern Uganda of corruption and witchcraft

through violence (Finnström 2003; Branch 2010; and Titeca 2010). During an attack, all non-LRA indi-

viduals were at potential risk of exposure to violence, abduction, or death. Interviews of former LRA

officers indicate that the LRA would attack any households encountered and abduct all able-bodied

civilians (Blattman and Annan 2010). In particular, the former officers noted that the targeting of home-

steads was generally unplanned and random. These largely depended on chance encounters. Crucially,

this suggests that concerns of reverse causality between consumption and conflict, such as villagers

reducing wealth to lower the likelihood of attacks, are unfounded.

Once a village or homestead was attacked, the LRA’s “strategy was to abduct first and sort out later”

(Blattman and Annan 2010, 8–9). This is supported by Blattman and Annan’s (2010) quantitative analy-

sis of youth abductions using a pre-abduction representative data for one of the most affected districts in

Northern Uganda. They find no statistically significant differences in the mean of pre-war characteristics

that predict abductions in other conflicts, such as pre-war wealth or parental characteristics.20 These

19 This does not rule out specific cases of the LRA attacking particular villages when abductees from that village escape

from LRA captivity. This was known to happen. First, this was an exception to the rule. Second, even if this deter-

mined all attacks, this is still exogenous to particular village responses.

20 The only exceptions were the year of birth and the size of the household. The former reflects the preference of the

LRA for youths between the ages of 10 and 24 as forcible recruits; younger children were less useful while older youth

were perceived as being difficult to indoctrinate. The significance of the size of household is driven by the sub-sample

of household with 25 or more members. This is not only a rare occurrence in their data but also overall in Northern

Uganda. The 2002 Uganda National Census shows that less 1 percent of households in Northern Uganda, rural or ur-

ban, have 15 or more members; in rural areas, this represents roughly 0.5 percent of the sample.
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findings suggest that variation of individual and household characteristics within village did not affect

the likelihood of being abducted, which in turn is likely highly correlated with attacks.21

Relationship Between Statistical and Perceived Risk

Two different types of risk can be estimated with the available data: statistical (objective) and perceived

(subjective). The former refers to the observed likelihood of a particular shock occurring while the latter

to the a priori belief whether a specific shock will occur. While correlated, individuals make their deci-

sions based on upon their perceptions as opposed to the “true” likelihood of shocks.

In general, these two types of risk may differ for a variety of reasons including incomplete informa-

tion or behavioural biases such as the proximity or vividness of events. Lowenstein et al. (2001) highlight

how “emotional reactions to risk situations often diverge from cognitive assessments of those risks . . .

[and that] when such divergence occurs, emotional reactions often drive behaviour” (267).

In particular, numerous studies argue that perceived risk assessments are formed through interactions

between analytical and experiential systems (see Slovic et al. [2002] for a review). That is, perceived risk

assessments can be broadly considered as a combination of statistical risk and of individual feelings,

memories and associations. Based on this relationship, statistical risk can be viewed as a measurement of

perceived risk which contains measurement error (the perceived part of the expectations). Therefore, as

with classical measurement error, the effects of statistical risk in the subsequent results should be lower

than those the perceived risk (due to the attenuation bias toward zero).

Estimating Risk

Both statistical and perceived risk are estimated using questions in the community questionnaire. This

questionnaire was administered through group interviews of community leaders.22 Specifically, the stat-

istical risk measure is based on a binary question asking about “incidents of LRA Rebel attacks” within

the community. Communities which reported an incident of LRA revel attack currently (2004) were

coded as having been attacked in 2004.

The second relevant question asked: did “any section of the community find it hard to cultivate their

land in the last 5 years because of insecurity?” The responses are limited to those who answer the current

year (2004). While this question does not directly measure perceptions regarding risk, it does measure a

direct response to perceived insecurity. Since agriculture is the self-reported primary income source for

the majority of respondents (�70 percent) in these rural communities, this question is a particularly

good measure of household responses to insecurity.

The question on insecurity examines responses to perceptions of insecurity over the past year. That is,

it is based on past perceptions of insecurity. However, this is not a problem for the estimation. First, cur-

rent perceptions of insecurity likely strongly reflect the previous perceptions. (See Rockmore and Barrett

[2012] for an analysis of the evolution of perceptions of insecurity using panel data in a different setting.)

Second, the household measures of consumption include recall data with some of the recall periods being

21 Unfortunately, it is not possible to directly test whether attacks were random within the data used (or within almost

any other dataset). Post-attack data are potentially endogenous to the violence. Additionally, since certain households

or individuals may disappear from the sample (through death, abduction or migration), the post-attack population is

not representative of the pre-attack population. Consequently, any analysis requires both a pre-attack representative

sample and pre-attack characteristics. As a result, the Blattman and Annan study is particularly unique as it is essen-

tially representative of the pre-abduction population.

22 Enumerators were instructed to make certain that the respondents for the community questionnaire contained at least

two men and two women leaders and which did not exceed 10 individuals. Moreover, the group was supposed to con-

tain at least several individuals who have lived in the community for several years and who are knowledgeable about

historical events. In general, this group was supposed to be organized with the help of the local community leader

(chairperson of the LC1).
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the past month or past year. Consequently, large portions of the consumptions are contemporaneous with

the perceptions. Lastly, and most importantly, current income (and hence consumption) is a function of prior

choices. Insofar as these choices are difficult or costly to reverse (such as cropping or livestock decisions), cur-

rent consumption is heavily dependent on prior choices and hence prior perceptions of insecurity.

The previous discussion regarding LRA attacks makes clear that once villages are attacked, all house-

holds are equally at risk because the LRA was liable to attack and/or abduct anyone encountered. While

this implies that statistical risk is homogeneous within villages, perceived risk need not be as homogene-

ous. There is relatively little empirical evidence on the heterogeneity of perceptions, particularly within

developing countries. The only study of which I am aware suggests that across-community variation in

beliefs is substantially higher than within-community variation (Doss et al. 2008). Moreover, the wide-

spread attacks and abductions in the area—close to 40 percent of males and 20 percent of females aged

between 14 and 30 were abducted in the most affected areas—implies that the indiscriminate strategies

of the LRA were widely known (Beber and Blattman 2013).

While a variety of factors might lead to systematic differences in perceived risk levels, the data allow

for controls for many of the most arguably important. In particular, controls are included for the demo-

graphic structure of the household as those with younger members might be at greater risk of suffering a

prolonged abduction, or members working in multiple locations or attending school thereby increasing

the risk of abduction. Additionally, since household perceptions might be systematically related by per-

sonal histories with violence, variables for household histories of prior attacks and of prior abductions

over the previous 10 years are also included.23

Similarly, the gender of the head of the household might influence perceptions of risk as the experi-

ence of abductees often varied based on their gender.24 Consequently, a control for the female headed

households is also included. Although it is not possible to fully control for everything that might lead to

heterogeneity of perceptions within villages, based on the particular context and the included controls,

the residual heterogeneity is likely small and random.

Empirically, risk is estimated at the community level using the following logistic regression:

ln½ðPr ðYi ¼ 1ÞÞ=ð1� Pr ðYi ¼ 1ÞÞ� ¼ Aþ
X2003

t¼1992

bitdistanceit þ Ei; (2)

where the dependent variable, Y, is measured at the community level. As noted, for statistical risk, Y is a

binary variable for whether or not community i was attacked in 2004. In this case, the predicted value (or

fitted value) from equation (2) is the estimated probability of the community experiencing an attack in

2004. For perceived risk, the dependent variable is a binary variable for whether any section of the com-

munity found it hard to cultivate their land in 2004 because of insecurity. The predicted value represents the

probability that the community would report being insecure in 2004 and therefore represents perceived risk.

The vector of independent variables, distance, represents the distance of community i from the closest

LRA attacks in previous years. Separate distance measures are constructed from the NUS and ACLED

data. The NUS data only contain information for attacks in 1992 and 1999. The ACLED data contain

yearly data for 1997 until 2003. There are therefore nine independent variables (two from the NUS and

23 It is not possible to control for the experiences of friend, family and acquaintances of the households. Based on the

widespread exposure to violence, it is high likely that all households know someone who has been abducted or others

affected by the violence. It not possible, however, to control for heterogeneity due to spillovers via knowledge or indi-

rect experiences.

24 Males often were indoctrinated and turned into fighters. Others primarily carried loads or performed domestic duties

in the camps. Although some females also became fighters, they frequently were used as sex slaves or as cooks within

the camps. Moreover, since these camps were located in Southern Sudan, it was typically more difficult for females to

escape due to the added distance from their homes and the fewer opportunities to slip away from camps.
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seven from the ACLED data). The same independent variables are used for both the estimation of statis-

tical and perceived risk. E is an error term.

The results from the estimation of equation (2) to construct the measures of statistical and perceived

risk are presented in table 1.25 The errors in the logistic regression are clustered at the community level.

In the first column, the dependent variable is a binary variable for whether or not a community was

attacked by the LRA in 2004. Consequently, as previously discussed, the predicted values represent the

probability of the community being attacked in 2004, that is the statistical risk. Similarly, the second col-

umn uses a binary variable for the perceived insecurity within the community. As previously noted, the

fitted values from column (2) are estimates of the likelihood that the community feels insecure and there-

fore of the perceived risk.

Overall, while the variables are strongly jointly statistically significant, only several of the variables

are individually significant, likely reflecting the multicollinearity among measures of distance to the clos-

est attacks in different years. This is not a problem as we are only interested in how fell the model

“predicts” attacks as opposed to the relevant contribution of any of the independent variables.

The fit of the model can be assessed by looking at what per cent of attacks in 2004 are correctly

Table 1. Logit Estimating Statistical and Perceived Risk of Community Attacks

Statistical Perceived

Distance to nearest attack 1992, NUS 3.14 �0.20

[3.14] [1.91]

Distance to nearest attack 1999, NUS �5.19 1.33

[5.13] [2.28]

Distance to nearest attack 1997, ACLED 2.78 8.31***

[2.11] [1.88]

Distance to nearest attack 1998, ACLED �2.94* �2.54*

[1.79] [1.48]

Distance to nearest attack 1999, ACLED �0.50 �8.30

[2.20] [2.27]

Distance to nearest attack 2000, ACLED �1.08 0.94

[1.59] [1.58]

Distance to nearest attack 2001, ACLED �2.45 0.87

[2.51] [1.97]

Distance to nearest attack 2002, ACLED �0.27 �5.25**

[3.08] [1.91]

Distance to nearest attack 2003, ACLED �16.2*** �1.48

[5.08] [1.97]

Constant 3.18*** 0.36

[1.16] [0.49]

Observations 353 353

Pseudo R2 0.58 0.35

Percent of LRA attacks in 2004 correctly classified 90.1 79.9

Notes: Community weights used. Errors are clustered at the community level.

*, **, *** statistically significant at the 10 percent, 5 percent, 1 percent levels, respectively.

Source: Author’s calculations based on data sources described in text.

25 This estimation only captures the part of insecurity which is correlated with the proximity of communities to historical

violence. While this likely determines the statistical risk of violence, perceived insecurity could arise for a variety of

reasons which are unrelated to proximity of violence. Consequently, the estimates only capture part of the overall ef-

fects of perceived insecurity and should be considered as conservative estimates.
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classified26 in each specification. For statistical risk, this is a direct measure of accuracy since the fitted val-

ues represent the probability of being attacked in 2004. For perceived risk, it is suggestive as perceived risk

is likely to be strongly and positively correlated with actual attacks. The predicted values for perceived risk

match very closely with the actual distribution of attacks (90.1 percent). The predicted perceived risk also

does well albeit to a lesser degree (79.9 percent). These strongly imply that attacks at the community level

are clustered and, hence, nonrandom. In addition to the overall levels, the spatial distribution of statistical

and perceived risk at the community level is similar to those of actual attacks. That is, the predicted data

largely match the spatial distribution of attacks. The largest difference occurs in Karamoja where the

higher perceived risk likely reflects the insecurity in the region associated with cattle raiders.

Economic Costs

In the second stage of the estimation, the predicted risk values from equation (2) are inserted into equa-

tion (1) resulting in equation (3):

Costij ¼ aþ b1
dRiskiþb2Experienceij þ b3Xij þ districtk þ eij: (3)

The economic costs, Cost, are proxied by the log of per capita household consumption for household j

in community i in district k. While the broader household welfare can be measured using different meas-

ures, per capita consumption is arguably highly correlated with many of the alternative choices and

directly linked to poverty measures. To the extent that households value leisure, the economic costs may

overestimate the welfare losses.dRiski is a vector containing the fitted risk value and its square from the first stage [equation (2)]. The

choice of a quadratic reflects that the possibility that household responses to risk may not be constant.

On the one hand, households may not respond strongly to low levels of risk but then have a much larger

response once risk levels become very high. On the other hand, households may be able to adopt a vari-

ety of strategies to reduce ex ante risk but that also reduce income (and consumption). As risk increases,

their ability to further adapt is limited both by the availability of strategies and by the minimum level of

consumption required to survive. Since the exact nature of household responses is unknown, the quad-

ratic allows for either possibility. Similarly, the choice of a quadratic also allows for a linear relationship

and therefore is less restrictive than a linear specification. As we discuss below, we estimate equation (3)

with statistical and perceived risk both individually and combined.

As noted earlier, based on the particular context of Northern Uganda, there is substantial evidence to

suggest that both statistical and perceived risk are arguably homogenous within community. The vector

of control variables (described below), including the demographic structure of the household, prior

abductions histories, and migration due to insecurity, along with the controls for individual and com-

munity level exposure to violence, arguably address the primarily remaining sources of within commun-

ity variation. Consequently, despite being measured at the community level, the fitted values from

equation (2) are treated as measures of household risk for the remainder of the article.

The Experience vector measures the experience of violence in community i and household j.

Community and household experiences of violence may differ for a variety of reasons including migra-

tion, the spatial distribution of household or even the nature of the specific attacks. Additionally, the

effects of the two experiences are likely to be different. Whereas community level attacks may affect the

broader economy and public goods, household attacks may lead to the destruction or theft of personal

assets, the abduction or death of household members or psychological trauma.

26 To calculate ‘correct classification’, the fitted values are compared with the actual values (here the binary variable for

a community bring attacked in 2004). Since actual attacks are binary while the estimates of the risk are continuous

and bounded by 0 and 1, values of less than 0.5 for the estimated risk are counted as 0 and values greater than 0.5 as 1

for the purpose of checking the accuracy.
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For community level attacks, I am able to construct binary variables for whether there was a rebel

attack in 2004 and whether there were any rebel attacks since 1992. Unfortunately, the data on house-

hold level attacks are not as detailed. Consequently, I am only able to construct a binary variable for the

household experiencing at least one attack since 1992. There are, however, questions regarding abduc-

tions within the household and these are used to create binary variables similar to those for community

level attacks. The abduction variables are included in the control vector, Xij.

Equation (3) therefore separates the effect of ex ante risk exposure (b1) from the experience of being

attacked (b2). When statistical risk is used, equation (3) contains both the dependent variable and the fitted

value for equation (2). Mechanically, the predicted value of risk used in equation (3) represents the part of

the experience that is correlated with the proxies used in equation (2). Therefore, although the experience

variable and the fitted values are highly correlated, they have distinct interpretations. The former reflects

the effect of risk on consumption while controlling for the experience of households and communities.

Similarly, the latter reflects the effect of the experience of violence after controlling for risk.

The control vector, Xij, contains a variety of household and community-level controls. The controls

for the demographic structure of the household reflect both the differences in productivity and required

consumption levels of different age groups but also their varying risk for abduction. As noted earlier, the

LRA systematically targeted youth between the ages of 10 and 24. Consequently, households with mem-

bers in this age group might experience greater (perceived) risk.

The data allow me to largely control for migration within rural communities or IDP camps in

Northern Uganda. In particular, the migration of individual members is controlled for using a variable

for the number of absent working age household members (14–60). I also control for the motivation for

any migration by including binary variables for migration due to insecurity by the head of the household

in 2004 or ever. While there are no data on forced migration, this is likely included in the category for

migration due to insecurity.

It is not possible to link migrants with their former communities. Consequently, the variables regard-

ing their community’s experience with violence relate to their current community. Therefore, certain

households may have experienced an attack but currently reside in a community that has not experi-

enced an attack. This is part of the variation that allows for the separate estimation of household and

community experiences of violence.

Households that either migrated to urban areas in Northern Uganda or which left Northern Uganda

are not included in the sample. The sample is therefore only representative of nonurban households

(including IDP households) in 2004. Since the conflict has been ongoing since 1986, it is likely that most

households that could leave Northern Uganda (or even move to cities) would have left before 2004.

Lastly, the vector of control variables includes a binary variable for female headed households, the high-

est education level in the household, residence in an IDP camp, the presence of a major source of employ-

ment within 10 kilometers of the community. Since asset holdings may be endogenous, equation (3) is

estimated both with and without productive assets. The variables for productive assets are ownership of at

least one unit of the following: a plough, a hoe, a boat, a motor vehicle, a motorbike, a bicycle, and a gen-

erator. Additionally, there are variables for the total amount of land owned, and a variable for total live-

stock holdings in tropical livestock units (TLU).The estimation also includes district level fixed effects.

As discussed above, the risk measures are predicted regressors and are therefore estimated with error

(Pagan 1984). The standard errors are corrected using a modified bootstrap with 2000 replications.

Typically, since the same sample is used in both stages, sampling with replacement alters the composi-

tion of the sample in both stages. In the estimation presented below, different levels of data are used in

each stage; the first stage uses community level data while second stage uses household data.

Consequently, only the first stage is bootstrapped and the resulting 2000 estimates of risk are used in the

second stage (whose sample composition does not change).
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Table 2 presents the key coefficients from the estimation of equation (3). Columns (1) and (2) present the

result for statistical risk using the base control variables and then including the potentially endogenous pro-

ductive assets. The coefficients for the statistical risk measures are always significant although sometimes only

weakly (i.e., at the 10 percent level). Columns (3) and (4) have the same specifications for perceived risk.

Consistent with the idea that statistical risk measures perceived risk with classical measurement error, the sig-

nificance and magnitude of the perceived risk coefficients are larger. More broadly, the estimated coefficients

for perceived risk are significant and indicate household level losses of over 5 per cent at the sample mean.

Column (5) examines the relationship between the two different sets of measures of risk by including

both sets within the same regression along with productive assets. Despite the high correlation between

both measures of risk, perceived risk maintains its high significance while its effect increases (at the sam-

ple mean). In contrast, the significance and effect of statistical risk decreases. This suggests that the effect

of statistical risk in columns (1) and (2) largely reflects the underlying relationship between statistical

and perceived risk. Once perceived risk is included, the measures of statistical risk offer little explanatory

power. For these reasons as well as the theoretical superiority of perceived risk, the remainder of the

article focuses on specification in column (4).27

Table 2. The Effects of the Risk and Realization of Violence on the Log of Household per Capita Consumption

Consumption Consumption Consumption Consumption Consumption

(1) (2) (3) (4) (5)

Statistical risk �0.45* �0.38* �0.37

[0.23] [0.23] [0.24]

Statistical risk2 0.49** 0.42* 0.42*

[0.22] [0.22] [0.21]

Perceived risk �0.64** �0.68*** �0.69**

[0.26] [0.26] [0.29]

Perceived risk2 0.80*** 0.84*** 0.84***

[0.28] [0.28] [0.29]

Community attacked in 2004 0.02 �0.01 0.00 �0.02 �0.02

[0.05] [0.04] [0.05] [0.04] [0.04]

Community attacked, since 1992 0.04 0.06 0.03 0.04 0.05

[0.04] [0.04] [0.04] [0.03] [0.04]

HH attacked since 1992 �0.09*** �0.10*** �0.09*** �0.10*** �0.10***

[0.04] [0.03] [0.03] [0.03] [0.03]

Productive assets X X X

Cost of statistical risk (at mean) �2.4% �1.9% �1.7%

Cost of perceived risk (at mean) �5.4% �5.9% �6.1%

R2 0.35 0.37 0.35 0.37 0.37

N 3,508 3,508 3,508 3,508 3,508

Notes: The regressions included controls for household composition, migration, highest education, IDP camp residence.

The regressions also control for the presence of a major source of employment within 5 km.

Standard errors in brackets are bootstrapped with 2,000 replications. Household weights used. Models include district fixed effects, and clusters errors by district.

*, **, *** statistically significant at the 10 percent, 5 percent, 1 percent levels, respectively.

Source: Author’s calculations based on data sources described in text.

27 The curvature of the quadratic function for perceived risk implies that consumption per capita increases at very high levels

of risk. Earlier versions of this research show that food aid was targeted towards the areas of high risk, particularly IDP

camps. As a result, this leads to a positive relationship between per capita consumption and risk at very high levels of risk.

This discussion has been omitted over concerns of manuscript length. Irrespective, it is not possible to completely remove

these effects. Consequently, I estimate the effect of conflict risk after the mitigating effects of food aid.
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The effects of exposure to violence are mixed. Community level exposure to violence, whether in the

current year or historical, is never significant. Moreover, the coefficients for historical exposure are posi-

tive. The insignificance of the coefficient and its magnitude may reflect a variety of offsetting effects. On

the one hand, attacks on communities may be destructive and have negative lasting consequences for

household income and consumption. On the other hand, prior attacks may lead to higher consumption

as NGOs may focus their activities in previously exposed areas.28

Historical exposure to violence at the household level is consistently highly significant with relatively

stable coefficients across specifications. As expected, direct exposure to violence causes higher losses in

per capita consumption than exposure to risk (�10.0 vs �5.9 at the sample mean). While the effects of

exposure to violence are larger at the household level, perceived risk still accounts for roughly 37 percent

of the overall consumption per capita in exposed households. This implies that conflict reduces house-

hold income by 16 percent in violence-affected households and 6 percent in households that are not

exposed. These magnitudes are similar to the estimated economic effects of terrorism in the Basque

country, approximately 10 per cent decrease in GDP per capita (Abadie and Gardeazabal 2003).

Robustness

In this section, I examine four sources of potential concern. First, equation (3) assumes that the effect of inse-

curity does not systematically vary across communities based on whether or not they experience (current or

historical) violence. I investigate this possibility by introducing interaction terms between each of the three

measures of exposure and the linear and quadratic perceived risk terms.29 Due to the high collinearity

between all these variables, none of the coefficients are significant. Since the linear and quadratic perceived

risk measures are significant when the interactions terms are omitted, I next examine whether the reverse is

true. Only two of the interaction terms (community attacked in present year X perceived risk) are (weakly)

significant. Due to the aforementioned high collinearity between the interaction terms and the risk measures,

it is difficult to make any definitive statements regarding the possibility of the effect of risk varying by expo-

sure levels. Rather, there is limited evidence suggesting the possibility.

A second concern relates to the timing of the survey. Since households are interviewed at different

times of the year, households interviewed earlier in the year are less likely to have been attacked in the

calendar year than those interviewed subsequently. Table 3 demonstrates the robustness of the results to

this concern. Columns (1) reproduces the preferred specification while column (2) introduces control

variables for the month of survey. While this somewhat reduces the magnitude of the estimated effects of

perceived risk, they remain qualitatively similar.

Similarly, related to timing, the bulk of consumption may have occurred prior to attacks, particularly if

attacks occurred late in the year. This is examined in column (3) which replicates the preferred specification

while limiting consumption to food consumption, the portion of consumption with the shortest recall period

(1 week). Since the probability of experiencing violence in the past week is quite low, column (3) arguably

captures the only consumption after attacks.30 The results for perceived risk remain largely unchanged.

A third concern is that the specification of the first stage imposes artificial structure on the data. In

supplemental appendix table S.4, I investigate the choice of a logistic regression in the first stage using

respectively a probit, a linear probability model, and a linear probability model where predicted values

below 0 are recoded to 0 and values above 1 are similarly recoded to 1. The resultant estimated effects

are broadly similar with the exception of the linear probability model in the first stage which produces a

28 In results not presented here, I estimate that food aid reduces the effects of conflict risk by roughly 18–26 percent.

These results are available upon request.

29 These results are available upon request.

30 Since this limits the consumption measure to only one category, it is possible that the results only capture changes spe-

cific to food consumption.
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more lower estimated effect of risk (�1.7 percent at the sample mean versus �5.9 percent in the pre-

ferred specification). In the subsequent analysis, it is used as a conservative estimate of aggregate effect

of perceived insecurity.

The last concern relates to the possibility of community characteristics being correlated with both the

ex-ante risk of violence and household expenditure. In particular, remoteness might affect both the likeli-

hood of attacks and economic opportunities or returns to assets. For instance, Fafchamps and Moser

(2003) find higher levels of crime and insecurity in isolated areas. Alternately, proximity to previous

attacks could affect current consumption by limiting current consumption through such channels as

lower access to input or output markets. This is investigated in table 4. Column (1) presents the preferred

specification for ease of comparison. Column (2) adds binary variables for the presence of a paved trunk

road, murram trunk road (gravel), feeder, or community roads within the community (LC1) as proxies

for the remoteness of a community.

I next address the potential effect of the economic infrastructure, including the availability of markets.

Markets are especially important since they could represent an alternate pathway from insecurity to

decreased local consumption. Additionally, proximity to historical violence might also directly affect markets

and therefore the estimated effect might be a combination of perceived risk and market mechanisms. Column

(3) adds a variety of measure of economic infrastructure to the specification in column (2).31 In particular,

the following binary variables for the presence of markets are included: the presence of a market selling

Table 3. Robustness Check for Time of Interview

Consumption Consumption Recall 7 days

(1) (2) (3)

Perceived risk �0.68*** �0.56** �0.71**

[0.26] [0.26] [0.30]

Perceived risk2 0.84*** 0.72*** 0.95***

[0.28] [0.28] [0.31]

Community attacked in 2004 �0.02 �0.02 �0.06

[0.04] [0.04] [0.05]

Community attacked, since 1992 0.04 0.05 0.06

[0.03] [0.04] [0.04]

HH attacked since 1992 �0.10*** �0.10*** �0.06

[0.03] [0.03] [0.04]

Productive assets X X X

Control for month of interview X

Cost of perceived risk (at mean) �5.9% �4.5% �5.2%

R2 0.37 0.38 0.23

N 3,508 3,508 3,508

Notes: The regressions included controls for household composition, migration, highest education, IDP camp residence. The regressions also control for the pres-

ence of a major source of employment within 5 km. Standard errors in brackets are bootstrapped with 2,000 replications. Household weights used. Models include

district fixed effects, and clusters errors by district.

*, **, *** statistically significant at the 10 percent, 5 percent, 1 percent levels, respectively.

Source: Author’s calculations based on data sources described in text.

31 The following binary variables for economic structure are included: the availability of publically generated electricity

within 5 km of the village centre, availability of privately generated electricity within 5 km of the village centre, the

presence of source of credit not requiring collateral within 10 km of the village center, the presence of a World Food

Programme office or other NGO food distribution centre within 5 km from the village center, or an IDP camp within

5 km of the village center. Also, as a reminder, the preferred specification already included a binary variable for the

“existence of a major factory/other source of employment (e.g., town) within 10 km” of the village center.

664 Rockmore

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/650/2897435 by Joint Bank-Fund Library user on 08 August 2019



agricultural inputs, market selling agricultural produce, market selling nonagricultural output, or a market

selling nonagricultural output within the community. The estimated effects are essentially identical to the ear-

lier results. Consequently, the proximity of communities to historical violence is capturing a distinct effect

than the presence of markets or of broader measures of economic infrastructure.32

Column (4) adds binary variables for the presence of a police station/post or an army detachment/bar-

rack within the community. Despite the inclusion of wide-ranging set of measures of remoteness or of

local economic structure/opportunities, the general qualitative story remains unchanged while the

implied losses increase.

Aggregate Effects

Although the estimated effect of the risk of violence is smaller than that of its experience, only a modest

fraction of the overall population experience violence. In contrast, the risk of exposure affects virtually

the entire population. Consequently, the aggregate effects of risk are considerably higher than implied

Table 4. Investigating the Impact of Remoteness and Economic Opportunity

Consumption Consumption Consumption Consumption

(1) (2) (3) (4)

Perceived risk �0.68*** �0.67** �0.61** �0.68***

[0.26] [0.27] [0.25] [0.26]

Perceived risk2 0.84*** 0.82*** 0.70*** 0.80***

[0.28] [0.28] [0.26] [0.28]

Community attacked in 2004 �0.02 �0.03 �0.01 0.00

[0.04] [0.04] [0.04] [0.04]

Community attacked, since 1992 0.04 0.04 0.03 0.03

[0.03] [0.04] [0.04] [0.03]

HH attacked since 1992 �0.10*** �0.10*** �0.09*** �0.09***

[0.03] [0.03] [0.03] [0.03]

Productive assets X X X X

Access to roads X X X

Economic infrastructure X X

Security X

Cost of perceived risk (at mean) �5.9% �6.1% �6.0% �6.5%

R2 0.37 0.37 0.38 0.39

N 3,508 3,478 3,468 3,448

Notes: The regressions included controls for household composition, migration, highest education, IDP camp residence. The regressions also control for the pres-

ence of a major source of employment within 5 km. Standard errors in brackets are bootstrapped with 2,000 replications. Household weights used. Models include

district fixed effects, and clusters errors by district.

*, **, *** statistically significant at the 10 percent, 5 percent, 1 percent levels, respectively.

Source: Author’s calculations based on data sources described in text.

32 Unfortunately, it is not possible to control for how well these markets function, so it is not possible to rule out the ef-

fect of market mechanisms. The available evidence suggests important household responses to risk which are consis-

tent with ex ante risk mitigation. In related work in the same setting (Rockmore 2012), households both decrease the

size of their livestock portfolio and shift the composition toward low-risk and low-return animals. At mean risk levels,

a rough calculation suggests that the value of the average livestock portfolio decrease by 65 percent of the value of the

average livestock holdings or roughly 25.5 percent of mean annual consumption. There are similar strong patterns in

cropping behavior which do not seem to reflect responses to market signals. This suggests that changes in household

production likely explain a large portion of the observed losses.
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by cursory comparisons of their estimated coefficients. Table 5 provides a rough estimate of the relative

contributions of the risk of violence and its realization to the aggregate costs of conflict in rural areas.

The table divides the aggregate losses into those in households who were never attacked (since 1992)

(top third) and those households who have been attacked (middle third). Within each third, the losses

are divided into those from risk and exposure to violence. These are calculated using the coefficients esti-

mated in table 2 for risk, the mean household levels of risk, exposure to violence, and the aggregate

income by exposure status. Since the estimated coefficients on community attacks are positive, this can

result in negative losses (i.e., gains). This effect is particularly visible among households that are never

attacked. Since some of the households reside in communities which have been attacked, the positive

coefficients result in negative losses for this entire row.

The first column uses the preferred specification. The second column uses a specification with con-

trols for remoteness, economic activity and security (column 4 from table 4). The third column uses the

coefficients from the most conservative estimate of the effects of risk (linear probability model in the first

stage). Irrespective of the specification, losses from risk account more than half of the overall losses. This

is likely a conservative estimate since the measures of insecurity only capture the part of perceived inse-

curity which is related to the proximity of communities to historical violence. Since perceptions of inse-

curity could arise for other reasons (even in the absence of violence; Kalyvas 2006), the costs of

insecurity are underestimated. Moreover, there is evidence of strong spillovers of risk into households

which never directly experience violence (but may reside in communities which are attacked).

The aggregate household losses attributable to conflict are substantial with estimates ranging from

0.7 to 1.0 percent of GDP for 2004. This suggests that risk lowered aggregate consumption by 60 to 90

million 2004 dollars.33,34

Table 5. Aggregate Rural Costs of Conflict in Northern Uganda for 2004

Base Full Controls Conservative

HH never attacked (percent of total losses) 30.0 35.4 17.5

From attacks �2.1 �9.1 �2.7

From risk 32.1 44.5 20.2

HH attacked 70.0 64.6 82.5

From attacks 39.2 37.4% 46.4

From risk 30.8 27.1% 36.1

Total 100.0 100.0 100.0

From attacks 37.1 28.3 43.7

From risk 62.9 71.7 56.3

Percent of GDP Lost 0.9 0.7 1.0

Lost due to Risk 0.5 0.5 0.6

Source: Author’s calculations based on data sources described in text.

33 I am only aware of one other study on the aggregate costs of conflict in Northern Uganda (Dorsey and Opeitum

2002). Since much of the needed data are missing, the study uses experts to establish losses and counterfactual growth

rates. Despite the differences in methodology, our estimates are broadly similar; they estimate annual losses of roughly

$77 million per year once country wide losses for tourism and increased military expenditure are excluded.

34 To put these totals into perspective, in 2004, disbursed ODA aid from DAC countries to Uganda amounted to roughly

684 million US dollars. Although it is not possible to solely isolate aid directed to Northern Uganda or resulting from

conflict, the stated purpose of individual grants allow for an upper bound of 126 million US dollars to be calculated.

The bulk of the disbursed aid, 102 million US dollars, is categorized as emergency food aid or as food security pro-

grams/food aid and is likely partially used in areas outside of Northern Uganda.
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V. Conclusion

While the potential effects of insecurity have been widely recognized, they have never been directly meas-

ured. Using the spatial-temporal variation in the placement of violence to estimate disaggregated meas-

ures of insecurity, I find that insecurity causally reduces household per capita consumption in Northern

Uganda. Although the effects of direct exposure to violence are larger than those arising from insecurity,

only a minority of households are ever attacked. Consequently, on aggregate, losses from insecurity are

larger than those from violence. This suggests that prior studies that focus solely on exposure to violence

both substantially underestimate the costs of conflict as well as ignore one of the more important path-

ways from conflict to the outcomes observed during and post-conflict.

More broadly, the results suggest that perceptions of risk may be just as important as actual violence.

This implies that losses from conflict may occur even without the presence of violence. Consequently,

violence-related losses may occur in fragile countries or in uncertain times, such as elections or other

transitions of power. Careful monitoring of perceptions may allow for proactive responses as opposed to

waiting for losses to accumulate. The importance of risk and the limited ability of households and com-

munities to address this risk suggest an important role for government policy. Moreover, since percep-

tions of the risk of violence are more important than the actual risk of violence, this suggests that

conflict-related losses may persist even after the end of violence. These perceptions may also impact

responses to post-conflict program which seek to introduce new livelihoods and assets.

While these results underline the importance of perceptions of risk, these data are rarely available

even in nonconflict contexts. In contrast, there has been a strong increase in the availability of spatially

and temporally disaggregated data on acts of violence. This article has introduced a simple methodology

to obtain disaggregated measures of statistical risk using this newly available data. While the measures

of statistical risk are not as strong as those of perceived risk, their results are qualitatively similar sug-

gesting that this methodology can be used to examine responses to conflict risk in other settings.

Although this research causally links conflict-risk with lower economic outcomes, the precise path-

ways are unclear. The existing literature on livelihoods during conflicts suggests important endogenous

responses to conflict risk, but these are obscured by the lack of measures of risk. Consequently, an

important avenue for future research will be to precisely measure these responses and to understand

whether these occur at the intensive and/or extensive margins. Similarly, this raises questions about the

origins of the large and lasting micro-economic post-conflict costs found in the literature. Are these the

result of exposure to violence, as suggested by many articles, or the responses of households to the risk

of violence? While the answers are beyond the scope of this article, they suggest that many important

questions remain in understanding the origins of the cost of conflict.
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Identifying Gazelles: Expert Panels vs. Surveys as a

Means to Identify Firms with Rapid Growth Potential

Marcel Fafchamps and Christopher Woodruff

Abstract

We conduct a business plan competition to test whether survey instruments or panel judges are able to identify

the fastest growing firms. Participants submitted six- to eight-page business plans and defended them before a

three- or four-judge panel. We surveyed applicants shortly after they applied and one and two years after the

competition. We use follow-up surveys to construct measures of enterprise growth and baseline surveys and

panel scores to construct measures of enterprise growth potential. We find that a measure of ability correlates

strongly with future growth, but that the panel scores add to predictive power even after controlling for ability

and other survey variables. The survey questions have more power to explain the variance in growth.

Participants presenting before the panel were given a chance to win customized management training.

Fourteen months after the training, we find no positive effect of the training on growth of the business.

JEL classification: L26, O12, O31

A majority of the labor force in many Sub-Saharan African countries is self-employed. Growth of wage

employment is a key goal for many policy makers in the region. Wage jobs sometimes are created in

large number by a single, large firm but more often are created a handful at a time by the modest expan-

sion of large numbers of small firms. However, only a minority of microenterprises ever hire any

employees. Most microentrepreneurs in low-income countries do not aspire to grow, and indeed, may

not be able to manage larger enterprises. Can we identify the minority of small firms with the potential

to create employment? The payoff from doing so is that policy makers and NGOs targeting job creation

would be able to develop policies and programs to stimulate more rapid expansion among these firms.

In this paper, we report on a field exercise comparing two methods of identifying small firms with the

potential for rapid growth—commonly referred to as “gazelles.” We conducted a business plan competi-

tion in Ghana, with panels of judges comprised of successful business owners—who themselves started

very small businesses—consultants and other experts on small enterprises in Ghana. The panels judged

written business plans and oral presentations by entrepreneurs with between two and 20 employees.

Prior to the competition, each applicant had the opportunity to attend a three-day class that provided
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assistance in preparing the business plan. We used surveys conducted before the entrepreneurs attended

the business plan writing course to gather information on the entrepreneurs. The survey responses pro-

vided the second—and much cheaper—means of identifying fast-growing firms and an assessment

method with which to compare the panel judgments.

Rapidly growing new and existing small firms are an important source of job creation in many con-

texts. Using comprehensive data from the United States, Davis et al. (2007) find that only about 3 per-

cent of Schedule C enterprises (nonemployers) ever hire a paid employee. But the vast number of

Schedule C enterprises means that these expansions account for 28 percent of all new employers and

20 percent of new employment. Cabral and Mata (2003) show that among the Portuguese enterprises

with one employee in 1984 that survive until 1991, half grew to more than one employee by the later

date. There is limited evidence from developing countries on the dynamics of microenterprises. In a series

of “Enterprise Maps” in several African countries, Sutton and coauthors study the origins of 50 leading

firms in each country. In Ghana, Sutton and Kptenty (2012) find that 15 of these largest firms began as

small-scale startups, suggesting that rapid growth—while not common—sometimes does occur. Closer

to the exercise we have in mind in this paper, de Mel et al. (2010) use retrospective data from a cross-

sectional survey of small and medium-sized employers in Sri Lanka to show that 12 percent of firms

with more than five employees had no employees during their first year of operation.

Business plan competitions are an increasingly popular method of identifying fast-growing firms.1 A

typical competition has a panel of experts—successful business people, consultants, and financial

analysts—who judge a combination of written business plans and oral presentations. The winners of the

competition receive mentoring and, often, cash prizes. In developing countries, business plan competi-

tions are seen as being one means of identifying firms with rapid growth.

We might ask, from a policy perspective, why should we be concerned with an enterprise’s potential

for growth? The focus in rapid growth comes at least in part from an interest in job creation among pol-

icy makers. But perhaps policy makers should instead be concerned with identifying enterprises that face

constraints to growth that policy interventions are best able to overcome. In this regard, in our sample

we suggest that there is substantial overlap between those facing constraints and those that have the

most potential for growth. Our competition is held among enterprises that have been in business for an

average of nine years, with three-quarters of them at least three years old. A minority (25 percent) have

ever had a bank loan or had formal entrepreneurship training (42 percent). Those identified by panelists

as having potential for growth are apparently held away from their optimal size by some constraint,

which could be capital, entrepreneurial skills, or simply a lack of self-belief by the enterprise owner. We

are unable to tackle all of these potential constraints in a single project and so focus on entrepreneurial

skills as a potential constraint. As businesses grow in size, formalization of processes and skills in manag-

ing employees become more important. We use training and consulting as a prize in the competition,

randomizing the probability of winning the training based on the quartile of the ranking by the panel.

This allows us to test whether training is a key constraint among those viewed by the panel as being far-

thest from their optimal size. Unfortunately, as we will see, we are not able to provide a clear answer to

the question of whether those identified as having the highest potential for growth benefit more (or less)

from training relative to other firms.2

1 Technoserve runs an annual business plan competition in Ghana, which it calls Believe, Begin, Become. The main target

group of that competition is white collar workers not currently self employed. See Klinger and Schundeln (2011) for

analysis of a similar competition run by Technoserve in three Central American countries. McKenzie (2015) reports on

the results of a business plan competition in Nigeria while Fafchamps and Quinn (2015) report on a business plan com-

petition in Ethiopia, Tanzania and Zambia.

2 See McKenzie (2015) and Fafchamps and Quinn (2015) for business plan competitions that instead relax the capital

constraint. We discuss the comparison in results in more detail below.
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A second key concern is whether we should expect the panels of “experts” to be effective in identify-

ing entrepreneurs with the greatest potential. Here, both active debate and some convergence emerge

from the literature on the question of whether and when expert opinion is likely to be helpful (Shanteau

1992; Kahneman and Klein 2009). Shanteau assesses the predictive value of experts by listing character-

istics of good and bad decisions. Kahneman and Klein summarize three conditions that, in combination,

increase the accuracy of expert forecasts: (1) the outcomes being judged are reasonably predictable; (2)

the experts have extensive experience making those judgments; and (3) the experts receive rapid and con-

tinuous feedback on the accuracy of their initial judgments. When these conditions are not met, they

conclude that simple linear combinations of traits are likely to be more predictive.

By these criteria, we might expect a relatively poor performance from the panelists. At a minimum,

the relevant outcome—growth of the enterprises—is difficult to predict and subject to many factors out-

side the control of the entrepreneurs. Whether the experts make these judgments regularly and whether

they receive feedback on the accuracy of their judgments is not clear. Regular feedback on past judg-

ments may be more common for the consultants than for the successful business people on the panels.

The latter are likely to make systematic judgments of entrepreneurial outcomes and to receive regular,

repeated feedback on those judgments only if they are involved in angel finance.

A further element in the present context is the extreme level of heterogeneity in ability and aspirations

of small-scale business owners in lower-income economies such as Ghana. The business plan competi-

tion panels may be able to differentiate the prospects of the upper and lower tail from the majority in the

middle, but they may not be able to differentiate within the middle group.

Considering both the lessons from the literature on expert decision making and the context, we see

the question of whether microenterprises with potential for growth can be identified as empirical in

nature. With this in mind, we test the ability of both panelists and surveys to predict enterprise growth.

We measure growth using follow-up surveys conducted with the participating entrepreneurs roughly one

and two years after the panel meetings. These follow-up surveys give us outcomes on growth over the

medium run. We use the baseline surveys, panel rankings, and follow-up surveys to assess whether the

expert panels are able to predict which enterprises grow, and if so, whether they are better predictors of

growth than simple measures from survey questions.

The psychology literature commonly pits experts against algorithms. We begin by comparing the pre-

dictions of the panel with predictions based on variables from the survey questionnaire. One problem

inherent in this exercise is that while the panel rankings are summarized in one or two measures, the sur-

vey contains a very large number of questions and, almost certainly, some of them will correlate with the

subsequent growth of the enterprises. We begin by limiting ourselves to a set of core measures which we

think are likely to be viewed as at least potentially important—measures of the ability of the owner, past

borrowing activity, and management practices.

Using any of several measures of growth, we find that the ability measure from the survey—a combi-

nation of nonverbal reasoning tests, a numeracy test, years of formal schooling and financial literacy—

predicts growth. There is also some evidence that baseline management practices are associated with

future growth. We also find that the entrepreneurs that panels rank higher grow faster. But the survey

responses explain a larger share of the variance in outcomes, regardless of whether we use changes in

employment, revenues, or profits as the measure of growth. However, even though by this analysis of

variance measure the surveys best the panels in a “horse race,” we also need to ask whether the surveys

and panels combined give us better predictions than the surveys alone. That is, do the panels add predic-

tive power on top of the surveys—and enough predictive power to justify their use? We answer the first

part of this question, at least, in the affirmative. Even after controlling for the survey measures, the panel

ranking remains a significant predictor of growth.
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In addition to understanding the extent to which we might expect job creation from microenterprises

if constraints to their growth were reduced, separating gazelles from the mass of microenterprises might

be valuable for designing more appropriate SME support programs. Governments and NGOs currently

direct large amounts of resources toward the SME sector.3 We provided more customized management

training to some of the enterprises entering the competition as an incentive to participate. We randomly

allocated training to owners presenting before the panel, with the odds of receiving training increasing in

the panel ranking, as described below. However, we find little evidence that the training stimulated

growth in the short run. (The last follow-up survey was just over a year following the training.)

A brief roadmap of the paper is as follows: We begin by reviewing the design and protocol, including

a discussion of the panelists and the baseline survey. We next describe the results, first on the relation-

ship between panel rankings, survey measures, and growth, and then on the effects of training. We con-

clude with a brief discussion of the results and implications for the need for experts in separating

microenterprises with greater potential for growth.

I. Design and Protocol

We launched a business plan competition in Accra and Tema, Ghana, in January 2010. Our initial

design called for a sample of 400 applicants, of which 100 were to be randomly selected as a pure con-

trol group and 300 were to receive a three-day business plan training course. We planned to provide

more extensive training for half of the 300 businesses randomized into the business plan competition,

with the probability of receiving the training increasing in the score received from the panel of judges in

a manner we describe below.

We announced the business plan competition through advertisements in the newspaper and on radio

in the Accra-Tema metropolitan area. We also worked with the Association of Ghanaian Industries

(AGI), both for the recruitment of participants and the recruitment of judges. Finally, we selected

15 neighborhoods with large concentrations of small businesses and conducted a door-to-door market-

ing program using local research assistants. The application form for the competition (shown in appen-

dix S1, available at https://academic.oup.com/wber) was available at AGI, at the project office, and on

the internet.

The sample design was based on a successful pilot project we carried out in Accra between January

and March 2009. The pilot had the modest goal of obtaining a sample of around 20 enterprises with

between three and 14 paid employees whose owners were between the ages of 20 and 40. With little

marketing effort, we received 27 eligible applications for the pilot phase. Of these, 23 arrived on the first

day of a two-day training course geared to writing a simple business plan. The course was designed and

offered by CDC Consult Limited, a local consulting company with extensive experience working with

SMEs in Ghana. The explicit goal of the course was that each participant would leave with a draft busi-

ness plan. Twenty-one participants completed the full two days. These participants were then given one

week to submit a three- to five- page business plan, and 19 submitted the business plan. Thus, two-thirds

of the applicants in the pilot followed through to the business plan submission.

Based on the experience with the pilot, we forecasted that a target of 400 participants for the full proj-

ect was attainable. However, by the initial March 1, 2010, deadline, we had received only 92 applica-

tions. We began the business plan training courses for this initial group, while also announcing a second

deadline of May 1, 2010. By the latter date, we had received an additional 75 applications. However,

only 143 of the combined group of 167 applicants met the application criteria. We conducted baseline

surveys for these 143 applicants. Given the challenge in reaching the targeted sample size, we extended

3 To give one example, the ILO’s Start and Improve Your Business training program now has around 100 million alumni

in 95 countries. The participation of most of the participants in that program has been heavily subsidized.
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the project to the city of Kumasi in May, again using a combination of print and radio advertising and

door-to-door marketing. The response in Kumasi was much more robust. Though Kumasi is substan-

tially smaller than the Accra–Tema metropolitan area, we receive more than 200 applications, of which

we confirmed eligibility and completed the baseline survey for 192. Thus, the combined sample from

Accra and Kumasi is 335, still somewhat short of the initial target in spite of higher-than-planned effort

level. Given this, we adjusted the initial design to eliminate the pure control group. We offered all of the

applicants the basic business plan training.4

The majority of our applicants came from direct marketing in targeted neighborhoods. Though we

lack data with which to benchmark our sample to the population, the fact that the majority came from

blanket door-to-door marketing in targeted neighborhoods suggests that we have a sample roughly rep-

resentative of small businesses interested in participating in a business plan completion.5

Each applicant completing the baseline survey was subsequently invited to participate in a three-day

business plan training course. As in the pilot, the course was offered by CDC Consult. We extended it to

three days based on feedback from participants and trainers following the pilot. We initially assigned

applicants to a training session starting on a specific date. However, compared with our experience in

the pilot, we experienced high nonattendance rates in the first training sessions of the full-scale project.

We therefore gave the participants more flexibility in selecting the training session they would attend,

asking applicants to tell us which sessions were most convenient for them.

Even with additional flexibility, nonattendance rates were higher than in the pilot. Around 30 percent

(100 of the 335) failed to attend any of the business plan training, and an additional 6 percent (19) failed

to complete the training. Although there were more responses to the call for applications in Kumasi,

dropout rates were somewhat higher there. Almost 38 percent of the Kumasi applicants did not complete

the initial training, compared with around 32 percent of those from Accra-Tema; the difference in drop-

out rates between cities is not statistically significant. Of the 216 who completed the initial training, 152

(45 percent of the baseline sample) submitted a business plan and 141 (42 percent) presented the plan

before the panel of judges. Dropout rates in the later phases were lower in Kumasi, so that similar por-

tions of the baseline sample completed the panel presentations in the two areas (42 percent in Kumasi vs.

41 percent in Accra-Tema). We believe that dropout behavior is interesting in itself, and we examine the

characteristics of those who drop out at various points below in the results section.

II. Judging the Business Plans

We organized panels of three or four successful small business owners and consultants with extensive

experience working with small businesses in Ghana. The panels of four judges give some additional stat-

istical power, which we viewed as important given that the sample size that was smaller than we had ini-

tially anticipated.6 The majority of the judges were consultants rather than business owners, though

most panels contained at least one business owner. Each panel was assigned 12–16 business plans.7

The judges first received the written business plans. These were read and scored according to five cri-

teria: the description of the business concept; the definition of the market; the description of the current

organization; the financial statements; and the overall organization of the business plan. The written

4 This implies that we are unable to estimate the impact of the business plan training course on the outcomes of

interest.

5 The language for the business plans, panels and training was English, which is the official language in Ghana. English is

widely used in schools and government administration. Thus, given our focus on identifying small firms with potential

for rapid growth, we do not view this as constraining the sample.

6 In two panels in Kumasi and one in Accra, one of the judges did not show up for the presentations, so we use the scores

of the remaining three judges.

7 Wrap-up panels in Accra/Tema and Kumasi received only six and 10 proposals, respectively.
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plans were marked by each judge independently, before the judges met for the first time as a panel. The

judges then met on two occasions—typically, once on a weekday evening and once on a Saturday—to

hear presentations of the business plans by the applicants. Each applicant was allotted 30 minutes for his

or her presentation, divided into a 15-minute presentation and a 15-minute question-and-answer

session.

The judges were asked to give specific marks on the oral presentation for preparation, confidence,

understanding of the business, the ability of the entrepreneur to make his/her case, and the ability to

answer questions. Next, the three judges were asked to give overall marks to the applicants, combining

the written business plans and the presentation, on five criteria: the applicant’s business acumen; how

well he or she runs the existing business; the strategy for growth; his or her ability to manage a growing

enterprise; and his or her ability to articulate goals and vision. Finally, we added two summary scores

that we use for much of the analysis. The first asks each judge to rank on a scale of 0 to 100: “Based on

both the written business plan and the oral presentation, how would you rate the business’ growth

potential?” We refer to the score given in response to this question as the “comprehensive growth meas-

ure.” The second asks for a similar 0 to 100 ranking: “Based on both the written business plan and the

oral presentation, how likely would you be to recommend to an angel investor that (s)he invest in this

business?” We refer to this score as the “angel investor measure.”

Although all judges use the same range for scores, some individual judges and even panels may have

ranked applicants more harshly than others. To make comparisons across panels more meaningful, we

calculate a standardized measure for each score given by judge j to applicant i:

scoreij � scorej

sdðscorejÞ
;

where scorej is the average score given to all applicants by judge j and sd(scorej) is the standard deviation

of judge j’s scores. We take the standard deviation of this measure across the scores given by various

judges to an applicant as a measure of the disagreement about the applicant. We calculate this for three

main summary measures: the overall score, which sums up the written and oral presentation scores; the

comprehensive growth score; and the angel investor measure.

The first issue we investigate is whether the judges agree on the rating and ranking of the applicants

they reviewed. Fig. 1 shows the extent of disagreement on individual proposals, using the aggregate

measure of prospects for growth. For ease of interpretation, in the graph we take the difference between

the standardized ranking of the most favorable and least favorable judge. We see considerable disagree-

ment among panel members. The median difference is just under 1.2 standard deviations. This would

arise, for example, if the most pessimistic judge rates the potential for growth 0.6 standard deviations

below his mean ranking, while the most optimistic judge rates the growth prospects 0.6 standard devia-

tions above his mean ranking. For a cluster of entrepreneurs, this gap exceeds two standard deviations,

indicating considerable disagreement. We know of no absolute standard against which to measure this

dispersion, but a high-low range of less than a standard deviation strikes us as substantial agreement.

The panel judgments for around 42 percent of the entrepreneurs are below this level of disagreement.

III. Results

Ultimately, we are interested in two research questions. First, we want to know whether survey

responses can predict the growth potential of firms. This question is of particular interest because busi-

ness plan competitions are expensive to run. Second, we want to know whether the panels can identify

entrepreneurs with more growth potential in a way that adds to the predictive power of the survey

responses. Though we have noted that we are unable to precisely place our sample in the population of

microenterprises, we are able to say something about selection from the initial application—and baseline
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survey—to the point of presenting before the panel. We begin our discussion of the results by examining

the patterns of attrition within the project timeframe.

Analyzing Dropouts

Our analysis is conducted with a sample of owners who wish to participate in a business plan competi-

tion and are able to complete all the steps required to do so. As we noted above, we lack data to compare

this sample to the population of small firms in Ghana. However, the availability of baseline data for the

full sample of applicants allows us to examine the characteristics of participants who drop out between

the application and the presentation.

Table 1 shows summary statistics for the sample of 335 applicants divided into three groups: the 119

who applied but did not complete the business plan training course; 76 who completed the business plan

training but did not present a business plan before the panel; and 140 who presented before the panel.

The data in the table come from the baseline survey, which was completed by all 335 applicants. The

p-values in the last column compare the means of early dropouts with the means of those presenting

before the panel. There are two fairly clear patterns in the attrition. First, there is an indication that

opportunity costs matter. Those who drop out early work longer hours in a normal week (56 vs.

52 hours) and are more likely to be in the trade sector (56 percent vs. 36 percent). Second, by various

measures, the early dropouts appear to be from the left-hand tail of the entrepreneurial skill distribution.

Presenters have more schooling (14.5 vs. 13.4 years), have slightly higher Raven nonverbal reasoning

scores and score better on a four-question test of financial literacy.8 Those presenting are also more

likely to use a computer in the business, have slightly better management practices, and are more willing

to take risks. Finally, presenters are more likely to be female, which may be correlated with either oppor-

tunity cost or business potential. The difference in the baseline size of the business does not significantly

predict attrition.

In contrast, there is almost no difference between those who completed the training without present-

ing before the panel with those who presented before the panel (column 2 vs. column 3). The differential

Figure 1. Within Applicant Difference between the Highest and Lowest Standardized Ranking of Judges on the Panel.

Source: Authors’ calculations based on survey data.

8 See appendix II for a description of the survey questions used for specific measures.
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attrition thus appears to come at the point of the business plan training course. In important ways—for

example, size by employment, profits, and capital stock—the subsample presenting before the panel is

similar to the full population of applicants, although those presenting are more sophisticated in some

dimensions. The attrition appears to reduce the heterogeneity of the sample the panel is judging.

However, we do not view this as a major concern for our purpose because the characteristics that are

over-represented among those presenting before the panel are ones we expect to be associated with

greater potential for growth.

Table 1. Baseline Characteristics of the Sample by Treatment Group

Applicants not

completing

business plan

training

Completed

business plan

training, but did

not present

Presented

before panel

T-stat,

column 3

vs. 1

Variables related to entrepreneur

Age of owner (years) 38.9 39.6 39.6 0.53

Owner is female 15.1% 26.3% 26.4% 0.03

Owner ever married 75.6% 81.6% 71.4% 0.45

Years of schooling 13.4 14.2 14.5 0.01

Raven non-verbal score 2.8 3.4 3.3 0.08

Digtspan recall score 6.4 6.9 6.3 0.60

Counting backwards by 7 60.5% 50.0% 56.0% 0.44

Financial literacy 1.7 2.1 2.0 0.01

Self-assessed English ability

(1¼Beginner; 3¼Fluent)

2.5 2.6 2.6 0.04

Previous bank loan 29.9% 34.2% 40.0% 0.09

Variables related to business

Retail or wholesale trade sector 56.3% 38.2% 36.4% 0.01

Manufacturing sector 15.1% 25.0% 30.0% 0.01

Number of paid empployees 4.3 4.0 4.2 0.91

Capital Stock GHS 14,497 GHS 10,874 GHS 14,859 0.94

Profits (truncated 99th percentile) GHS 1,652 GHS 1,967 GHS 1,371 0.43

Normal hours worked per week 56.7 55.8 52.2 0.03

Age of firm (years) 9.6 9.0 9.1 0.56

Percentage of equipment which is manual 57.7% 51.4% 58.0% 0.94

Registered for taxes 63.2% 68.4% 55.0% 0.18

Uses computer in business 38.5% 52.6% 51.4% 0.04

Variables related to management practices

Overall management practices score (0–27) 12.4 15.2 13.9 0.06

Marketing practices score (0–9) 3.6 4.3 4.0 0.24

Stock control score (0–4) 2.0 2.3 2.3 0.06

Book-keeping score (0–10) 5.5 6.6 6.1 0.16

Finanaical score (0–4) 1.3 1.9 1.7 0.03

Variables related to attitudes of owner

Willingness to take risks 5.8 6.9 6.6 0.02

Believes businesses fail mostly because owners

are not skilled enough or do not work hard enough

62.2% 61.8% 59.3% 0.64

Expected number of employees in five years time 10.8 11.9 15.3 0.13

Optimism 3.1 2.9 3.0 0.67

“Success” means expanding or growing the business 69.7% 75.0% 74.3% 0.42

Number of Observations 119 76 140

Source: Authors’ calculations based on survey data.
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Predicting Growth

We first explore whether survey responses predict which enterprises grow in the period between baseline

and follow-up. We conducted follow-up surveys in July and August of 2011 and again in August and

September 2012. The resurvey rates were 80.3 percent and 85.7 percent in the first and second follow-

up, respectively. We were able to resurvey at least once all but 15 of the original 335 firms (96 percent),

and 138 of the 141 firms (98 percent) that presented before the panel of judges.9 The resurvey rates are

reasonable round-to-round given the nature of the businesses and excellent in total.

We use these data to ask what baseline measures—survey questions or panel rankings—correlate

with the subsequent growth of the enterprises. We use four measures as growth measures: the number of

paid employees; the level of sales; the level of profits; and the level of investment in the year prior to the

follow-up survey.10 In all four cases, we take hyperbolic sine transformations to address concerns with

long right-hand tails. Since each of the four variables provides a noisy measure of enterprise growth, we

also combine them into a single measure of growth by standardizing and then averaging them. We first

look at outcomes using the four individual measures, but rely on the combined measure for most of the

analysis. We estimate regressions with the following specification:

Yit ¼ aþ c1Scorei þ
X5

n¼1

bnZni þ hYi0 þ d0Xi þ �it;

where Score is the panel score, the Zi are characteristics measured in the survey (such as the ability,

credit, and other measures for owner i), Yi0 is the baseline measure of the dependent variable, and the Xi

are other controls. We use the hyperbolic sine transformations for the baseline measures as well.11

Given the modest sample size of 140 entrepreneurs presenting before the panel and the large number

of measures on which we have baseline survey data, given time we could almost certainly find significant

predictors of growth in the survey data. To avoid a pure data mining exercise, we limit the survey data

to five categories of information: a measure of ability; two measures of attitudes; management practices;

and access to credit, including previous loan experience. For ability and attitudes we use discriminant

analysis to find the first principal component of answers to related survey questions.

We begin by assessing whether growth is predicted more accurately by ability or attitudes, or a com-

bination of both. To measure ability, we combine five measures using discriminant analysis. The meas-

ures are: years of schooling; the score on a Raven nonverbal reasoning test; the maximum number of

digits recalled on a digitspan recall test; successful recitation of the seventh number in the series counting

backward from 100 by seven; and the score on a four-question test of financial literacy.12 All five meas-

ures are positively correlated with one another, and all five enter the first PCA positively and with

roughly equal weights.

A second measure relates to previous and current access to credit. This might be viewed as a signal of

ability from formal or informal lenders. We combine responses to three questions: whether the owner

has previously received a bank loan; whether the owner currently buys any inputs on credit (i.e., whether

she/he receives trade credit from suppliers); and whether the owner says she/he would be able to borrow

5000 GhC from any source to invest in the business. Again we use discriminant analysis to extract a

9 There were three firms which were resurveyed in both follow-up rounds, and for which the name of the owner did not

match the name of the owner in the baseline survey. We dropped these three firms from the analysis, a decision that

has no material effect on the results, but was taken to be conservative.

10 Firms that had gone out of business by the time of the follow-up survey were assigned values of zero for all four out-

come measures.

11 One right-hand side variable which is missing from the equation is assignment to training, which might have affected

outcomes by the second follow-up round. Since assignment to the training treatment was conditional on the panel

ranking, there is no simple way to control for training in this regression. We discuss this issue later in this section.

12 Selected survey questions are shown in appendix 2.
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common factor. As with the ability measure, all three components enter positively and with similar

weights. Third, we measure management practices using a diagnostic instrument developed in de Mel

et al. (2012). This diagnostic tool asks a series of questions related to marketing, bookkeeping, stock

control and financial planning. The responses, which are combined linearly on a scale of 0–29, are

detailed in appendix S3.

The first four columns of table 2 show the correlation between these three ability measures and the

four measures of subsequent growth. Column 5 uses the combined measure of growth. The regressions

control for the baseline measure of the dependent variable. We add controls for the sector of activity

(retail or manufacturing rather than services) and a dummy indicating location in Kumasi. These control

for possible shifts in demand in the region/sector where the firm operates. We also add controls for char-

acteristics of firms and owners that are expected to be correlated with growth—the age of the firm, the

age of the owner (we expect younger firms and firms with younger owners to grow faster), and the gen-

der of the owner. Finally, we include judge-panel fixed effects.13 The results are generally not sensitive

to the inclusion of the additional controls, and we later show regressions excluding all but the panel- and

sector fixed effects. Among these controls, we find that panelists find significantly more potential for

growth among manufacturers and less among retailers. We find no association between predicted

growth and the age or gender of the owner, or the age of the firm, proxied with a dummy indicating the

firm is at least five years old.

The baseline survey asked owners if they had previously participated in any business training pro-

grams. Just over 40 percent of the owners said that they had. These were almost always programs run by

NGOs, but we have no further information on their content or intensity. Previous training is unrelated

to most demographic and other controls, including age, gender, location, and sector. However, there is a

strong positive correlation between training and ability, suggesting that perhaps the most able of the

owners had previously sought out training.14 When we include previous training in the table 2, column 5

regression (not shown), we find that previous training is positively associated with growth at the 5 per-

cent level, but that ability remains significant at the 4 percent level.

A part of the sample received training as part of the project between baseline and the first follow-up.

The treatment was designed in such a way that those ranked higher by the panels had a higher probabil-

ity of receiving the training. The sample in table 2 includes both the treatment and control groups of the

training intervention. An obvious concern is that training may be correlated with ability and that train-

ing may have affected growth. In that case, what we measure as ability (or later, as the panel score) may

actually reflect training. As we will show later in the paper, training had no significant effect on subse-

quent growth. But when we run the regression in column 5 on the sample of firms not assigned to train-

ing, the results are qualitatively the same. The measured effect of ability, for example, is 0.12 rather than

the 0.10 shown in column 5. The smaller control sample results in a loss of statistical power (e.g., the

ability result is significant only at the .09 level). Given the modest sample size in the entire project and

the fact that the results are similar in the full- and control samples, we use the full sample for the remain-

ing regressions.

The results on table 2 show that ability and management practices are most closely associated with

subsequent growth. Ability is significantly associated with growth measured by employment and profits,

and management practices are significantly associated with growth measured by revenues and

13 The panel fixed effects absorb the Kumasi location variable. We include it in the list only because in some later specifi-

cations we drop the panel fixed effects but retain the location dummy.

14 Those with previous training were 24 percentage points more likely to have completed the (79 percent vs. 55 percent,

p < .01), and 22 percent more likely to have presented before the panel (56 percent vs. 35 percent. P < .01), indicating

that the sample is weighted toward those with previous business training.
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investment. Ability is also significantly associated with the aggregate measure of growth, but manage-

ment practices and access to credit are not.

Next we consider attitudinal measures of the entrepreneurs collected in the baseline survey. These are

arguably softer measures, and an area where we expect the panelists to have an advantage in discerning

differences. We construct two measures of attitudes, which we refer to as attitudes toward growth and

attitudes toward control. The construction of these measures is described in more detail in appendix S3,

but the growth measure incorporates direct questions about aspirations to grow and measures of risk

attitudes. The control measure combines measures of optimism, trust, and internal locus of control.

Neither attitudinal measure is significantly associated with subsequent growth, regardless of which

growth measure we use. This may reflect a lack of association between these attitudes and growth or

inherent difficulties in measuring attitudes. The predictive coefficients of “harder” measures of ability

and practices are not much affected by the inclusion of the attitudes variables, though the ability measure

loses significance in the employment growth regression.

Recall that approximately half of the applicants dropped out before reaching the business plan com-

petition phase of the project. We have baseline information for essentially all of the dropouts, and at

least one follow-up survey for all but 19 of the dropouts. In table 3, we use the full sample data to exam-

ine differences in growth rates between those who completed the competition and those who dropped

out. We expect that the selection process at work in our experiment is similar to the selection process in

a typical business plan competition, that is, it yields a sample of entrepreneurs willing and able to present

a business plan in front of panel of judges. Table 3 thus provides information about those micro and

small enterprises that are likely to drop out of a business competition.

Business plan competitions would not be a means of identifying fast-growing firms if we find that the

dropouts grow faster than those remaining in the competition. The first column of table 3 indicates

instead that dropouts grow neither slower nor faster than those remaining in the competition—though

we do find a small positive, nonsignificant, coefficient. In the second column of table 3, we interact the

dropout variable with the ability and attitudes measures, to test if the relationship between the survey

Table 3. Predicting Growth from Direct Measures

Aggregate Growth Aggregate Growth

(1) (2)

Ability score 0.04** 0.06**

(0.02) (0.02)

Ability * dropped out �0.04

(0.03)

Attitude Score 0.01 0.03

(0.02) (0.03)

Attitude * dropped out �0.03

(0.04)

Dropped out 0.05 0.05

(0.07) (0.07)

Observations 506 506

R-squared 0.156 0.161

Notes: Robust standard errors in parentheses clustered at the firm level, ***p < 0.01, **p < 0.05, *p < 0.1.

The dependent variable is the sum of the standardized values of the 4 growth measures. The dependent variables are levels in the follow-up surveys and all regres-

sions control for the baseline value of the dependent variable. All regressions include controls for owner age and female, manufacturer, retail, firm <5 years old, loca-

tion in Kumasi, panel and wave 1 fixed effects.

Source: Authors’ calculations based on survey data.
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measures and growth differs in the two subsamples. Again we find no significant differences, though

both interactions are negative, indicating that the survey is, if anything, less able to determine which

firms grew among the dropouts. These results are somewhat reassuring from the perspective of using

business plan competitions to identify fast-growing firms, because they suggest that the fastest-growing

firms did not disproportionately drop out of the competition.15

Do Panels Add Predictive Power?

The panelists rated both the written business plan, the oral presentation, and the overall prospects for

each entrepreneur. We then asked for two summary measures, one on the prospects for growth and the

other asking how attractive the enterprise would be for an angel investor. The two overall measures

have a correlation of over 0.95, while the overall written plan score correlates with the aggregate growth

score at the 0.47 level. There is also a significant positive—but much lower—correlation between the

overall growth score and the survey measures of ability (0.24), credit (0.25), management practices

(0.23), and attitudes to growth (0.37).

With this in mind, we ask whether panels can improve on the predictive power of the survey questions

using the overall growth score as the panel measure. We proceed by adding the panel measure to the

regression and seeing whether it enters significantly—even when we control for the survey measures—

and how much more of the variance in growth the regression explains. We report the results from this

exercise on table 4, using several specifications of the survey measures. The sample is limited to those

who presented before the panels. The first column of table 4 repeats the regression from column 5 in

table 2, for comparison. In column 2, we include the aggregate score from the panel without the survey

measures. The score is highly significant, and indicates that a one standard deviation difference in panel

score is associated with a 0.16 standard deviation difference in subsequent growth. By itself, however,

the panel score does not explain as much of the variance (0.337) in growth as the three ability measures

constructed from survey responses (0.361).

Table 4. Predicting Growth from Direct Measures

Aggregate Growth Aggregate Growth Aggregate Growth Aggregate Growth Aggregate Growth

(1) (2) (3) (4) (5)

Panel’s Comprehensive Growth Score 0.16*** 0.12** 0.12** 0.10*

(0.05) (0.06) (0.05) (0.06)

Ability Score 0.10** 0.08** 0.09** 0.09***

(0.04) (0.04) (0.04) (0.03)

Credit (0–3) �0.00 �0.04

(0.06) (0.06)

Management score (0–29) 0.01 0.01

(0.01) (0.01)

Observations 229 232 229 229 229

Adj R-squared 0.250 0.255 0.264 0.267 0.264

R-squared 0.361 0.337 0.377 0.371 0.360

Notes: Robust standard errors in parentheses clustered at the firm level, ***p < 0.01, **p < 0.05, *p < 0.1.

The dependent variable is the sum of the standardized values of the 4 growth measures. The dependent variables are levels in the follow-up surveys and all regres-

sions control for the baseline value of the dependent variable. The regressions in columns 1 through 4 include controls for owner age and female, manufacturer, retail,

firm <5 years old, location in Kumasi, panel and wave 1 fixed effects. The regression in column 5 includes only location, sector, wave 1 and panel fixed effects.

Source: Authors’ calculations based on survey data.

15 Because half of those completing the competition receive customized consulting and training, then the regressions on

table 3 will raise the average growth rates of those presenting before the panel if training positively affects growth. We

show below that training has no effect on firm growth.
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Column 3 includes both the panel score and the three ability measures. The magnitude of each coef-

ficient is reduced when both sets of variables are included together.16 We explain an additional 1.6

percentage points of the variance in growth (1.1 percent accounting for the additional regressor), com-

pared with the regression including only the survey measures. To simplify the comparison of the rela-

tive contribution of the panel and the survey, in column 4 we include only the ability measure based

on education, Raven, numeracy and financial literacy scores.17 Both the single survey ability measure

and the panel score remain significant. The coefficient on the panel score is about 20 percent larger

than the coefficient on the survey measure, but the standard deviation of the survey measure is 1.3

times as big as the panel score. Hence, a one standard deviation difference in the survey measure or the

panel score shows an impact of similar magnitude on growth. The main conclusion from this analysis

is that the panel score adds to the prediction of growth above and beyond what is picked up by the

survey.

Column 5 of table 4 repeats the regression from column 3 using only the panel FE and sector dum-

mies as controls. We see that the exclusion of several controls makes little difference to the results of

interest. In sum, while the surveys explain more of the variance in subsequent growth than the panel

scores, the panel scores add predictive power above and beyond the information collected in the survey.

Finally, we can ask whether the panels and surveys are better predictors at the top or the bottom of

the distribution. That is, do panels (surveys) do a better job of differentiating within the bottom of the

distribution, or within the top of the distribution? The modest sample size limits what we can say on this

to some extent. But in regressions not shown on the table, we find that when we leave out the top quar-

tile of the distribution by panel scores, both the panel scores and the ability measure significantly predict

growth. However, when we leave out the bottom quartile of the distribution by panel scores, only the

survey ability measure significantly predicts growth.

This suggests that panels are better at cleaving off the bottom of the distribution, but not so effective

at distinguishing within the top group. There are two points to keep in mind with regard to this conclu-

sion. First, it may be that if growth were measured over a longer time period, the panelists would prove

effective at sorting out the upper part of the distribution as well. Second, the exercise is biased in favor

of the survey measure, because the sample is truncated on the basis of the panel measure. When we con-

duct a similar exercise excluding the top and bottom quartiles of the distribution by the ability measure,

we find that the panel measure significantly predicts growth in either subsample, while the ability meas-

ure significantly predicts growth only in the upper three quartiles. Nevertheless, we interpret this evi-

dence as suggesting that surveys are better able to separate the contenders at the top of the distribution,

and panels at the bottom.

IV. Training and Growth

As an incentive to participate in the business plan competition, we announced that some participants

would be awarded a scholarship to an enterprise training course. The probability of receiving a scholar-

ship is increasing in the ranking of the entrepreneur by the panel. Those in the top quartile of the rank-

ings had a 75 percent probability of receiving training; those in the lowest quartile had only a 25 percent

chance of receiving training; and those in the middle two quartiles had a 50 percent chance of receiving

training. In all, 70 of the 140 firms completing the competition received training.

16 The panel score is positively correlated with all three of the survey measures, but not very strongly. The correlations

range from 0.20 (intelligence) to 0.27 (credit).

17 A linear combination of the three ability measures (standardized) produces qualitatively similar results. On the other

hand, years of schooling—the most widely available measure related to ability—is not significant when used in lieu of

the broader ability measure. Owner age, sector, or location are not associated with growth either.
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The training contained two parts. The first was a five-day course modeled on the International Labor

Organization’s Improve Your Business program and was offered by the most experienced provider of

this program in Ghana. The second part of the program was more intensive and customized. We hired a

local consulting firm with extensive experience working with the SME sector in Ghana. Consultants

from the firm first conducted an individualized assessment of the needs of each of the 70 firms selected

for the training. Based on this assessment, the consulting firm designed 18 modules, usually of one day’s

or two days’ duration. Around 40 percent of the firms (27 of the 70) were provided with additional indi-

vidualized consulting services to help them set up financial record-keeping systems appropriate for their

specific circumstances. Among the 18 modules offered as a part of the specialized training, nine were

delivered in Accra and 15 in Kumasi. The number of participants per course ranged from two to 12,

with an average of seven. The modules offered and the number of participants in each city is shown in

appendix S4.

Our goal was to provide 2.5 days of customized consulting services to the selected firms, but take-up

was lower than we had anticipated. Sixty percent of those eligible for training (43 of 70) attended at least

one module. Those attending at least one module attended just over three on average, though several

attended five or more, and one attended 13 different modules. Among the treatment group, those rated

more highly by the panel were more likely to participate in the training. Other covariates, including per-

vious participation in business training, are not significantly associated with attendance. The consultant

also offered follow-up visits to the individual businesses, with 27 firms participating in these sessions.

Attendance rates are comparable to those found in other studies of training programs for micro and

small enterprises. (See the training projects reviewed in McKenzie and Woodruff 2014.) The training

was more intensive and more customized than typical microenterprise training programs. The second

phase of the training ended in June 2011, just about a month before the first follow-up survey began. We

do not expect the training to have an effect on enterprise growth so soon. We therefore focus on the sec-

ond follow-up survey, which took place a year later. We face issues of statistical power; however, since

the sample size is modest, and smaller than the initial design.18

Those rated more highly by the panels are more likely to be allocated training. Within strata, how-

ever, assignment to training is random. Hence in all regressions we control for strata fixed effects. We

also control for ability, access to credit, and management practices scores. These three measures are col-

lectively correlated with both the panel scores—and hence the strata—and with future growth.

The results from this exercise are shown in table 5. We use the aggregate measure of growth as

dependent variable. The first column shows that, on average, training has a negative effect on firm

growth, albeit significant only at the .15 level. We also note that training makes firm exit somewhat

more likely. There are 14 firms in the first follow-up and 16 in the second that report no revenue in

either of the two months prior to the survey. If we equate zero revenue with exit, we find that those

assigned to training are 7 percentage points more likely to exit. Based on this, we can reject the idea that

the predictive power of panel rankings on firm growth is due to correlation between panel rankings and

treatment.

Next we ask whether training has a heterogeneous effect depending on the potential for growth.

There are two reasons to be interested in this interaction. First, panel judges knew that the probability of

receiving training was increasing in panel ranking. It follows that panel members may have ranked appli-

cants on the basis of who they thought would benefit most from training, rather than of who they

thought would grow the fastest. If true, this would be a concern for our interpretation of the panel rank-

ing. Second, it is not clear where in the distribution of ability we expect training to have the largest

effect. Perhaps those at the top already know what is being taught in the courses. Alternatively, those at

18 Offsetting this is the fact that the training was more intensive than initially planned.
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the bottom may not be sophisticated enough to absorb what is being taught. It is unclear a priori who

would benefit the most from training.

The results (column 2) show a positive but insignificant interaction between training and panel score.

The 95% confidence bounds are wide (�0.51, 0.07). Thus there is only a very weak suggestion of a

more positive (or less negative) training effect on those ranked more highly by the panel. Column 3

allows the training effect to vary with the aggregate ability measure from survey data. We find a very

similar result: training has a measured negative but insignificant effect on those with median ability, and

the effects of training are increasing with ability, though imprecisely and insignificantly so. Column 4

then repeats the regression from column 2 using data from both of the follow-up surveys. We find a

weaker effect of training—both in levels and in the interaction. This suggests that the effect of the train-

ing was small at the first follow-up, and that the movement toward negative effects strengthened over

time. In results not shown on the table, we find no interaction between previous experience with training

and the effect of training we provided as a part of the project.

V. Discussion and Conclusions

A large share of the labor force in low- and middle-income countries is self-employed. Identifying which

of the vast number of micro entrepreneurs has the potential to expand has been viewed as something of

a holy grail for researchers. We approach the sorting of the microenterprises in two ways. First, we con-

sider which of a set of measures constructed from survey questions are associated with subsequent

growth of enterprises. Second, we used panels of successful small business owners and consultants,

organized through a business plan competition, to select firms that they expect will grow more quickly.

The psychology literature (e.g., Kahneman and Klein 2009) suggests that in circumstances where

“experts” do not receive regular feedback about their choices, expert opinion may not be reliable. Most

of the panelists were not in the habit of identifying small firms with a high growth potential, and prob-

ably did not receive regular feedback on any such forecast they might have made in the past. In spite of

this, we find that the experts’ opinion has predictive power, even after we control for what we can learn

Table 5. Training and Growth

Aggregate Growth Aggregate Growth Aggregate Growth Aggregate Growth

(1) (2) (3) (4)

Training �0.22 �0.21 �0.23 �0.12

(0.15) (0.15) (0.14) (0.11)

Training * panel score 0.07 0.04

(0.15) (0.11)

Training * Ability 0.06

(0.07)

Top quartile of panel scores 0.39 0.38 0.43 0.19

(0.36) (0.36) (0.36) (0.23)

Middle two quartiles of panel scores 0.33 0.35 0.36* 0.24*

(0.21) (0.22) (0.21) (0.14)

Observations 112 112 112 229

R-squared 0.448 0.450 0.415 0.392

Notes: Robust standard errors in parentheses clustered at the firm level, ***p < 0.01, **p < 0.05, *p < 0.1.

The sample in columns 1 and 2 is the second follow-up survey; in column 3, we use both the first and second follow-up survey. The dependent variable is the sum

of the standardized values of the 4 growth measures. The dependent variables are levels in the follow-up surveys and all regressions control for the baseline value of

the dependent variable. All regressions include conrols for owner age and female, manufacturer, retail, firm <5 years old, location in Kumasi, panel and wave 1 fixed

effects.

Source: Authors’ calculations based on survey data.
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from surveys. One reason why experts’ rankings are informative in this case may be due to the wide het-

erogeneity of growth potential among the population of small enterprise owners in low- and middle-

income countries.

As an incentive to participate, applicants presenting before the panel were given a chance to win cus-

tomized consulting for their business. By randomizing the training treatment across all firms, the experi-

ment was designed in such a way as to be able to identify firms that benefit most from training.

Unfortunately, the training we offered—which we endeavored to be the best training that could be

offered in Ghana at the time—turned out to have little effect on firm performance, making ex post iden-

tification of predictors of high-marginal-return candidates impossible. What remains unclear is whether

treatment has no measureable effect on subsequent firm performance because the vocational training

was not useful or because it was useful but untreated top performers acquired equivalent vocational

skills elsewhere on their own. In the latter case, treatment could still be beneficial because it speeds up

acquiring useful skills, or reduces the cost of acquiring them—but this kind of benefit is difficult to cap-

ture with endline retrospective questions and was not measured in our experiment. As a result, in spite

of our initial intentions, we are not able to say whether training should optimally be targeted at top per-

formers or weaker performers. But the results do provide some guidance on selecting firms with the

potential for faster growth.
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On Minimizing the Risk of Bias in Randomized

Controlled Trials in Economics

Alex Eble, Peter Boone, and Diana Elbourne

Abstract

Estimation of empirical relationships is prone to bias. Economists have carefully studied sources of bias in

structural and quasi-experimental approaches, but the randomized control trial (RCT) has only begun to re-

ceive such scrutiny. In this paper, we argue that several lessons from medicine, derived from analysis of thou-

sands of RCTs establishing a clear link between certain practices and biased estimates, can be used to reduce

the risk of bias in economics RCTs. We identify the subset of these lessons applicable to economics and use

them to assess risk of bias in estimates from economics RCTs published between 2001 and 2011. In compari-

son to medical studies, we find most economics studies do not report important details on study design neces-

sary to assess risk of bias. Many report practices that suggest risk of bias, though this does not necessarily

mean bias resulted. We conclude with suggestions on how to remedy these issues.

JEL classification: C90, C93

The practice of assigning different courses of action to different groups and comparing outcomes

dates back thousands of years. In the Old Testament, King Nebuchadnezzar orders a group of his

subjects to eat rich meat and drink wine while another group is made to adhere to vegetarianism in

order to evaluate the merits of the two diets (1 Daniel 11–16, New International Version). Versions

of this approach have since been used in countless other efforts to evaluate competing hypotheses,

from eighteenth century studies of scurvy treatment to the A/B testing now common in technology

firms.

One particular version of this approach is the randomized controlled trial (RCT). An RCT is usually

a large-scale study, prospectively designed to test a small set of hypotheses by randomly assigning
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treatment(s) to participants. Medical scientists have implemented hundreds of thousands of RCTs since

the mid-1940s to test hypotheses about treatment options and inform care decisions.1 In the 1980s, sev-

eral studies showed that RCTs in medical research yielded less biased treatment effect estimates than ob-

servational studies. The method has been adopted in several scientific fields, as well as by the US Food

and Drug Administration (FDA) and other government agencies, as the “gold standard” of empirical evi-

dence (Vader 1998).

Not all RCTs are created equal, however. Meta-analysis of thousands of medical RCTs has revealed

several pitfalls that skew effect estimates and lead to erroneous conclusions (Jüni, Altman, and Egger

2001). Broader conclusions based on flawed studies have led to the use of drugs or procedures that bring

no measurable benefit and, in some cases, even cause harm (Goldacre 2014). In the past two decades,

medical researchers have synthesized this research linking certain design choices and biased results to de-

velop standards for the design and reporting of RCTs. These standards are intended to reduce the risk of

bias from the identified pitfalls and adherence to them is now required for publication in most major

medical journals (Plint et al. 2006).

Since the early 2000s, economists and other social scientists have made increasing use of RCTs to

evaluate hundreds of questions of both academic and policy interest (Parker 2010; Vivalt 2015). Within

academia, the RCT is now widely considered a part of the economist’s empirical toolkit (Angrist and

Pischke 2010); beyond academia, RCTs are often used to determine government policy as well as guide

decisions in large international organizations (Parker 2010; Council of Economic Advisors 2014).

In this paper, we argue that several lessons from the medical literature’s work linking pitfalls in trial

design and reporting to bias in effect estimates can be used to improve the accuracy of estimates gener-

ated by RCTs in economics and other social sciences. The medical literature has spent decades scrutiniz-

ing these issues and its potential evidence base spans tens of thousands of already-conducted RCTs. The

result of this work is a large body of research establishing a direct link from aspects of RCT design and

reporting to biased effect estimates. While there are concerns in the medical literature that may be inap-

propriate for economics (e.g., strict protocols for blinding participants), several others are already cen-

tral in empirical economic research: selection bias, nonclassical measurement error, attrition,

attenuation, and selective reporting. Recent work in economics has highlighted how some of these issues

could lead to biased effect estimates (Bruhn and McKenzie 2009; Deaton 2010; Brodeur et al. 2013), but

there is no consensus among economists on how an RCT should be designed and reported to avoid these

problems (Miguel et al. 2014).

In the first part of the paper, we aim to help fill this gap. We draw upon the medical literature de-

scribed above and the economics literature on RCTs and program evaluation to identify potential sour-

ces of bias in economics RCT estimates for which there is applicable evidence from medicine.

Having made the case for the importance of these issues, the second part of the paper addresses our

main research question: have economists running RCTs taken the necessary steps to avoid the relevant

bias-inducing pitfalls identified by the medical literature? To answer this question, we attempt to collect

the universe of RCTs in economics published between 2001 and 2011 in a set of well-regarded journals.

For each study, we then generate two assessments: first, whether the article provides the reader with

enough information to evaluate the risk of bias in its estimates, and second, whether the study falls into

any of the traps that have been associated with biased treatment effect estimates in medicine.

We find that most studies in our sample do not report several pieces of important information neces-

sary for the reader to determine the risk of bias in the presented results. It is important to note that even

in medicine, while bad reporting is often associated with poor practice, it may also be the case that bad

1 There were 183,991 trial protocols registered in the US Government’s Clinical Trials database (www.clinicaltrials.gov)

as of 11 February 2015. It is perhaps impossible to know how many trials have ever been conducted, as public registra-

tion of trial protocols was not common practice until the late 1990s.
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reporting masks good practice and may not necessarily imply bad methods (Soares et al. 2004). Several

of the studies in our sample report quite well in most regards and, as economics lacks standards for re-

porting, it is not surprising that reporting of RCTs in economics is uneven. Still, this reporting gap begs

for remedy: we argue that the burden of proof of the unbiasedness of a study’s results rests with the

study’s authors.

Among those studies that do report key design and analysis decisions, we find that many fall into pre-

cisely the same pitfalls that have biased medical RCTs in the past. Our findings raise concerns about the

strength of the conclusions reached in several of the studies scrutinized.

Together, the first and second parts of our study suggest that a core set of reporting and design prac-

tices drawn from the medical literature can be used to enhance the accuracy and precision of estimates

generated by RCTs in economics. We conclude the paper with a series of suggestions on how to improve

RCT design and reporting going forward.

I. Identifying Sources of Bias in RCTs

Empirical work in economics has made increasing use of the RCT to test theory and generate parameter

estimates, yet efforts within economics to address the risk of bias in RCT estimates are limited in scope.

Bruhn and McKenzie (2009) show that randomization procedures are often not reported in RCTs and,

particularly for small studies, certain procedures are more likely than others to lead to chance imbal-

ances between treatment groups that in some cases cannot be addressed by ex-post adjustments. Franco

et al. (2014) find that significant results were 40 percentage points more likely to be published than null

results among a set of 221 National Science Foundation-funded studies in the social sciences spanning

political science, economics, and psychology. Brodeur et al. (2013) and Vivalt (2015) find some evidence

of selective reporting in economics RCTs, though much less than in observational studies. Allcott (2015)

shows that choice of implementing partner can bias RCT results relative to the expressed treatment ef-

fect of interest. Miguel et al. (2014) argue for reporting standards in social science RCTs and document

recent efforts to meet this need. These studies are all quite recent and focus on individual aspects of the

larger set of biases that threaten RCT results. They are necessarily limited by the relatively small number

of RCTs that have been conducted in economics to date.

In this section, we argue that several lessons from the long history of conducting and scrutinizing

RCTs in medical research are applicable to RCTs in economics. Though RCTs have long been seen as

the “gold standard” of evidence in medicine, a series of studies demonstrated a negative relationship be-

tween methodological quality of medical RCTs and measured effect size. A landmark 1995 article linked

problems in trial design to exaggeration of treatment effect estimates (Schulz et al. 1995). Its results have

since been confirmed by several other meta-analyses linking certain design and reporting practices to bi-

ased estimates (Jüni, Altman, and Egger 2001; Gluud 2006; Dwan et al. 2008; Wood et al. 2008). These

findings instigated a movement to improve and standardize methods of reporting and scrutinizing RCTs.

In the late 1990s, two groups began working independently on a set of reporting standards for use in

publication of randomized trials. Their combined efforts resulted in two main outputs. The first is the

CONSORT Statement (henceforth “CONSORT”), a set of guidelines for publication of reports of ran-

domized controlled trials. Adherence to these standards is now required by most editors of major medi-

cal journals (Schulz, Altman, and Moher 2010). The second is the Cochrane Collaboration, an

international organization that facilitates systematic review and meta-analysis of published studies in or-

der to draw overall conclusions about efficacy of various treatments. It publishes a handbook that guides

authors on how to conduct these reviews. The handbook includes a section on how to evaluate the risk

of bias in estimates generated by RCTs based on the body of literature linking certain trial design and
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reporting decisions to biased treatment effect estimates. The handbook is updated frequently and has

been used in 8,600 systematic reviews of trials,2 which have together assessed the risk of bias in hundreds

of thousands of scholarly articles (The Cochrane Collaboration 2010). This increased scrutiny during

peer review and after publication has resulted in a reduction, over time, in the presence of the biases de-

scribed above in medical RCT reports (Plint et al. 2006, Kaplan and Irvin, 2015).

The US Food and Drug Administration (FDA) uses a similar set of standards to approve the sale of

pharmaceuticals for public consumption. The progress of studies through each stage of this approval

process illustrates the importance of such standards in screening false-positive results. For a drug to be

approved by the FDA, it must pass three “phases” of trial. There is increasing scrutiny at each phase,

such that phase two trials have a higher burden of proof than phase one but less than phase three, whose

standards most resemble the CONSORT standards. Among trials that enter phase two, only 70 percent

progress to phase three. Of those, 40 percent fail to show positive results in the two phase three trials

usually necessary for FDA approval (Danzon, Nicholson, and Pereira 2005).

Both CONSORT and Cochrane identify six types of problem associated with systematic bias in treat-

ment effect estimates: selection, performance, detection, attrition, reporting and sample size biases (Jüni

et al. 1999; Higgins, Green, and Cochrane Collaboration 2008; Moher et al. 2010). All of these have

been treated in the broad economics literature. Selection, attrition, reporting, and sample size issues have

been dealt with extensively (Ashenfelter, Harmon, and Oosterbeek 1999; Wooldridge 2010). Much of

performance and detection biases can be seen through the lens of the Hawthorne effect and nonclassical

measurement error, respectively, also well-known threats to economists (Duflo, Glennerster, and

Kremer 2007).

The medical literature’s extensive evidence base, developed over six decades of running RCTs, allows

it to make a novel contribution to the study of bias in economics RCTs. The CONSORT and Cochrane

documents synthesize the results of thousands of studies and hundreds of meta-analyses to pinpoint the

most likely candidates for RCT-specific bias and outline practices in avoiding them. These are the lessons

we hope to use to improve RCT estimates in economics.

Next, we discuss the sources of bias identified in decades of scrutiny of medical RCTs which we be-

lieve are applicable to economics RCTs. For each of the six biases (selection bias, attrition bias, perfor-

mance bias, detection bias, reporting bias, sample size bias), we first explain the concern and its relation

to economics. We then describe the reporting and design criteria that form the basis of the analysis we

conduct in Section II.

Sources of Bias

Selection bias refers to the concern that systematic differences exist between treatment groups at the out-

set of the trial that could confound treatment effect estimation. There is a long literature in economics

on selection bias in program evaluation, summarized in a recent Handbook of Labor Economics chapter

(DiNardo and Lee 2011) and also discussed extensively in a Handbook of Development Economics

chapter on running RCTs (Duflo, Glennerster, and Kremer 2007). The medical literature contributes evi-

dence linking a set of mechanisms through which the RCT-specific process of enrolling participants and

assigning them to treatment and control groups can artificially generate a difference between the two

unrelated to the treatment effect of interest.

Identified problems with selection bias arise from two main sources. The first is nonrandom assign-

ment to groups. Historically, participants in medical RCTs have often tried to tamper with or predict the

randomization procedure. In other cases, researchers used a randomization method that led to system-

atic baseline differences between the two groups. A review of several meta-analyses found that studies

2 According to http://www.cochranelibrary.com/cochrane-database-of-systematic-reviews/index.html, accessed 11

February 2015.
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with problematic randomization procedures generated results that were 12 percent more likely to be pos-

itive than studies with unbiased randomization procedures (Gluud 2006).

The relevant lesson is that it is important for the study to clearly state how randomization was done

so that “the reader can assess the methods used to generate the random allocation sequence and the like-

lihood of bias in group assignment” (Schulz, Altman, and Moher 2010). The Cochrane Handbook ech-

oes this concern:

The starting point for an unbiased intervention study is the use of a mechanism that ensures that the same sorts of

participants receive each intervention. . . . If future assignments can be anticipated, either by predicting them or by

knowing them, then selection bias can arise due to the selective enrolment and non-enrolment of participants into

a study in the light of the upcoming intervention assignment.

Economists and medical researchers have identified another potential pitfall in this category: that sys-

tematic differences arise between the stated population from which the sample is drawn and the partici-

pants who are ultimately randomized or analyzed. Manski (2013) discusses this problem in the context

of drug trials run for FDA approval. If the participants of the trial are not representative of the popula-

tion that the RCT attests to study, he argues, then the resultant treatment effect estimate will be a biased

estimate of the population treatment effect.3 A study that evaluates a smoking cessation drug using only

light smokers as participants, for example, is likely to generate a biased estimate of the effect of the drug

if it attests to study efficacy for the population of all smokers. Frijters, Kong, and Liu (2015) show evi-

dence of this effect biasing the result of an RCT in rural China.

A common issue in nonblinded cluster randomized controlled trials, which are frequent in the eco-

nomics literature, is how to specify eligibility criteria for the population that will be analyzed. For exam-

ple, in an intervention providing materials to schools, there is a risk that some parents will switch their

children to the better-equipped schools from control or nonstudy schools. This can lead to biased esti-

mates of the effect of the intervention. In situations like this, the study design can include measures

which will reduce or eliminate such bias (e.g., by enumerating children for analysis prior to randomiza-

tion, and/or, agreeing upon restrictions on school transfers with school authorities), but special care

needs to be taken.

To assess adequacy of reporting and risk related to selection bias, we look for three pieces of informa-

tion. The first is detail about how randomization was performed and, if this is information is present,

whether it was done in a way to prevent the two problems associated with randomization discussed

above: one, the risk of a bad rule which could itself generate bias, and two, the risk of people predicting

or switching the group they are assigned to. We ask if the authors mention the method of randomization

(e.g., by computer, stratified, public lottery) or any other information to suggest that a nondeterministic,

tamper-proof rule was used to assign individuals or clusters to treatment and control groups.

The second piece of information we look for is detail on who is screened for eligibility, who is eligible,

who is enrolled in the trial, and who is excluded. This information is necessary to determine whether, as

in Manski (2013), there exists a discrepancy between the putative population being studied and the pop-

ulation for whom the treatment effect is actually estimated. We also used this information to examine

whether, due to the nature of the trial design, members of the population included in the primary analy-

sis might have had an opportunity to enter the trial, or switch arms in the trial, post-randomization.

Where such issues could be present, we checked whether the authors attempted to address, or at least re-

ported and/or discussed those issues. Finally, we look to see whether the authors provide a table showing

baseline covariates by treatment group which might suggest successful randomization. It is important to

3 Note that this is separate from concerns of generalizability. While generalizability deals with the applicability of a treat-

ment effect estimate to a population different from that which generated the estimate, the concern we discuss here is

about the internal validity of the treatment effect estimate for the stated population.
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note that even with secure randomization there may be imbalance by chance, especially if a trial is small,

but also that a potentially problematic allocation sequence could lead to issues of bias even if there was

balance on observables, as the selection-on-unobservables literature points out (Manski 2013; Oster

2013).

Attrition bias refers to a systematic loss of participants over the course of a trial, differentially be-

tween the trial arms, in a manner that potentially destroys the comparability of treatment groups ob-

tained by randomization. Economists have dealt with attrition thoroughly in the empirical literature on

the use of observational data (Heckman 1979; DiNardo and Lee 2011). In the context of an RCT, loss

of participants stems from similar reasons: drop-out, missing data, refusal to respond, death, or any ex-

clusion rules applied after randomization. The issue, as in Heckman (1979), is that the incidence of attri-

tion may be partly driven by the treatment group one is in. One famous case from medicine is a study

that initially showed a large positive impact of a drug to treat heart disease. The first publication ex-

cluded participants who died during the trial, though mortality differed substantially between control

and intervention groups. Subsequent analyses that included all participants according to randomization

status, performed by a third party after the initial publication, failed to reject the null of no treatment ef-

fect (Temple and Pledger 1980).

Attrition bias can also stem from decisions of whom to exclude from the final analysis. This relates to

the decision whether to present analysis according to the “intent-to-treat” (ITT) principle or a “treatment-

on-the-treated” (TOT) analysis (also called per-protocol analysis), the difference between which is well un-

derstood in economics as well as in medicine (Duflo, Glennerster, and Kremer 2007). The relevant lesson

from medicine is primarily about reporting—the reader should know whether the analysis presented is the

ITT or TOT estimate to ensure that an unbiased account of the result of the trial is given.

In our assessment of attrition bias, we look for a few key pieces of information. The first is a clear dis-

cussion of how participants flowed through the trial, from enrollment to the final analysis. The relevant

lesson from medicine is that it is essential to know how many people drop out in each treatment group,

their characteristics, and whether or not this drop-out destroys the balance obtained at baseline through

randomization.

The second concern is the application of the “intent-to-treat” principle. We look either for an explicit

mention of the principle or, in the absence of its explicit mention, evidence of deviation from it in the

main analyses. Specifically, if ITT is not mentioned, we check to see whether the number of participants

randomized is equal to the number of participants included in the final analysis and, if there is a differ-

ence, whether it is explained. A study is judged to be reported inadequately only if it does not mention

ITT, either adherence to it or explaining the reason for and ways in which the study deviated from it,

and does not explain any sizeable discrepancies between the number of participants randomized and the

number included in the analysis of outcomes. It is considered to be at high risk of bias if there are sub-

stantial unexplained discrepancies between these two figures, or the exclusions described by the authors

are likely to introduce bias between treatment and control groups not present at baseline.

Performance bias is also known as the set of “Hawthorne” and “John Henry” or “research participa-

tion” effects. There is a documented tendency both in economics and medicine for participants to change

their behavior or responses to questions because they are aware of being in a study and, specifically in a

trial, are aware of their treatment allocation (Leonard and Masatu 2006; McAmbridge et al. 2014;

Noseworthy et al. 1994; Zwane et al. 2011). This can skew treatment effect estimates either upwards or

downwards. In medicine, blinding of participants is often used to minimize this type of bias. In many

economics studies and some medical studies, however, blinding is either ethically or logistically infeasi-

ble. For example, in the study of village-level education interventions, blinding participants with a pla-

cebo intervention would be unethical (although analysis could be conducted blind to allocation). In

some economics studies, blinding may even be contrary to the goals of the research.
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The relevant lesson from medicine is that extra scrutiny must be applied in two cases. The first case is

when outcomes are subjective (e.g., self-reports of pain or personal opinions). A meta-analysis of studies

of acupuncture treatment on back pain showed that while acupuncture was superior to control interven-

tions in unblinded studies, it could not be proven to be superior to sham-interventions in blinded studies

(Ernst and White 1998). Though all outcome assessments can be influenced by lack of blinding, there is

greater risk of bias with more subjective outcomes. Lack of blinding was associated with a 30 percent ex-

aggeration in treatment effect estimates in a meta-analysis of studies with subjective outcomes (Wood

et al. 2008).

The second case is when patients are likely to change their behavior given their knowledge of which

group they are assigned to. Knowledge of allocation status has been known to induce some control

group participants to seek extra care, which, if effective, would introduce a systematic downward bias

on treatment effect estimates. In economics this is often the stated purpose of the research, as in Akresh

et al. (2013). In studies attempting to evaluate the effect a specific treatment, for example, the effect of a

medicine on an illness, however, unaccounted-for differential care seeking by treatment group could bias

effect estimates.

In our assessment, we look for information on these two concerns when blinding participants to

which treatment group they are in is impossible. The first concern is whether the outcomes are subjective

enough to be vulnerable to the Hawthorne Effect. The second is whether individuals are aware of the

treatment under study and their assignment to treatment or control. If so, we ask whether this might in-

duce them to act in a way that would offset or intensify the impact of the treatment the researchers are

intending to measure. We flag this as a concern only when there is likely offsetting/intensifying behavior,

such as differential care seeking, not accounted for in the description of the study.

Detection bias (also called assessment bias) is concerned with data collectors unduly influencing ei-

ther the behavior of participants or the data collected in a way that generates artificial differences be-

tween treatment groups. This is likely to work through one of two channels. The first channel is similar

to the placebo effect. CONSORT notes how data collectors’ knowledge of the treatment status of each

participant may lead them to unconsciously filter the data they collect: “unblinded data collectors may

differentially assess outcomes (such as frequency or timing), repeat measurements of abnormal findings,

or provide encouragement during performance testing. Unblinded outcome adjudicators may differen-

tially assess subjective outcomes” (Moher, Schulz, and Altman 2001). In a trial in which ill patients per-

formed a walking test with and without encouragement from the data collector, encouragement alone

was shown to improve time and distance walked by around 15 percent (Guyatt et al. 1984) and similar

impacts of detection bias have been found in other medical RCTs (Noseworthy et al. 1994). The second

channel is a simple case of incentive alignment. If data collectors are employed by the organization

whose intervention is being evaluated in an RCT, there is a clear conflict of interest that raises concerns

about the accuracy of the data collected.

In our assessment, we first look to see whether data collectors are blinded to the treatment status of

participants. If the data collectors are not blinded, we then look to see whether the data collectors are

contractually related or otherwise linked to the organization administering the treatment in a way which

might induce them to bias the data they collect. We also ask whether there is any other reason to suspect

data collection might differ between the two arms in a substantive way, such as data collected at differ-

ent scheduled times or by different individuals for treatment and control groups.

Reporting bias points to the fact that it is exceedingly difficult, in any reading of empirical analysis,

to know whether authors are presenting the entirety of the results of the study or only that subset of out-

comes which is deemed interesting or sympathetic to the case they are trying to make. Recent meta-

analyses have shown evidence of this among studies in economics (Brodeur et al. 2013) and in medicine

(Dwan et al. 2008), the latter of which finds that “statistically significant outcomes had a higher odds of

The World Bank Economic Review 693

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/687/2669701 by Joint Bank-Fund Library user on 08 August 2019



being fully reported compared to nonsignificant outcomes (range of odds ratios: 2.2 to 4.7).” A meta-

analysis of medical studies on anthelminth therapy and treatment for incontinence found that “more

outcomes had been measured than were reported.” This study calculated that with a change in the as-

sumptions about which outcomes the largest study chose to report, “the conclusions could easily be re-

versed” (Hutton and Williamson 2000).

To combat this problem, many medical journals require that a protocol and statistical analysis plan

be registered with a third-party database before the study begins. These documents record the plan for

conduct of the trial, the intended sample size, and the analyses that the researchers plan to undertake at

the end. This is called a “pre-analysis plan” in economics. While there are tools in economics which can

help mitigate some types of the multiple comparison problem stemming from not specifying a single pri-

mary endpoint (Kling, Liebman, and Katz 2007), a recent study in economics demonstrates how separate

and contradictory erroneous conclusions could have been drawn from a randomized experiment in

Sierra Leone in the absence of a pre-analysis plan (Casey, Glennerster, and Miguel 2012). We acknowl-

edge that pre-analysis plans involve important tradeoffs in the context of economics research (Olken

2015) but argue that, at the very least, the decision of whether or not to have one should be documented

in the final publication so that the readers can judge for themselves about the study-specific risk of bias

this entails.

Furthermore, to prevent authors from running analyses ad infinitum and unduly weighting only those

which are statistically significant, medical journals require that both the protocol and subsequent article

report which outcome is “primary” and thus given highest credence. For nonprimary outcomes, addi-

tional labels of “secondary” (pre-planned, but not the primary analysis) and “exploratory” (conceived

of after the data was collected and examined) are assigned to the remaining presented results. Though

exploratory analyses are seen as informative, they are given less weight than pre-specified analyses, as

there is a wealth of evidence of false-positive results from ad hoc analyses conducted with the benefit of

being able to look at the data first (Yusuf et al. 1991; Oxman and Guyatt 1992; Assmann et al. 2000;

Casey, Glennerster, and Miguel 2012).

The sophisticated statistical and econometric tools often employed in robustness checks and sensitiv-

ity analysis in economics provide some protection against this risk, and recent work in economics shows

that reporting bias may be less of a concern in RCTs than observational studies (Brodeur et al. 2013).

Vivalt (2015) also tests for reporting bias in a large set of trials and impact evaluations, finding little evi-

dence of reporting bias in published RCTs.

These studies, however, do not provide enough evidence to evaluate the broader risk of reporting bias

in RCTs in economics. Brodeur et al. (2013) limit their analysis of experiments to only 37 articles from

three top journals, two-thirds of which are laboratory experiments, not RCTs. The small sample size

and journal spectrum of this exercise limit its generalizability. Vivalt (2015) scrutinizes a larger number

of studies than is covered in our paper but focuses on generalizing from impact evaluations in develop-

ment, which is a substantially different aim than that of our analysis. Commenting on her results related

to reporting bias, she also notes that while “these figures look much better than the typical ones in the

literature,” her choice of which estimates to use from each eligible paper was “designed . . . partially to

minimize bias, which could help explain the difference.”

We look for a series of indicators to inform our assessment of the risk of reporting bias. The first is

presence of a pre-registered protocol and/or analysis plan. We realize this is unlikely for many economics

studies, particularly those published in our time frame; however, the goal of our analysis is to document

what is reported in published RCTs in economics and to assess the risk of bias in these studies. The medi-

cal literature clearly links over-weighting post hoc outcomes to risk of bias (Assmann et al. 2000). The

potential for this bias is also documented in the economics literature (Casey, Glennerster, and Miguel

2012). The second piece of information we look for is specification of a “primary” analysis or outcome
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(in medicine, a “primary endpoint,” which is usually one single measure, although study designs can in-

corporate more than one primary endpoint and clearly specify how they will address multiple testing is-

sues). We recognize this is similarly strict; however, we point again to the unambiguous link between the

lack of reporting constraints and the likelihood of finding significant results in the medical literature.

Finally, under reporting bias, we examine the interpretation of results. Here we look for a clear and

objective description of the study which

• Summarizes the findings of the study

• Considers alternative mechanisms and explanations of the results

• Offers a comparison with relevant findings from other studies and a brief summary of the implica-
tions of the study in the context of other outcomes and evidence, evidence which is not limited to evi-
dence that supports the results of the current trial

• Offers some limitations of the present study

• Exercises special care when evaluating multiple comparisons

These five issues, taken directly from CONSORT, set a fairly low bar for what should be reported in

the interpretation of a study. We include them in our assessment to determine whether the study

expresses irrational exuberance about its results, another form of reporting bias identified in the medical

and economics literatures (Deaton 2010), perhaps the result of labeling the RCT as the “gold standard”

of evidence.

Sample size bias is better known among economists as the twin concerns of attenuation and undue

bias from outliers. An insufficiently large sample size does not in itself lead to biased estimates of the

treatment effect, but it can lead to imprecise estimation and, if not properly interpreted, incorrect conclu-

sions (Wooldridge 2010). Sample size calculations should be included in any pre-analysis plan in order

to understand the effect size the study is capable of measuring. CONSORT describes the risk of small

sample sizes:

Reports of studies with small samples frequently include the erroneous conclusion that the intervention groups do

not differ, when in fact too few patients were studied to make such a claim. Reviews of published trials have con-

sistently found that a high proportion of trials have low power to detect clinically meaningful treatment effects.

In reality, small but clinically meaningful true differences are much more likely than large differences to exist, but

large trials are required to detect them.

Guyatt, Mills, and Elbourne (2008) debates the value of small trials in the medical literature, and a re-

cent study of the issue also finds that trials with inadequate power have a high false-negative error rate

and are implicated as a source of publication bias (Dwan et al. 2008).

The second concern is that without enough observations, draws from the extreme right or left tail are

unduly weighted and could lead to exaggerated results. Two other studies in medicine link small sample

sizes to overstating effect size because of the heightened influence of outliers (Moore, Gavaghan, et al.

1998; Moore, Tramèr, et al. 1998). To guard against these problems, both CONSORT and Cochrane

expect researchers to conduct sample size calculations before collecting any data and report these calcu-

lations in trial publications.4

In our assessment, we look for a description of the sample size calculation used to design the study in

the paper, in a publicly available pre-study registration, or in an online appendix. It is important to note

that the reader cannot always infer the necessary sample size from the reported standard errors on an

4 One reader pointed out that our bias assessment tool includes many items (such as sample size calculations) which could

be considered “common sense” to include in an RCT report. This emphasizes our points that 1) the absence of much of

the information we are looking for is somewhat surprising, and 2) the shortcomings in reporting we identify prevent the

reader from determining the risk of bias in many RCTs in economics.

The World Bank Economic Review 695

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/687/2669701 by Joint Bank-Fund Library user on 08 August 2019



RCT’s treatment effect estimates, as these too are sample moments which are more subject to bias the

smaller the sample size is. The inclusion of a prior sample size calculation tells the reader what the trial

was designed to measure and allows the reader to see whether there were enough observations collected

to test the original hypothesis. It also links the main outcomes presented to the original design of the

trial, which helps guard against specification searching and misrepresentation of ad-hoc analysis.

II. Assessing Adequacy of Reporting and the Risk of Bias in RCTs in Economics

Using the issues identified in the previous section, we next attempt to answer two research questions.

First, are the recent reports of RCTs in economics providing readers with sufficient information to assess

the risk of bias in the study? Second, among these studies, what is the risk of each of the six types of bias,

given the empirical evidence linking certain design and reporting choices and exaggerated treatment ef-

fect estimates in the medical literature?

Research Design

We first read the literature from economics and medicine on sources of bias in RCT estimates and pro-

gram evaluation to identify the subset of concerns from the medical literature most applicable to eco-

nomics RCTs. These concerns are described in the previous section. We then developed a reporting

and bias assessment tool to determine, for each study, adequacy of reporting and the risk of bias for

each identified concern.5 Next, we attempted to collect all economics articles reporting RCTs pub-

lished between 2001 and 2011 in a set of 52 major peer reviewed journals. This collection process is

described in further detail below. To evaluate the validity of our assessment tool and to provide a

benchmark for our assessments of articles in economics, we randomly selected an equal number of ar-

ticles from three top peer-reviewed journals in medicine. Finally, we applied our assessment tool to

both sets of articles.

The assessment tool was designed to facilitate and collect assessments of adequacy of reporting and

risk of bias in terms of the six biases discussed above. Following the concerns outlined earlier, there are

12 specific issues we assess spread across the six biases6 with leading questions to aid assessment. For ex-

ample: “Does the paper give the number of participants in each group included in the analysis, and

whether this analysis is according to the ‘Intention to Treat’ principle? If not, is there evidence that the

principle was followed?”

The task of the assessor is to make two assessments for each issue: first, does the paper report ade-

quately on the matter, providing the reader with enough information to assess the risk of bias, and sec-

ond, is the paper at low risk of bias from the relevant threat? The assessor circles either a yes or a no for

each question and, if possible, provides a page number and/or explanation in the comment and quote

boxes to the right of the question to justify each assessment. We decided on the following rule for assess-

ment of risk of bias: if a paper did not report adequately on the issue, it could not be assessed as having a

low risk of bias. This decision reflects our judgment, mentioned earlier, that the burden of proof of the

unbiasedness of a study’s results rests with the author(s). The landmark meta-analysis assessing study

quality in medicine uses a similar rule (Schulz et al. 1995). We present results on reporting and risk of

bias for each individual issue as well as aggregated to the bias level under a simple rule – if a study is in-

adequately reported or not at low risk of bias for one issue, it is inadequately reported or not at low risk

of bias for the relevant bias. We do not create an overall study-level assessment,7 as expectations on

both the sign and magnitude of bias vary across issues.

5 The assessment tool is given in the supplemental appendix S1, available at https://academic.oup.com/wber.

6 We began with 13 and removed one as it was excessively stringent. Details are given in the web appendix.

7 Several meta-analyses of the risk of bias in medicine follow this practice as well (Spiegelhalter and Best 2003).
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We selected studies for assessment using the following process:

1. We searched EconLit for journal articles published between 2000 and 2009 that contained either the word

randomized or randomization (or their alternative UK spellings) in the title or abstract. A search conducted

on July 6th, 2010 generated 527 results. This was amended on September 5th, 2012, to expand the time

range to include papers from 2010 and 2011. The amendment yielded 235 additional results.8

2. Within these results, we further limited eligibility by two criteria:

a. We included only articles reporting results of prospectively randomized studies. As we are evaluating

study design, it would be inappropriate to include studies not designed as trials (e.g., natural experiments).

b. To limit heterogeneity of study quality, we further restricted eligibility to articles published in the

top 50 journals as rated by journal impact within economics, taken from a Boston Fed working

paper which ranks economics journals (Kodrzycki and Yu 2006). In the 2012 search amendment,

we added papers from the American Economic Journal: Applied Economics and the American

Economic Journal: Economic Policy, from the journals’ inception in 2009 onward, in light of their

prestige and the volume of RCT reports they publish.

In total, this yielded 54 articles published between 2001 and 2011.

We then conducted a search to collect studies reporting RCTs in three top peer-reviewed medical

journals for assessment. This served two purposes—one, to calibrate our assessment tool,9 and two, to

provide a benchmark for how enforced standards might improve reporting. Articles in medicine were

drawn from the top three medical journals according to impact factor in general and internal medicine

on July 6th, 2010, from Thompson Journal and Citation Reports (Thompson Reuters 2010). These were

The Lancet, The Journal of the American Medical Association, and The New England Journal of

Medicine. This restriction was made for ease of processing, as it reduced the number of eligible studies in

each year from several thousand to approximately 350, and to ensure we were evaluating the “gold stan-

dard” in medicine as described above. The selection process for medical articles was as follows:

1. We searched Pubmed (a database similar to Econlit indexing articles in medical journals) for all arti-

cles reporting clinical trials in the three journals in years for which there was also an eligible econom-

ics article (all years in our range save 2002).

2. From this list, we then randomly selected as many articles in a given year as there were eligible arti-

cles in economics from that year. Among studies published in a given year, selection was performed

by assigning each article a random number between 0 and 1 using a random number generator. We

sorted the articles by their randomly assigned number and, beginning with the lowest random num-

bers, we then selected the required number of articles.

3. We excluded phase one and phase two trials in medicine as their methods, goals and sample size con-

siderations are significantly different from phase three trials, which, similar to the economics trials

we are concerned with, are more often used to inform policy.

The final list of both sets of papers is given in web appendix S2. If a trial generated more than one eli-

gible publication, the article published earliest was selected and the remaining associated articles were

used to provide additional information for assessment of the main article.

8 We recognize that this is not the universe of published RCTs but believe it is a good approximation. Scanning the ab-

stracts of all articles in these journals published over the period would have been prohibitively time-consuming.

Including the word “experiment” in the search terms raises the number of initial results well into the thousands.

9 Given that the medical trials we collected were published in journals that required adherence to the standards in the

CONSORT Statement, if we were to find most medical trials were at high risk of many biases (low risk of all biases), we

would be concerned that the instrument was too strict (lenient).
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The assessment tool was first piloted by all three authors and Miranda Mugford. Once it was final-

ized, two authors (AE/PB) first read each article and assessed the adequacy of reporting and risk of bias

using the assessment tool individually. For each article, we then discussed our assessments. Any disagree-

ments were resolved through deliberation, the result of which is the final assessment of each study. We

adopted this method of individual assessment followed by deliberation for two reasons. First, the exer-

cise was a novel one and we expected our assessments to improve through discussion. Second, we fol-

lowed the example of several meta-analyses in the medical literature, which find that while independent

assessment potentially provides better internal validity of the tool, the rate of agreement between asses-

sors in such processes is often low (Clark et al. 1999). In practice, our mean rate of agreement on an is-

sue was greater than 85 percent.

Results

For four of the six biases in our assessment tool, less than 30 percent of the economics articles collected

are assessed as reporting adequately, and for no type of bias are more than three quarters of the econom-

ics articles assessed as reporting adequately. Among the subset of articles in which reporting is assessed

as adequate, there are many cases in which there is high risk of bias, that is, in which the authors report

having made trial design decisions which are known to have biased estimates in medicine. In the exercise

used to calibrate our instrument, we found that medical RCTs, which are published in journals which re-

quire these standards be followed, have substantially better reporting and lower risk of bias. This perfor-

mance is not perfect, however—for none of our bias categories do 100 percent of the articles in medicine

report adequately or have low risk of bias.

These overall performance ratings mask substantial heterogeneity on the different issues within the

six biases. While in some issues (reporting and sample size) few papers are assessed as having low risk of

bias, in others (performance and detection) most relevant issues are usually addressed. Indeed, in some

cases the papers published in economics that we examine fare no differently than those we examine

which are published in the top three medical journals.

Below, we show summary statistics of our assessments at the issue and bias-level, and describe our as-

sessments for each issue in detail. We show simple bar charts with 95 percent confidence intervals docu-

menting performance of economics articles and medical articles in terms of risk of bias for each of the

six biases10 in fig. 1. Table 1 provides the number of papers assessed as adequately reporting and at low

risk of bias at the issue and bias levels with a chi-square test for equality of proportions between the as-

sessments for economics and medicine.

Only 12 of the 54 eligible economics articles (22%) pass all of the reporting criteria for selection bias,

while 40 of the 54 eligible medical articles do so. Performance varies across the three issues in this bias.

Thirty-four of the 54 economics papers report adequately on their randomization procedure, but five of

these use clearly deterministic methods to assign treatment. An alphabetic rule is used in one case and

sorting by date of employment commencement is used in another. Less than half of the economics stud-

ies provide adequate information about the flow of potential participants in the trial. In the majority of

economics articles, information on the number of participants at three important stages—screening for

eligibility and exclusion from the study before and after eligibility was assessed—is not given, raising

concerns about potential undocumented discrepancies between the declared population of interest and

the sample studied (Manski 2013; Frijters, Kong, and Liu 2015). All but six of the 54 economics papers

provide a table showing whether there was balance on observables at the time of randomization, sug-

gesting that randomization was usually successful. Two papers that give this information show evidence

suggesting that the randomization did not achieve the desired balance.

10 Similar figures showing our assessments of adequacy of reporting are given in web appendix S3. Similar figures break-

ing down the assessments of each bias by issue are given in web appendix S4.
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Figure 1. Assessment Results Overall, by Field

Sample size: Economics N¼ 54; Medicine N¼ 54

Source: Authors’ RCT assessment data.

Table 1. Assessment Results by Issue/Bias and Field

Bias Issue Economics (n¼ 54) Medicine (n¼ 54) P-value of Chi-square Test

Number

reporting

adequately

Number

at low

risk of bias

Number

reporting

adequately

Number

at low

risk of bias

Reporting Risk

of bias

Selection Randomization 34 29 52 52 <.001 <.001

Selection Flow of participants 20 20 40 40 <.001 <.001

Selection Baseline demographics 48 46 53 52 .051 .046

Attrition Flow of participants 17 17 51 51 <.001 <.001

Attrition Intent-to-treat 35 33 47 47 .007 .002

Performance Data collection 43 43 51 51 .022 .022

Performance Participant behavior 45 44 42 42 .466 .633

Detection – 37 35 53 51 <.001 <.001

Reporting Protocol/analysis plan 0 0 50 50 <.001 <.001

Reporting Outcomes 0 0 49 49 <.001 <.001

Reporting Interpretation of results 12 12 19 19 <.001 <.001

Sample size – 34 34 51 51 <.001 <.001

Aggregated to bias level

Selection 9 12 39 40 <.001 <.001

Attrition 15 16 46 46 <.001 <.001

Performance 38 38 41 41 .515 .515

Detection 37 35 53 51 <.001 <.001

Reporting 0 0 17 17 <.001 <.001

Sample size 1 1 52 52 <.001 <.001

Source: Authors’ RCT assessment data.
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The largest issue related to attrition bias was failure to report how many participants progressed

through the trial from enrolment to inclusion in the final analysis. More than two thirds of the econom-

ics RCTs we assessed have striking inconsistencies between the number of participants they enrolled and

the number of observations included in the final analyses which were not discussed in the body of the pa-

per or in the appendices. The number of observations varies among final analyses in many of these pa-

pers, in some cases by more than 30 percent, often with no explanation for the difference. As reported in

table 1, papers providing flow of participants’ data avoid these problems. We suspect the discipline of

monitoring and reporting the flow of participants through the trial encourages trial designers to limit at-

trition, as well as helping ensure that authors explain cases of substantial attrition. Reporting of adher-

ence to or deviation from the intent-to-treat principle is adequate in more than half of the studies we

assessed. Two of these report deliberate exclusions that suggested risk of bias.

Thirty-eight of the 54 economics papers report adequately in terms of performance bias and only one of

these reports a design decision which raises concerns about risk of bias. In this case, there is possibility of

unaccounted-for alternative care-seeking as a result of knowledge of treatment status which could bias the es-

timate of the effect the authors try to measure. In the sixteen studies assessed as not reporting adequately, the

most common concern is a subjective outcome assessed without blinding and without mention of the possi-

bility of bias from the Hawthorne Effect. These circumstances are linked clearly in medicine to exaggerated

treatment effects (Wood et al. 2008). Overall, assessment of adequacy of reporting and risk of performance

bias in economics articles is not statistically distinguishable from our assessment of medical articles.

Thirty-seven of the 54 economics studies report adequately on the issues surrounding detection bias.

Two of these 37 document problematic practices. In both cases, the authors explicitly mention using

data collectors who were employed by the same organization which administered the intervention. Of

the seventeen not assessed as reporting adequately, most neglect to specify who collected the data, leav-

ing doubt as to whether a similar conflict of interest could have biased the results.

No economics paper is assessed as adequately reporting in terms of reporting bias, and therefore none

could be assessed as having low risk of bias in this category. This assessment attests to the absence of ei-

ther a pre-analysis plan or registration of a study protocol prior to implementation of the trial. No eco-

nomics paper in our sample mentions either of these, though we are aware that writing a protocol and

registering it is increasingly common in economics. Indeed, economics RCT protocol registries have

been established by both the American Economic Association and J-PAL, among others.

The other relevant concern is the specification of a primary outcome and the differentiation between

planned and ad-hoc secondary analyses. We enthusiastically support, and ourselves practice, conducting

analyses conceived after a trial finishes. We agree with the medical literature, however, that they should

be described as such to allow the reader to weight the different types of evidence provided in the paper.

The final issue in our assessment of reporting bias in economics was interpretation of results. Nearly half

of the economics papers do not mention whether there were any limitations in their methods nor do they

condition their interpretation of the strength of their results in light of the many comparisons that they

present. Interestingly, the medical papers in our sample also fare poorly in this final regard.

Only two economics papers attest to having performed a sample size calculation prior to commencing

the study. We are almost certain that some others conducted sample size calculations during study design

(Banerjee et al. 2007; Parker 2010), but as none are reported, overall the economics literature does not

report adequately on this bias. We searched for these calculations in online appendices and working pa-

pers, but decided against soliciting such information from authors directly in light of evidence that doing

so was likely to lead to biased responses (Haahr and Hr�objartsson 2006) and so our rule tying inade-

quacy of reporting to risk of bias was applied.

We calculated subgroup-specific bias assessments for a few categories of interest for both economics

and medical RCTs. These results are shown in figs. 2–4. In fig. 2a, we show that more recent studies in
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economics (i.e., from the 2010–2011 amendment to our initial search) perform similarly to their earlier-

published counterparts, though we suspect this is improving with the establishment of trial registries and

the increased attention these issues have received in the past few years. In fig. 2b, we show that in medi-

cine we observe better reporting and lower risk of the six biases in the more recently published group,

likely a consequence of the increasing use of CONSORT guidelines by journal editors.

Figure 2. Assessment Results by Date of Publication and Field

Figure 2a. Economics

Figure 2b. Medicine

Sample size: Early N¼ 32; Later N¼ 22 (same for economics and medicine)

Source: Authors’ RCT assessment data.
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Papers reporting the results of economics RCTs taking place in developing countries (fig. 3a) have

more issues with performance, detection, and attrition bias than papers reporting the results of trials tak-

ing place in the United States, Canada, and Europe. Among economics studies taking place in the devel-

oping world, data collectors are more often related to the administration of the intervention being

evaluated, outcomes are more often subjective, and the number of observations is less stable among the

final analyses within a paper. We find no such differences between those medical RCTs run in developed

countries compared to those run in developing countries, though our medical sample had a much smaller

proportion of studies from the developing world (fig. 3b).

The performance of papers published in the “top five” economics journals (Econometrica, The

American Economic Review, The Journal of Political Economy, The Quarterly Journal of Economics

and The Review of Economic Studies) is similar to performance of papers in the other 47 economics

journals we included for all six of the biases (fig. 4).

III. Ways Forward

We have presented evidence that a large proportion of RCTs in economics published between 2001 and

2011 do not report many pieces of information necessary for the reader to assess the risk of bias in the

evidence provided. Among those studies that do report this information, we found that several make

many of the same design choices that have been shown to lead to biased results in medical RCTs. As a re-

sult, we conclude that these studies are at unnecessarily high risk of presenting exaggerated treatment ef-

fect estimates.

The economics literature has begun to address several of these issues. A series of “toolkits” on how to

conduct RCTs have been put forth (Duflo, Glennerster, and Kremer 2007; Glennerster and Takavarasha

2013) and groups such as the Berkeley Initiative for Transparency in the Social Sciences conduct annual

meetings which focus heavily on improving methods and transparency in social science research.

Our paper contributes novel evidence to this discussion. We make the case that several lessons from

the medical literature is applicable to economics RCTs and use them to scrutinize RCTs published in

economics journals between 2001 and 2011. We show that there is ample room for these lessons to be

used to improve both the reporting and design of RCTs in economics.

To ensure that the evidence from RCTs published in the economics literature is as reliable as possible,

we echo calls elsewhere (e.g., Miguel et al. 2014) to establish a system of reporting standards for RCTs

in economics, similar to the CONSORT guidelines widely accepted in the medical literature. The con-

tents of such a system would have to come from a consensus among economists on what constitutes

good practice as well as which data are necessary to assess risk of bias. This should draw on the toolkits

mentioned above.

As Miguel et al. (2014) note, some standards for trials in economics will necessarily differ from those

in medicine. The medical standards are imperfect by their own admission and, as discussed earlier, the

goals of some economics research are in direct conflict with certain CONSORT strictures. A good start-

ing point for the departure from medical reporting standards is the admissibility of and weight placed on

non-prespecified outcomes, given the sophisticated statistical and econometric tools often employed in

robustness checks and sensitivity analysis.

However, in many areas the “good reporting” requirements for economics trials and medical trials

will be similar. The CONSORT guidelines included in our bias assessment tool were suitable for all of

the economics studies we examined in this paper. They address most situations (multiple endpoints, non-

blinded participants, cluster randomization) typically found in economics trials which are less common

in medical trials (Campbell et al. 2012). In cases where the guidelines were implemented by authors,

such as including “Flow of Participants” diagrams, we noted a substantial lowering of the relevant risk

of bias in economics papers.
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We strongly suggest that, at the very least, the following issues from CONSORT be part of any set of

guidelines for RCT design and reporting: a CONSORT-style diagram of flow of participants; requiring

either registration of protocols/pre-analysis plans prior to randomization or a discussion of why this was

decided against; requiring pre-specification of a primary outcome accompanied by a link to the relevant

Figure 3. Assessment Results from Developing and Developed Countries, by Field

Figure 3a. Economics

Figure 3b. Medicine

Sample size: Economics: Developed N¼ 22; Developing N¼ 32. Medicine: Developed N¼ 46; Developing N¼ 8.

Source: Authors’ RCT assessment data.
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sample size calculation conducted prior to trial commencement; and, in cases where appropriate, insis-

tence on the intent-to-treat principle for the primary analysis.

There are a few productive avenues of inquiry we leave to future research. Monte-Carlo simulation of

the impacts of different types of bias using existing data from economics RCTs and censuses could illus-

trate the likely magnitude of the biases outlined here. Standards on reporting related to generalizability,

discussed elsewhere (Allcott 2015; Vivalt 2015), are arguably of similar importance and there is a rich

literature on how to assess this in reports of RCTs (Rothwell 2006).

Lastly, we would like to mention that a major weakness of our study is the number of assessors we

used. Our assessment task was a long and tedious one and almost certainly not without some human er-

ror. An increase in the number of evaluators for each paper would almost certainly improve the reliabil-

ity of our results. Nonetheless, our independent initial assessment by multiple individuals follows best

practice in systematic review and the high level of agreement in our independent assessments suggests a

high degree of objectivity. The application of our assessment tool to ongoing research would shed addi-

tional light on how recent efforts to improve the quality of economics RCTs have fared.

IV. Conclusion

In this study, we make two main contributions. First, we identify a series of lessons from the medical lit-

erature on sources of bias in RCT estimates that are applicable to economics RCTs. Second, we use these

lessons to assess the adequacy of reporting and risk of six major biases in economics RCTs published in

52 top economics journals between 2001 and 2011. We find that these articles often do not provide the

reader with essential information on design and reporting decisions related to the sources of potential

bias highlighted in the medical literature. We conclude that RCTs in economics are at a far higher risk of

reporting exaggerated treatment effects than necessary given what we know from medicine about how

to minimize bias in RCTs. We finish by suggesting, as have others, that one means by which to minimize

Figure 4. Assessment Results by Ranking of Journal, Economics Only

Sample size: Top 5 N¼ 26; Not top 5 N¼ 28

Source: Authors’ RCT assessment data.
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this risk would be for economists to develop and adopt a set of reporting guidelines to ensure clarity and

precision in the reports of RCTs. We offer several suggestions for the content of such guidelines.

Going forward, we hope that our study will contribute to the establishment and acceptance of a set of

standards for designing and reporting RCTs. Such standards would serve two purposes. First, they would

improve the quality of RCTs going forward. Second, they would serve as a tool to help scholars and policy-

makers in assessing the risk of bias in estimates from existing studies. The medical literature shows that

such repeated scrutiny is likely to increase efforts by researchers themselves to avoid these pitfalls in the de-

sign, execution, and analysis of their trials. We strongly believe that these efforts would lead to higher qual-

ity evidence and, we hope, improve the usefulness of RCTs in learning and policy decisions.
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Donor Competition for Aid Impact, and

Aid Fragmentation

Kurt Annen and Luc Moers

Abstract

We show that donors that maximize relative aid impact spread their budgets across many recipient countries

in a unique Nash equilibrium. This aid fragmentation result is robust to the introduction of fixed costs, even if

they are improbably large. In equilibrium, smaller donors have less fragmented aid, and behave better from an

efficiency viewpoint. We present evidence that our theoretical results are in line with cross-country correla-

tions. Our analysis has important policy implications: First, short of ending donors’ maximization of relative

aid impact, agreements to better coordinate aid allocations are not implementable. Second, since policies to in-

crease donor competition in terms of aid effectiveness risk reinforcing relativeness, they may well backfire, as

any such reinforcement increases aid fragmentation.

JEL classification: D70, F35, H87, O19

In following up the Declaration, we will intensify our efforts to provide and use development assistance . . . in

ways that rationalise the often excessive fragmentation of donor activities. (OECD 2005, 2).

This paper analyzes the strategic interaction of donors of foreign aid and its effects on the allocation of

aid across recipient countries. It is widely recognized that aid in the typical developing country is highly

fragmented. The quote at the top of this page, taken from the Paris Declaration (OECD 2005), which

intends to improve aid effectiveness, clearly identifies aid fragmentation as a problem. This raises an

important question: Why is aid fragmented? To our knowledge, the literature does not contain any for-

mal models or empirics that could explain. We provide such a model. We also present empirical evidence

that cross-country correlations are in line with the results of our model.

Using a game-theoretic framework, we show that donors that maximize relative aid impact—donor

competition—spread their budgets across many recipient countries in a unique Nash equilibrium. In

equilibrium, aid is fragmented. If aid giving has fixed costs before it can have any impact, which is the

case in reality, this equilibrium still results. In this case, it is always inefficient, because of multiplication

of fixed costs. However, we show that the equilibrium may be inefficient even without fixed costs. Our
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model illustrates that this inefficiency is higher the more equal donors’ budgets are. In equilibrium,

smaller donors have less fragmented aid and behave better from an efficiency viewpoint.

Our model is relevant when donors care about the impact of their aid disbursements relative to the

impact of other donors. Under the various motivations (dimensions of impact) of donor aid that the litera-

ture has come up with (see Maizels and Nissanke (1984), for an early example), this certainly seems the

case. For example, if aid impact means buying geopolitical influence, the one donor (say, the US) in a given

recipient country (or region, say, Central Asia) wants to come out on top of the other donors (say, China

and Russia) in that country, and vice versa. Similar pressures among donors are at play if the aid motiva-

tion is mostly in its commercial impact (one donor wanting more trade and/or FDI than the others) or

donor agent satisfaction (one donor wanting to “push out” a larger aid portfolio than the others).1

We argue that such “relativeness” is not only relevant under the above interpretations of aid impact but

also under the traditional interpretation: aid effectiveness on poverty reduction in recipient countries. This

arises because it is difficult to assess a donor’s absolute effect on poverty reduction. In the need to answer

questions of “how big is big” in terms of aid impact, relative donor comparisons seem indispensable. As a

result, donor aid impact evaluations often imply benchmarking to other donors. Increasingly, “aid watch-

ers” have come to the fore, who aim to publicly expose precisely the relative effectiveness of donors. This

has increased the publication of donor rankings, assessing and comparing aid practices among donors (see,

e.g., Birdsall and Kharas 2010; Knack et al. 2011; Easterly and Williamson 2011; Roodman 2012).

Birdsall and Kharas (2010, 10) for example note: “Our approach is to assess the quality of aid by bench-

marking countries and agencies against each other in each year” (Birdsall and Kharas 2010, 2), and the

“target audience includes also the senior management of individual aid agencies, looking to benchmark

themselves against others.” Knack et al. (2011) report that “there is evidence that donors do in fact pay

attention to these rankings and care about public perceptions.” Accordingly, for example, the Australian

Council for International Development (ACFID) has recently identified benchmarks to compare their aid

program with internationally agreed standards and good practice (ACFID 2014). In this report Australia’s

aid practices are systematically compared to the ones of other bilateral donors.

From a policy perspective, our analysis first of all implies that, short of ending relativeness, agreements to

better coordinate aid allocations are not implementable, as donors have strong incentives to deviate. Second,

since policies to increase donor competition in terms of aid effectiveness risk reinforcing relativeness, they

may well backfire, as any such reinforcement increases aid fragmentation. In this sense, good intentions can

have perverse effects. For example, two commonly discussed ways to increase aid effectiveness, namely,

improving aid impact evaluations, and increasing donor coordination, can work against each other if

improved aid impact evaluations lead to stronger relativeness and thus donor competition for aid impact.

I. Donor Coordination in Practice: Fragmentation

The typical donor gives aid to many developing countries, and the largest bilateral donors in the world

operate in virtually every developing country that receives a positive amount of aid, and so do some of

the largest multilateral donors, as reflected in figure 1.2 On the horizontal axis, we show each donor’s

1 The last motivation is even often relevant within donor bureaucracies, where one sectoral/regional department (say, en-

ergy/Africa) competes with the others (say, human development/Asia) for a given budget, which confers status on the

“winning” donor agents within that bureaucracy.

2 Contrary to Official Development Assistance (ODA), which is a net concept, we focus on actual disbursements of new

aid money flowing into a developing country, and call it “Gross Aid.” This is because the question we are asking is

about the allocation decision of donors of their current budgets. Specifically, this measure excludes debt forgiveness.

We also exclude food and humanitarian aid. All our empirical results are similar with or without food and humanitar-

ian aid. However, one may argue that having aid from many donors at the same time, i.e., aid fragmentation, is desir-

able in a social emergency in a recipient country. Specifically, we thus calculate: Gross Aid¼Grants–Grants: Debt
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share of the global aid budget in 2011. The vertical axis shows the number of recipient countries that

received a positive amount of aid from a given donor in 2011. The size of the circles measures the ratio

of gross aid to Gross National Income (GNI) of donors. A total of 148 developing countries received a

positive amount of gross aid in 2011. Among the bilateral donors, Japan disbursed about 11.1 billion

US$ to 142 of the 148 aid-recipient countries, the US about 15.6 to 133, Canada 1.75 to 128, Germany

6.5 to 136, France 6.15 to 129, and the UK 4.95 to 129. Among the multilateral institutions, the EU

Institutions disbursed about 13 billion US$ to 146 countries, the UN 2 to 140, the World Bank a little

more than 10 to 80, and the IMF about 1.5 to 29.

In fact, aid fragmentation has substantially increased in the last 50 years, the period since the OECD

Development Assistance Committee (DAC) was established. The average bilateral donor disbursed aid to

about 20 recipient countries in 1960 but 87 in 2011. When focussing only on donors that already provided

aid in 1970 (when the lionshare of the large donors was already operational), the 2011 number is roughly

115.

The number of donors in the average recipient country has also substantially increased. In 1960, there

were less than 3 bilateral donors in the typical recipient country. In contrast, in 2011, this number was

almost 23. When only considering the 16 1970-donors, this number was about 12 in 2011. The diver-

gence between these two numbers has increased, which illustrates the arrival on the scene of new donors.

This trend may have accelerated recently, with the rise of some emerging markets as donors themselves,

in particular China.3 Even countries with a small aid share often have many donors, as shown in figure 2.

Figure 1. Number of Recipient Countries and Global Aid Budget Shares

Source: Authors’ analysis based on data sources discussed in the text.

ForgivenessþODA Gross Loans–Rescheduled Debt–Food Aid–Humanitarian Aid. The data was obtained from the

OECD (http://stats.oecd.org/Index.aspx?DataSetCode=Table2A). Notice that all other data used in this paper is from

the World Development Indicators (WDI) retrieved January 2014 if not stated otherwise.

3 These emerging donors do not report aid data to the DAC. On the basis of a literature review, Walz and Ramachandran

(2010) report that overall aid estimates for non-traditional donors vary greatly and are somewhere between 11 and

41.7 billion US$, or 8 and 31 percent of ODA from DAC donors. For China, they note that aid estimates range any-

where from 1.5 to 25 billion US$. If the upper estimate is accurate, it ranks as the second largest bilateral donor after
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This figure shows recipients’ aid as a percentage of the global bilateral aid budget on the horizontal axis

and the number of bilateral donors on the vertical one. The size of the circles measures GNI per capita

(PPP-adjusted) in recipient countries. For example, Gambia, with an aid share of just above 0.05 percent,

has 28 bilateral donors. Moldova, with a share of 0.22 percent, has 31 donors out of the 39 bilateral

donors that disbursed positive amount of aid in 2011. Afghanistan, with a share of 8.4 percent is the

largest recipient of bilateral aid in 2011, and it counts 36 out of the 39 donors. Also, countries with an

above median policy quality, as measured by the World Bank Country Policy and Institutional

Assessment (CPIA), and a below median income level, as measured by GNI per capita), with 27 donors,

have a statistically significant larger number of donors than recipients that do not satisfy these two char-

acteristics, which have 21 donors on average.

According to the commonly used Herfindahl index, aid fragmentation substantially increased

between 1960 and 2011, as illustrated in figure 3.4 It largely did so between 1960 and 1980. After 1980,

aid fragmentation is still increasing but at a substantially lower rate. This is simply because, by 1980, all

bilaterals as well as multilaterals in the world that are able to give large aid amounts had arrived on the

scene. When comparing the development of fragmentation of all donors with that among the 1970-

donors, one can see that it is essentially determined by the latter. In particular, the increasing entrance of

new donors since 1980 did not directly increase fragmentation much. The reason is that the aid budgets

of the new donors are generally small. However, note that we do not capture emerging donors such as

China in our data.

Figure 2. Number of Donors and Global Aid Budget Shares

Source: Authors’ analysis based on data sources discussed in the text.

the US. Using non-DAC data, excluding China, Dreher et al. (2011) compare aid allocations of DAC and emerging do-

nors, but the descriptive statistics show that the aid amounts of the emerging donors that they can cover are quite

small.

4 We measure fragmentation as one minus the Herfindahl index as done in Knack and Rahman (2007), so that an in-

crease in our index represents an increase in fragmentation.
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The OECD has dedicated a specific website to the theme of “aid fragmentation and donor orphans,”

with links to a large set of documents demonstrating the increased levels of aid fragmentation. It states

that aid fragmentation “can seriously impair the effectiveness of aid. The current pattern of how aid is

delivered and received shows aid splintered across too many donors, each with their own processes and

priorities, working in often overlapping relationships with each other. . . . Not only is this pattern com-

plex to understand and coordinate, it also creates transaction costs and administrative burdens for recip-

ient countries. This trend is spreading across the development cooperation landscape.”5

At the same time, the costs of fragmentation in terms of aid effectiveness (multiplication of donors’

fixed costs; claims on recipients’ scarce capacity; miscoordination of projects and policies) have led to

increasing rhetoric focussing on improving donor coordination, especially since the Paris Declaration of

2005. As the Declaration puts it: “Excessive fragmentation of aid at global, country or sector level

impairs aid effectiveness. A pragmatic approach to the division of labour and burden sharing increases

complementarity and can reduce transaction costs” (OECD 2005, 6). More good intentions are stated in

increasing the focus on results: “Managing for results means managing and implementing aid in a way

that focuses on the desired results and uses information to improve decision-making” (OECD 2005, 7).

Such intentions were reinforced in the “Accra Agenda for Action” (OECD 2008b) to accelerate and

deepen implementation of the Paris Declaration. This, in turn, was based on the official evaluation itself,

that “gave ministers at Accra a sobering answer: some progress has been made, but not enough” (OECD

2008a, 3). The most recent official evaluation (OECD 2011), and subsequent Fourth High-Level Forum

on Aid Effectiveness (Busan, South Korea) essentially reach the same conclusion.

What we have then, in practice, is aid fragmentation increasing historically, yet officially stated inten-

tions increasingly recognizing its detriment to aid effectiveness. Even though formal models and empirics

that explain donor fragmentation are absent from the literature as we read it, some clues behind this

state of affairs can be found there. This is what we turn to in the next section.

Figure 3. Aid Fragmentation Across Time

Source: Authors’ analysis based on data sources discussed in the text.

5 See http://www.oecd.org/dac/aid-architecture/fragmentation-orphans.htm
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II. Background Literature

There is a large literature on both aid effectiveness and aid allocation. The mostly empirical literature on

aid effectiveness is generally read as showing ambiguous results (Bourguignon and Sundberg 2007;

Rajan and Subramanian 2008; Clemens et al. 2012; Roodman 2015). However, as Bourguignon and

Sundberg (2007, 316) note this ambiguity of results “is not surprising given the heterogeneity of aid

motives, the limitations of the tools of analysis, and the complex causality chain linking external aid to

final outcomes.”

In trying to explain donor fragmentation, this paper zooms in on one possible reason for the ambigu-

ity of results in the aid effectiveness literature: donor competition for aid impact. Most relevant for our

paper is therefore the literature that concentrates on explaining donor aid allocation. This literature has

substantiated the “heterogeneity of aid motives” that we described in the introduction (e.g., Maizels and

Nissanke 1984; Ludborg 1998; Alesina and Dollar 2000).

However, there are only a few papers that study the strategic interaction among donors, which we

put at the heart of our model. Torsvik (2005) analyzes a game in which the Samaritan dilemma may be

reinforced by donor coordination unless donors can credibly enforce conditional aid contracts.

However, in his model cooperation or noncooperation is not an equilibrium outcome as in our model.

Mavrotas and Villanger (2006) study strategic donor behavior in the context of multilateral agencies

using a game theoretic framework. However, their focus is different from ours as in their model donors

attempt to influence recipient behavior, an aspect that is absent in our model. In their purely empirical

analysis Round and Odedokun (2004) find a positive “peer pressure” effect among donors in terms of

size of the aid budget. Similarly, Frot and Santiso (2011), using a concept from the finance literature,

find evidence of aid “herding” among donors. Our paper can be seen as investigating a potential cause

of such aid herding, and concomitant aid fragmentation: donor competition for aid impact.

An emerging literature is confirming adverse effects of aid fragmentation. For example, Knack and

Rahman (2007) show that aid fragmentation reduces bureaucratic quality in developing countries as more

aid agencies poach qualified staff away from recipient governments. Knack and Smets (2013) show theo-

retically and empirically that a higher level of aid fragmentation leads to more aid tying among donors.

According to both these papers, aid fragmentation reduces aid effectiveness. There is also direct empirical

evidence that suggests that aid fragmentation reduces aid effectiveness (e.g., Annen and Kosempel 2009;

Djankov et al. 2009). These papers estimate aid-growth regressions including an interaction term between

aid and aid fragmentation, and find a significant negative coefficient on the interaction term.

Burnside and Dollar (2000) investigate both aid effectiveness and aid allocation. They find that aid has

a positive impact on growth in poor countries with “good” fiscal, monetary, and trade policies, but has little

effect without such policies present. However, these variables only have a small impact on the allocation of

aid, which is the combined effect of no impact for bilateral, and a significant impact for multilateral aid.

These findings suggest a large potential for improving aid effectiveness by reorienting aid allocations toward

poor recipient countries with good policies. Although the robustness of the results in Burnside and Dollar

(2000) has been questioned in subsequent research (Easterly et al. 2004), this paper has nevertheless had a

profound impact on donor practices across the world, as documented by Easterly (2003).

The more recent literature on aid allocation indeed suggests that donor motives have become less het-

erogeneous, in targeting aid on poorer countries with better policies (Dollar and Levine 2006; Claessens

et al. 2009), which may strengthen competition among donors. A sequence of papers has ranked donor

practices more generally (Easterly and Pfutze 2008; Birdsall and Kharas 2010; Easterly and Williamson

2011; Knack et al. 2011; Roodman 2012), and in accordance with the Burnside and Dollar finding,

“poverty-selectiveness” and “policy-selectiveness” are criteria that codetermine these rankings, an inher-

ently relative concept.
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III. Model

Against the background of the above, we can now develop our model that offers an explanation for aid frag-

mentation in the strategic interaction of donors. Consider a situation with d donors and r recipients.

For now we assume that d¼r¼2. We relax this assumption later. Each donor i¼1,2 chooses an aid allocation

ai ¼ ða1
i ; a

2
i Þ such that a1

i þ a2
i � ti, where aj

i denotes the aid from donor i to recipient j. The parameter ti

> 0 measures the aid budget of donor i. Recipient j receives total aid aj ¼ aj
1 þ aj

2. Let a ¼ ðða1
1; a

1
2Þ; ða2

1; a
2
2ÞÞ

denote the aid allocation profile, and let A be the set of all possible aid allocation profiles.

Aid given to recipient country j¼1,2 has an impact, where impact is measured by the recipient-specific

impact function fjðajÞ. Assume that fjð0Þ ¼ 0, f 0j ðajÞ > 0, and f 00j ðajÞ < 0, 8aj � 0. Thus, additional aid

always increases impact, at a diminishing rate. The assumption of diminishing returns of aid impact is

intuitively plausible, since absorptive capacity in the typical developing country is limited. It is also sup-

ported by empirical papers on aid effectiveness that have estimated a decreasing marginal impact of aid on

growth. Specifically, these studies include a squared term of foreign aid in the regression analysis, and find

that it has a negative sign (Burnside and Dollar 2000; Collier and Dollar 2001; Clemens et al. 2012). Note

also that aid enters linearly and additively into the impact functions. Complementarity of aid across donors

is ruled out by assumption. However, this assumption is useful in the context here as it implies that the aid

technology is “fragmentation neutral.” For example, if we were to use a technology as in Cordella and

Dell’Ariccia (2007), where developmental efforts by two providers—in their case the recipient government

and a donor—enter as two additive concave functions, then more fragmented aid leads to a higher impact

as compared to less fragmented aid. Our assumption of adding aid efforts linearly (no complementarity

between donors) assures that our fragmentation result is not driven by an assumption related to technol-

ogy. Finally, our setup implicitly assumes that aid impact in a given recipient country does not vary across

donors. This assumption is reasonable as we focus on aid efforts across donors that can benefit from donor

coordination. Aid impact is a public good for the donors.

Total impact of aid of all donors across recipients is then given by

XðaÞ ¼ f1ða1Þ þ f2ða2Þ: (1)

Let the net aid impact of donor 1 be defined by

X1ðaÞ ¼ Xða1; a2Þ �Xðð0; 0Þ; a2Þ: (2)

The net impact of donor 2 is defined similarly. That is, the net impact of a given donor’s aid is the difference

between total impact with and without the aid of that donor. Thus, it measures to what extent a donor

“makes a difference.” Note that this definition of net aid impact corresponds to the typical understanding in

aid evaluations. These look at the difference in outcomes with and without the existence of a given aid project.

It follows endogenously from this setup that the net impact of a donor decreases in the amount of aid by the

other donor. Inspecting (2) reveals that X1 decreases in a2. Increasing aid by donor 2 always increases total

impact X, but it decreases the net impact of donor 1. Thus, more of that total impact gets attributed to donor

2—X2 increases in a2—and less of that total impact gets attributed to donor 1—X1 decreases in a2. Aid shares

between the two donors determine how the total aid impact gets attributed between the two donors.

From a normative point of view, we are interested to know whether a given aid allocation, a, maxi-

mizes total impact, X. This point of view is clearly justified under the traditional interpretation of aid

impact, as aid effectiveness on poverty reduction in recipient countries. If changing a to a0 reduces overall

poverty, then such a change is desirable. To maximize total impact, we solve

max
a1 ;a2

XðaÞ s:t: a1 þ a2 � t; (3)

where t � t1 þ t2. Strict concavity and monotonicity of the impact functions implies that X(a) is concave

and strictly increasing, and the optimization problem has a unique solution. Let the unique solution to

714 Annen and Moers

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/708/2897417 by Joint Bank-Fund Library user on 08 August 2019



this problem be aðtÞ ¼ ða1ðtÞ; a2ðtÞÞ. The function ajðtÞ denotes the optimal aid supply to recipient j as a

function of the budget t. We henceforth refer to “efficiency” in terms of aid allocations that maximize

total impact.

Definition 1 (Efficiency). An aid allocation, a 2 A, is efficient if a1
1 þ a1

2 ¼ a1ðtÞ and a2
1 þ a2

2 ¼ a2ðtÞ.
Let A� denote the set of all efficient aid allocation profiles.

Note that the set A� is not a singleton.6 There are many aid allocations among the two donors such

that they together provide the efficient aid supply ajðtÞ to each recipient j. We first analyze the model

without fixed costs of aid giving, and then with.

Donors Maximize Net Aid Impact

Assume that each donor i¼1,2 simultaneously chooses its aid allocation ai to maximize net aid impact.

Each donor i solves the problem

max
ai

XiðaÞ s:t: a1
i þ a2

i � ti: (4)

This setup produces a two-player game. The following result can be proven.

Proposition 1. When donors i¼1,2 maximize net aid impact Xi, then the set of all Nash equilibrium

aid allocations equals A�.

Proof. See appendix. h

When donors maximize net aid impact, the game has multiple equilibria, as shown in the appendix.

This suggests that “donor coordination” can work as an equilibrium selection device. For example,

international donor summits may be seen as meetings to discuss which equilibrium donors should select.

In addition, the analysis suggest that any agreement reached is implementable. However, since any Nash

equilibrium is efficient according to proposition 1, donor coordination is irrelevant in terms of aid effec-

tiveness, and only affects the distribution of total aid over donors in a recipient country. Note that this

will change in the presence of fixed costs.

Donors Maximize Relative Net Aid Impact

Consider now what happens if donors care about relative instead of absolute net aid impact, as we have

argued in the introduction and literature review. We define “relative net aid impact” of donor i as

Vi ¼
Xi

X1 þX2
: (5)

Vi measures what difference the aid of donor i makes relative to the difference the aid of the other donor

makes. The larger the net impact of the one donor relative to the other, the larger is Vi.

Donors now allocate their aid budget in order to maximize Vi instead of Xi. We thus use relative net aid

impact Vi to model the notion of “donor competition.” X1ða1Þ is strictly increasing in a1 and it is strictly

concave. In contrast, X2ða1Þ is strictly decreasing in a1. Together, this implies that V1 is strictly increasing in

a1. In addition, for any given a2, there is a unique a1 that maximizes X1 subject to the budget constraint. In

fact, aðtÞ � a2 maximizes X1, given an allocation a2 that exhausts the entire budget t2. Assume now there is

a unique a1 ¼ a^1 that minimizes X2 subject to the budget constraint given a2, and assume that

a^1 ¼ aðtÞ � a2. Then a1 maximizes V1, as it maximizes X1 and minimizes X2. We can show that an a2 exists

such that aðtÞ � a2 minimizes X2 and maximizes X1. Differentiating X2 with respect to a1 yields

f 0jða
j
1 þ aj

2Þ � f 0jða
j
1Þ < 0; 8j: (6)

If a2 ¼ aðtÞ � a1, then a1 þ a2 ¼ aðtÞ, which implies that the first term in (6) is identical for all j¼1,2. In

order to minimize X2, the second term in (6) needs to be equalized across all j. The unique a1 that

6 In special cases, it may be though.
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achieves this is a1 ¼ aðt1Þ. Thus, given a2 ¼ aðtÞ � aðt1Þ, V1 has a unique global maximum at a1 ¼ aðt1Þ.
Similarly, given a1 ¼ aðtÞ � aðt2Þ, V2 has a unique global maximum at a2 ¼ aðt2Þ. We are now able to

state our first result:

Proposition 2. Assume that impact functions are such that a(t) is linear in t. Then the game has a

unique Nash equilibrium at ðaðt1Þ; aðt2ÞÞ 2 A�. In this equilibrium, recipients receive identical budget

shares from both donors: Aid is perfectly fragmented in terms of budget shares. The equilibrium aid allo-

cation is efficient.

Proof. If a(t) is linear in t, then aðt1 þ t2Þ ¼ aðt1Þ þ aðt2Þ or aðtÞ � aðt1Þ ¼ aðt2Þ, which establishes

ðaðt1Þ; aðt2ÞÞ as the unique Nash equilibrium using the observations described above. Linearity in t

implies that the budget share of donor i going to recipient j,
ajðtiÞ

ti
is constant for all i¼1,2. h

Thus, when the donors’ objective shifts from maximizing absolute to relative net aid impact, we

move from multiple equilibria to a unique equilibrium. The key property of this equilibrium is that aid is

perfectly fragmented in terms of budget shares. Note also that in equilibrium, each donor allocates aid

“as if” it is the only donor in the game. This equilibrium is still efficient absent any fixed costs, but the

assumption that a(t) is linear in t implies that each donor allocates aid to every recipient country.

However, such linearity is a strong assumption. It is satisfied when X(a) is homothetic in a—which, for

example, is the case when recipients have identical impact functions. Thus, in order for proposition 2 to hold,

one needs to assume that scaling up or down the global aid budget does not affect efficient aid shares to recipi-

ent countries. It is not hard to find reasons why this may not be the case. First, as mentioned in section II, aid

impact typically differs depending on policy quality in recipient countries, that is, aid impact functions are non-

identical. Second, for small enough aid budgets, it is likely that in an efficient allocation some recipient coun-

tries will get zero aid (corner solution). Both suggest that total aid impact X(a) is nonhomothetic.

To analyze the game for cases where a(t) is nonlinear in t, it is convenient to convert each donors’

constrained optimization problem into an unconstrained one by using the fact that donors will exhaust

their entire budget. In this case, a2
i ¼ ti � a1

i . The optimization problem thus reduces to an optimization

problem with one variable.7 Differentiating (5) with respect to a1, setting this expression to equal or

smaller than zero, and simplifying yields the Kuhn-Tucker condition for donor 1:

ð1� V1ÞX01 � V1X02 � ð>Þ0; a1 � 0; ða1 ¼ t1Þ; (7)

where X01 ¼ f 01ða1 þ a2Þ � f 02ðt � a1 � a2Þ and X02 ¼ X01 þ f 02ðt1 � a1Þ � f 01ða1Þ: The first-order condition

for donor 2 is defined similarly. Differentiating once more with respect to a1 and simplifying yields the

second-order condition

@2V1

ð@a1Þ2
¼ ð1� V1ÞX001 � V1X002;

which needs to be smaller than zero. Assume that this condition is satisfied.8 Every allocation that satis-

fies the first-order condition then satisfies the second-order condition, which implies that the donor’s

optimization problem has a unique solution. We are now able to state our next result:

Proposition 3. Assume that impact functions are such that a(t) is nonlinear in t. If t1 ¼ t2, then the

game has a unique Nash equilibrium at ðaðt1Þ; aðt2ÞÞ. In this equilibrium, aid is perfectly fragmented in

the sense that every recipient country receives half of its total aid from donor 1 and 2. The equilibrium

aid allocation is inefficient.

7 In the following analysis, we drop the superscript and set a1
i � ai. Similarly, we set a1ðtÞ � aðtÞ and a2ðtÞ � t � aðtÞ.

8 Note that a sufficient but not necessary condition for the second order condition to be satisfied is that

f 000j ðajÞ � 0 8j.
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Proof. t1 ¼ t2 implies that each donor i can assure Vi ¼ :5. Any Vi 6¼ :5 cannot be part of an equili-

brium. The first-order condition in (7) reduces to

V1ð f 01ða1Þ � f 02ðt1 � a1ÞÞ � ð>Þ0; a1 � 0; ða1 ¼ t1Þ:

This condition is satisfied for a1 ¼ aðt1Þ. Strict concavity in f assures that aðt1Þ is unique. The same

insight applies to donor 2. The allocation ðaðt1Þ; aðt2ÞÞ is the unique Nash equilibrium. h

Note that the equilibrium aid allocation is no longer efficient now that a(t) is nonlinear in t, even

before fixed costs. For example, when there are recipients where aðtiÞ ¼ 0 for i¼1,2, whereas a(t)>0,

then these recipients receive no aid in equilibrium, while they would receive a positive amount of aid

if donors were to maximize net impact instead of relative net impact. This would occur, for example,

if donors perceive that aid has a larger impact in poor countries with good policies. Each donor then

concentrates its aid on those recipients, ignoring the fact that the presence of other donors lowers

the marginal impact such that aid could have a larger impact when also given to countries with less

favorable policy environments. Thus, perversely, individual donors’ drive to maximize impact rela-

tive to other donors by concentrating on poor countries with good policies leads to higher aid frag-

mentation and inefficiency in the Nash equilibrium of all donors. We will make use of this in our

empirics.

The first-order conditions defined in (7) implicitly define the best-response functions of the game.9

For an allocation a2 ¼ 0 < aðt2Þ, a relatively large (small) donor will allocate strictly less (more) than

aðt1Þ to recipient j. In fact, if V1 is sufficiently large, donor 1’s best response may be to give zero aid to

recipient j if donor 2 gives zero aid to this recipient. A similar insight applies to the case when

a2 ¼ t2 > aðt2Þ. Thus, for a large donor, the more aid the other donor gives to a recipient, the more aid

it gives to this very same recipient as its best-response. Of course, this is contrary to best responses

observed in proposition 1, as more aid by one donor leads to less by the other there. For a small donor,

the direction of its best response depends on exactly how small a donor is. If V1 is close to .5 when the

other donor gives little aid to recipient j, then the slope of donor 1’s best response is positive. In con-

trast, if V1 is small no matter a, then this slope is negative for any a2 2 ½0; t2�. For a relatively small

donor, more aid to a recipient by the other donor leads to less aid to that recipient as its best response.

Thus, we obtain that for relatively small donors there is strategic substitutability of aid, while for rela-

tively large donors there is strategic complementarity. Note also that these observations imply that

best-response functions intersect exactly once. Thus, the game has a unique Nash equilibrium for any

t1; t2 > 0.

One can illustrate the uniqueness of the equilibrium, and the inefficiency of the equilibrium allocation

graphically as in figure 4, showing best-response functions for the case with donors with nonidentical

budgets, and for a specification of impact functions where a(t) is nonlinear in t. The ðaðtÞ � aðtÞÞ-line in

the graph shows all possible combinations of aid between donor 1 and 2 to recipient 1 that maximize

total impact. The equilibrium allocation in the figure is strictly below that line. Donor coordination in

this situation would make overall aid impact larger. However, a coordinated aid allocation is not a Nash

equilibrium, and therefore not implementable.

We can establish the following comparative statics result:

Proposition 4. Assume that impact functions are such that a(t) is nonlinear in t. Let t1 ¼ ht and

t2 ¼ ð1� hÞt. Without loss of generality assume that h � :5. Then, the inefficiency in the unique equili-

brium aid allocation is the highest when h ¼ :5 and it is nonincreasing in h for all h 2 ½:5;1�.
Proof. See appendix. h

9 A more technical version of this discussion is deferred to the appendix.
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This proposition implies that an unequally distributed global aid budget over donors is better for effi-

ciency than more equally distributed aid budgets. It suggests that, in equilibrium, smaller donors behave

differently from larger donors. We will make use of this in our empirics.

Introducing Fixed Costs

Our model so far shows that the global aid allocation will be inefficient if a(t) is nonlinear in t, even

before the incorporation of another important fact related to the disbursement of aid: Aid giving is

costly. For example, when a donor starts to operate in a recipient country it incurs fixed costs, without

which it has no impact. Such costs initially include getting familiar with a recipient country, setting up a

local office, contacts with the government and other institutions, etc. Beyond that, a donor will at least

face some fixed costs, such as wages and building of a local office in a recipient country. Easterly and

Williamson (2011) note that donor transparency on overhead is dismal but estimate that the average

ratios of administrative costs, and salaries and benefits to aid disbursements, are 0.17 and 0.12, respec-

tively. However, they also find a wide variance, indicating that fixed costs can be quite large. The ques-

tion then arises whether our results survive if we add fixed costs to the game.

Figure 4. Best-Response Functions with Non-Identical Donors

Source: Authors’ analysis based on the numerical example discussed in the text.
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In order to see the impact of fixed costs on the equilibrium aid allocation, assume that fixed costs

amount to more than half of a donor’s budget. It is then no longer feasible for a donor to operate in both

recipient countries. We can show that donor fragmentation is still likely to occur even under this extreme

assumption. If donors coordinate their aid—that is, donor 1 operates in recipient country 1 and donor

2 operates in recipient country 2—then the net impacts for donor 1 and 2 are X1 ¼ f1ðst1Þ and

X2 ¼ f2ðst2Þ, respectively, where 1� s > 0:5 is the share of a donor’s budget used to cover fixed costs. If

both donors operate in recipient country 2 then X1 ¼ f2ðsðt1 þ t2ÞÞ � f2ðst2Þ and

X2 ¼ f2ðsðt1 þ t2ÞÞ � f2ðst1Þ. Assume that f 01ðaÞ < f 02ðaÞ for all a � 0. Thus, recipient 2 is the high-

impact country. It is easy to see that, if donors have equal budgets, each donor gives aid to the high-

impact recipient in the unique Nash equilibrium. In this case, aid coordination would yield a strictly

lower net aid impact for the donor who were to give aid to country 1. This donor has a beneficial devia-

tion, which is to shift its aid from recipient 1 to recipient 2. In fact, with donors with equal budgets, aid

fragmentation is always the unique equilibrium, no matter how large fixed costs are. In this equilibrium,

one recipient receives all the aid, while the other receives nothing.

In contrast, with donors with different budgets the game may no longer have an equilibrium in pure

strategies. In this case, given that the large donor gives aid to recipient 2, then it is a best response for a

small enough donor to give aid to recipient 1. However, given that the small donor gives aid to recipient

1, it is a best response for the large donor to give aid to the very same country. Thus, we are in a situation

in which the large donor wants to operate where the small is, while the small donor wants to operate

where the large donor is not. The game will have an equilibrium in mixed strategies. If donor 2 gives aid

to recipient 1 with probability p and donor 1 gives aid to recipient 1 with probability q, then the change

in payoff for a marginal change in q given p for donor 1 equals:

p½V1ð0;0Þ þ V1ðst1; st2Þ � V1ð0; st2Þ � V1ðst1; 0Þ� � V1ð0; 0Þ þ V1ðst1;0Þ:

If V1ð0;0Þ > V1ðs1;0Þ we still obtain our fragmentation result, because for p¼0, donor 1’s best-response

is to set q¼0. Furthermore, if t1 ¼ t2 the term in the square brackets equals zero, which implies that the

expression is negative for all p 2 ½0;1�. We confirm the unique equilibrium to give all aid to recipient 2

in this case. If donor 1 is sufficiently smaller than donor 2, then V1ð0; 0Þ < V1ðs1; 0Þ. In this case, donor

1’s best response is to set q¼1 if p¼0, and to set q¼0 if p¼1. However, there will be a unique p� 2 ð0;1Þ
so that any q 2 ½0;1� is a best response. If ðq�; p�Þ denotes the Nash equilibrium in mixed strategies, then

aid will be fragmented with probability q�p� þ ð1� q�Þð1� p�Þ > 0:5.10 Thus, we obtain the result that

the probability of aid fragmentation is always larger than .5 no matter the relative size of donors’

budgets.

Fixed costs introduce noncontinuities into the problem. Best-response functions jump at the point

where donors move from allocating aid to one country to two countries. For small enough costs, there

will still be an intersection point of best-response functions, and the analysis in the previous subsection is

not affected in the sense that aid remains perfectly fragmented in the equilibrium. However, as we have

now seen, if fixed costs are larger, we may no longer have an equilibrium in pure strategies. This,

though, can only happen if donors have different budgets, and aid fragmentation still remains likely

then. In the case of donors with equal budgets aid always remains fragmented in equilibrium no matter

the magnitude of fixed costs.

The coordination of aid allocations is now desirable not only to avoid the inefficiencies described in

the previous subsection but also those created due to multiplication of fixed costs. However, the model

shows that a donor agreement that seeks to avoid these inefficiencies is still unlikely to be implemented.

10 When recipient countries are identical, then V1ð0;0Þ�V1ðst1 ;0Þ
V1ð0;0ÞþV1ðst1 ;st2Þ�V1ð0;st2Þ�V1ðst1 ;0Þ ¼ 0:5, in which case this expression has its

minimum that equals .5.
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Introducing More Recipients and More Donors

The analysis so far is based on a world with two donors and two recipients. In reality, of course, these

numbers are higher. This raises the question how our results are affected by increasing the number of

donors and recipients.

Increasing the number of recipients while keeping the number of donors at two does not produce

qualitatively new insights, as long as recipients have different impact functions. If impact functions are

identical, and donors have to incur sufficiently large fixed costs, equilibria appear where one donor

focuses on one group of countries whereas the other donor focuses on another group. However, as

pointed out before, the assumption of identical impact functions of recipients is difficult to justify.

Consider now the case with more donors, while keeping the number of recipients at 2. If there are d

donors, then the first-order condition for donor i described in (7) changes to

ð1� ViÞX0i � Vi

Xd�1

k¼i

X0k

 !
� ð>Þ0; ai � 0; ðai ¼ tiÞ:

A donor’s problem now is to choose its aid allocation to maximize its own impact while minimizing the

sum of the impact of the other donors. Vi still functions as a weight between these two concerns. As

before, donors with a relatively large budget are more concerned about reducing the impact of other

donors in their aid allocation decision than donors with a relatively small budget. In order to see how

increasing the number of donors affects the equilibrium, consider the example of two equally large

donors plus two equally small donors with a budget that is 20 times smaller than the budget of the two

large donors.11 In this example, there is a unique equilibrium in which the two large donors fragment by

giving aid to both recipients, and the two small donors concentrate their aid efforts on the recipient that

receives “too little” aid in terms of efficiency from the large donors. In this equilibrium, the two large

donors mainly compete with each other, while their aid allocation decisions are only marginally affected

by the allocations of the small donors.

The question then arises whether the two small donors compete against each other like the two large

donors do. In order to analyze this, assume now that, instead of having one recipient that receives “too

little” aid from the large donors, there are two such recipients. That is, we have a world of three recipi-

ents and four donors in total. In this numeric example, the unique equilibrium is that the two small

donors each split their budget between the two recipients that receive “too little” aid from the large

donors. Thus, small donors also compete against each other in equilibrium. However, if donors have to

incur large enough fixed costs, then “coordinated aid” among the small donors appears as an equili-

brium. In our simulation, fixed costs of 2 percent of total budget per recipient were enough to generate

this “coordinated” equilibrium. Note that these fixed costs are small enough that it is clearly feasible for

small donors to operate in all recipient countries, but they choose not to. In this equilibrium, the two

large donors allocate aid to all three recipients, while the two small donors each give aid to a different

one of the two recipients that receive “too little” aid from the large donors. We will make use of this in

our empirics.

Moving toward a world with more than two recipients and donors, the model thus predicts that small

donors care more about maximizing their own aid impact in recipient countries than large donors do.

The latter always keep their aid allocations fragmented, whereas the former, already at small fixed costs,

start coordinating their aid allocations to improve efficiency. This is nicely in line with the empirical

finding by Alesina and Dollar (2000) that aid allocations of the largest donors (US, Japan, France, in

their data) are most “distorted” from an efficiency viewpoint, whereas notably the Nordic countries

11 Reality is more extreme: in 2009, the budget of the average donor was about 108 and 65 times smaller than the budget

of the US and Japan, respectively, the two largest donors in that year.
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seem to care more about efficiency. However, our model also suggests that the smaller donors, like the

Nordics, would start behaving in a similarly distorted manner if they were the larger. Perversely, making

smaller, “better” donors larger could thus actually deteriorate the overall efficiency of global aid.

IV. Empirical Evidence

The main prediction of our model is that aid is fragmented in equilibrium. In section I, we already

showed that aid is fragmented, and that fragmentation has increased over time. However, there are other

implications of the model that we can explore in the data. The model suggests that relatively small

donors choose to have less recipients and their aid allocations among the fewer recipients is less frag-

mented. Moreover, it suggests that increased relativeness should lead to increased fragmentation.12

Regarding the different behavior of smaller donors, figure 1 already indicated that they tend to give

aid to fewer countries than larger donors. A Poisson regression between the number of recipients of a

donor and its share in the global aid budget for the year 2011 shows a significant positive relationship

(see column I in table 1).13 However, this correlation may be simply driven by (budgetary) feasibility, as

for example fixed costs may make it difficult for small donors to operate in a large number of recipient

countries.14 In order to control for feasibility, we include the donors’ GDP per capita as a control.

Column II reports the result with this control, and we can see that there is still a statistically significant

positive relationship between budget share and the number of recipients, although somewhat smaller

than in Column I, which was to be expected. Column III reports panel regression results. The advantage

of this analysis is that we can control for donor-fixed effects. Our result prevails: A larger share in the

global aid budget is associated with more aid recipients given the income level of donors and given

donor-fixed effects that may affect the number of recipients.

Although smaller donors allocate aid to fewer countries on average, it is not clear whether their aid is

less fragmented. For example, smaller donors could cluster in the same recipient countries and as a group

have highly fragmented aid in these countries. In order to test whether this is the case, we divide donors

into two groups for each year between 1980 and 2011: We rank their total budgets and then form

groups of eight among the donors with the 16 highest budgets.15

We calculate aid fragmentation for each recipient country in each year for both groups and for both

groups take the average across recipients for each year. Figure 5 shows that aid fragmentation is always

higher for the eight largest donors compared to the other group of donors. This difference is significant

for most years. Column IV in table 1 replicates figure 5 for the year 2011 in a cross-section regression. It

confirms that aid fragmentation is significantly higher among the 8 largest donors as compared to the

other group. Column V in table 1 replicates figure 5 as a panel regression. The advantage here is that we

12 We limit this empirical section to bilateral donors. For multilaterals, since executive boards consisting of many coun-

tries take their operational decisions, competition may largely take place within these boards.

13 We use a Poisson regression with heteroskedastic-robust standard errors in columns I and II and with cluster-robust

standard errors in column III. Poisson regressions are appropriate here as we deal with count data that is bounded be-

low (at zero) and above (at about 150, the maximal number of possible aid recipients). Note that using OLS regres-

sions instead of Poisson regressions gives qualitatively identical results.

14 In figure 1, the case of South Korea is the extreme case demonstrating that a relatively small donor can have a very

large number of aid recipients. There are other examples: In 2009 Canada disbursed aid to 137 recipients, in 1995

Belgium to 121, in 2001 the Netherlands to 133, in 2007 Greece to 119, etc. These examples suggest that is feasible

for small donors to give aid to a large number of recipients.

15 Note that the Herfindahl index is sensitive to the number of donors. For this reason, we form groups of equal size.

These 16 donors together controlled 99 percent and 94 percent of the global aid budget in 1980 and 2011 respectively.

In 1980 the top eight donors controlled about 87 percent of the global aid budget, whereas in 2011 this number

changed to 80 percent. In 2011, there are many more small donors compared to 1980, but they control only a very

small fraction of the global aid budget.
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Figure 5. Aid Fragmentation and Relative Donor Size

Source: Authors’ analysis based on data sources discussed in the text.

Table 1. Larger Donors vs. Smaller Donors

Dependent variable: No. of recipients Aid fragmentation

(I) (II) (III) (IV) (V)

Global budget share 0.06*** 0.04*** 0.01***

(0.01) (0.01) (0.00)

Lagged GDPpc (log) 0.25*** 0.18

(0.09) (0.17)

8 Largest donors 0.06*** 0.10***

(0.02) (0.01)

Constant 4.35*** 1.85* 0.49*** 0.46***

(0.08) (1.01) (0.02) (0.01)

Donor FE no no yes no no

Recipient FE no no no no yes

Time FE no no yes no yes

N 38 37 1170 291 9358

Pseudo-R-squared 0.15 0.22

Chi-squared 14.81 20.66 44396.72

R-squared 0.02 0.09

F statistic 8.32 6.56

Notes: Columns I, II, and III report results of Poisson regressions with the number of aid recipients as the dependent variable. Columns I and II use the sample of

37 bilateral donors in 2011, which includes DAC and non-DAC donors. Column III uses the same sample but in a panel between 1961 and 2011. Regressions I and II

use heteroskedastic-robust standard errors, and regression III uses cluster-robust standard errors at the donor level—all reported in parenthesis. Columns IV and V

report OLS regressions with aid fragmentation (1 minus Herfindahl index) as the dependent variable. Cluster-robust standard errors at the recipient level reported in

parenthesis. Significance levels: *: 10 percent **: 5 percent ***: 1 percent.

Source: Authors’ analysis based on data sources discussed in the text.
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can use recipient fixed-effects. We find that aid fragmentation is significantly higher in the group of the

8 largest donors as compared to the other group. The point estimate suggests a difference of 10 percent-

age points. We conclude that the correlations reported in table 1 are consistent with the prediction of

our model that smaller donors choose to have fewer recipients and that aid of smaller donors is less frag-

mented among those fewer recipients.

Our model also predicts that increased relativeness should lead to increased fragmentation. As dis-

cussed in the introduction and literature review, there has been an increase in the publication of donor

rankings. In these rankings measures of “aid-selectivity” play a crucial role (see Birdsall and Kharas

2010; Easterly and Williamson 2011; Knack et al. 2011; and Roodman 2012, for four recent examples).

Its basic idea is that donors allocate their aid to countries in which they can be more effective. Burnside

and Dollar (2000) was most influential in this respect, focussing donors on poor recipient countries with

good policies, as documented by Easterly (2003). Both policy and poverty selectivity have thus become

more important in donors’ aid allocation decisions. Given that aid selectivity plays an important role in

donor rankings, which are inherently relative measures of donor performance, our model explaining aid

fragmentation should apply better to aid-selective donors than to donors that are not aid selective as

measured in these rankings.

To measure aid selectivity, we use the Commitment to Development Index (CDI), produced and

updated every year since 2003 by the Center for Global Development (CGD), estimating aid selectivity

as part of their quality assessment of donors’ aid efforts in their donor ranking.16 We take the aid selec-

tivity measure from the CDI and divide donors into two groups for every year between 2006 and 2011:

aid selective donors and non-aid selective donors. The selectivity measure in the CDI captures to what

extent aid is targeted at poor and well-governed countries. Thus, the CDI selectivity measure captures

the policy and poverty selectivity of a donor’s aid allocation, in line with Burnside and Dollar (2000).

We classify a donor as being “aid-selective” (S¼1), if this aid selectivity measure is above the median

value in a given year; as “non aid-selective” if not (S¼0). Table 2 shows how donors do in terms of aid-

selectivity by showing their average between 2006 and 2011. A donor with a value of 1, which includes

most of the Nordic countries, and some other small donors, indicates that these donors have always

been classified as aid-selective in all the years. In contrast, a value of zero indicates that a donor has

always been classified as non-aid selective in all the years. Noteworthy, the United States has a value of

zero.

Specifically, we can now use the CDI aid selectivity measure to test the prediction of our model that

aid fragmentation among aid-selective donors should be higher as compared to non-aid selective donors

particularly in recipient countries that fare well on the selectivity criterion used by the donors. A recipi-

ent country with a good policy environment should thus attract more fragmented aid from the aid-

selective donors as compared to non-aid-selective donors. Likewise, a poorer recipient country should

attract more fragmented aid from aid-selective donors as compared to non-aid-selective donors.

To test this hypothesis, we calculate a fragmentation measure for aid-selective and non-aid-selective

donors in each recipient country for each year between 2006 and 2011. We then estimate the following

model:

FRAGi;t;S ¼ b0 þ b1Sþ b2GNIpci;t�1 þ b3POLi;t�1

þ b4S� POLi;t�1 þ b5S�GNIpci;t�1 þ /i þ st þ �i;t;S;
(8)

where FRAG measures aid fragmentation in recipient country i in year t for aid-selective donors (S¼1)

and non-aid-selective donors (S¼0). The variables GNIpc and POL measure income level and policy

16 See Roodman (2012) for an exact description of the methodology used to derive the CDI. The data can be found at

http://www.cgdev.org/initiative/commitment-development-index/inside.
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quality in recipient country i in the year t–1 respectively. In our panel regressions, we include recipient-

and time fixed effects. As we have two observations for each recipient country in a given year, we use

cluster-robust standard errors also for our “cross-section” regressions. For our income measure we use

GNI per capita (PPP adjusted), and for our policy measure we use two measures: The World Bank CPIA

measure, and World Governance Indicators (WGI) developed by Kaufmann, Kraay, and Mastruzzi.17

Note that CDI uses WGI as its policy measure, and Knack et al. (2011) use CPIA.

Our main interest is in the interaction terms with S (aid selectivity): We should find a negative interac-

tion term with respect to GNIpc and a positive interaction term with respect to POL. Table 3 shows the

results. The first three regressions report the results for the year 2011, and the other three regressions

report the results using data between 2006 and 2011, when including recipient- and time-fixed effects.

Columns I and IV use the CPIA as the policy measures, and the remaining columns use WGI.

Table 2. Donor Ranking in Aid Selectivity

Rank Donor Avg. S

1 Denmark 1.00

1 Finland 1.00

1 Iceland 1.00

1 Ireland 1.00

1 Luxembourg 1.00

1 Netherlands 1.00

1 New Zealand 1.00

1 Portugal 1.00

1 Sweden 1.00

1 Switzerland 1.00

11 France 0.83

11 Japan 0.83

11 United Kingdom 0.83

14 Australia 0.50

14 Austria 0.50

14 Belgium 0.50

14 Canada 0.50

14 Israel 0.50

19 Germany 0.33

19 Hungary 0.33

19 Norway 0.33

22 Italy 0.17

22 Poland 0.17

24 Cyprus 0.00

24 Czech Republic 0.00

24 Greece 0.00

24 Korea 0.00

24 Lithuania 0.00

24 Slovak Republic 0.00

24 Spain 0.00

24 Turkey 0.00

24 United Arab Emirates 0.00

24 United States 0.00

Notes: Donor is classified as “Aid Selective” (S¼1) if ranked in the top half according to the aid selectivity measure calculated by the “Commitment to

Development Index” (CDI); “Non-Aid Selective” if not (S¼0). The measure reported above is the average of S between 2006 and 2011.

Source: Authors’ analysis based on data sources discussed in the text.

17 The data for WGI can be accessed at the following link: http://info.worldbank.org/governance/wgi/index.aspx#home.
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Columns III and VI show the results using WGI as the policy measure but using the sample that matches

the one used in the CPIA regressions. In all the regressions, the interaction-terms have the expected sign

and are statistically significant at the 5-percent level or less, except in one specification, where the inter-

action term with WGI is not significant. In line with our model, these results suggest that the relationship

between poverty and aid fragmentation is significantly different for aid selective donors compared to

non-aid-selective donors. The same is true for the relationship between policy and aid fragmentation.

For non-aid selective donors, the relationship between poverty and fragmentation is either not signifi-

cant, or significant with the wrong sign. For example, in column III the coefficient for GNIpc is signifi-

cant at the 1-percent level but it has a positive sign. The same conclusion applies to the relationship

between policy and fragmentation for non-aid selective donors. In contrast, the relationship between

poverty and fragmentation for aid-selective donors has the expected sign and it is statistically significant

in all regressions. These results are reported under “GNIpc jS ¼ 1.” The relationship between policy and

aid fragmentation is always positive for aid-selective donors, as expected, but coefficients are significant

only in the “cross-section” regressions. These results are reported under “POL jS ¼ 1.” We infer that

our results are robust for poverty, but less so for policy, although the coefficient in all the regressions has

the expected sign. We also observe that overall, aid-selective donors exhibit a higher level of aid

Table 3. Aid Selectivity and Aid Fragmentation for “Aid-Selective” and “Non-Aid-Selective” Donors

Dependent variable: aid fragmentation (1-Herfindahl)

Year 2011 Years 2006–2011

(I) (II) (III) (IV) (V) (VI)

S 0.16 0.90*** 1.69*** �0.07 0.51*** 0.55**

(0.32) (0.31) (0.39) (0.18) (0.17) (0.21)

Lagged real GNIpc (log) 0.05* 0.02 0.08*** �0.11 �0.06 �0.10

(0.03) (0.03) (0.03) (0.07) (0.06) (0.07)

Lagged CPIA (log) �0.24* �0.17

(0.14) (0.15)

Lagged WGI �0.07 �0.13*** �0.01 �0.04

(0.04) (0.04) (0.04) (0.06)

CPIA �S 1.04*** 0.47***

(0.24) (0.15)

GNIpc �S �0.17*** �0.09** �0.18*** �0.06** �0.06*** �0.06**

(0.05) (0.04) (0.05) (0.02) (0.02) (0.03)

WGI �S 0.13** 0.28*** 0.05 0.10**

(0.06) (0.08) (0.04) (0.04)

Constant 0.39** 0.32 �0.21 1.45*** 1.02*** 1.25***

(0.19) (0.22) (0.21) (0.45) (0.35) (0.46)

Recipient FE no no no yes yes yes

Time FE no no no yes yes yes

POL jS ¼ 1 0.80*** 0.06* 0.14** 0.30 0.04 0.06

(0.23) (0.04) (0.06) (0.19) (0.05) (0.07)

GNIpc jS ¼ 1 �0.12*** �0.07*** �0.10*** �0.16** �0.12* �0.16**

(0.03) (0.02) (0.04) (0.07) (0.07) (0.07)

R-squared 0.20 0.08 0.16 0.51 0.48 0.50

N 148 250 148 890 1566 890

Notes: Dependent variables are aid fragmentation measured by one minus the Herfindahl index for aid-selective and non-aid-selective donors. All regressions use

OLS with clustered standard errors in parenthesis. Significance levels: *: 10 percent **: 5 percent ***: 1 percent.

Source: Authors’ analysis based on data sources discussed in the text.
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fragmentation as the coefficient of the dummy variable S is positive in five out of the six specifications.

Finally, when comparing columns II and III, and V and VI, we observe that the interaction terms and the

coefficients GNIpc jS ¼ 1 and POL jS ¼ 1 increase in absolute value when changing from the full sample

with WGI as a policy measure to the CPIA sample. This is relevant as the CPIA measure is published for

“IDA-elegible” countries only, and these countries are all low-income countries. Thus, our finding of

increased aid-selectivity leading to an increased aid fragmentation seems particularly relevant for IDA-

elegible countries.

To conclude, the correlations reported in table 3 are in line with the predictions of our model. The

evidence thus points to possible unintended consequences of making donors more accountable in terms

of their aid selectivity. Increased aid selectivity may lead to increased aid fragmentation, and if aid frag-

mentation reduces aid effectiveness, this policy may in fact backfire and make aid less effective.

V. Conclusion

Aid fragmentation remains high, and has in fact increased, despite increasing rhetoric against it, which

begs an explanation. This fragmentation can be seen as one of the reasons for the ambiguous results in

the aid effectiveness literature.

Our model shows how competition among donors for aid impact, in any dimension, inherently leads

to aid fragmentation. The equilibrium aid allocation may be inefficient even without fixed costs, and

this inefficiency increases in the equality of donors’ budgets. In equilibrium, smaller donors have less

fragmented aid, and behave better from an efficiency viewpoint. Moreover, the model explains how

attempts, such as recently undertaken, to better evaluate donor impact via “measurable results,” and tar-

get aid on countries with higher “policy quality” and poverty, however well-intended, can backfire in

more fragmentation and less efficiency, because they may well increase relativeness. Our empirics are in

line with the results of the model.

Our model thus essentially says that efforts to improve donor coordination are doomed to failure,

since they do not change the incentives underlying donors’ strategic interaction, unless they end relative-

ness. We do not want to be read as suggesting that an aid monopoly would be the best of all worlds, as,

clearly, some competition between donors is healthy, but we show that the competitive forces push

towards a fragmented and inefficient equilibrium.

This points to the importance of avoiding relativeness in evaluating aid impact. Donor coordination

is a feasible equilibrium outcome in our model only if donors care about their absolute and not relative

impact. Thus, the development of absolute standards in evaluating aid impact seems crucial. Note

that, to the extent that emerging donors, such as China, are reinforcing the general focus on relative-

ness, their emergence will inherently lead to more fragmented and less effective aid according to our

model.

Finally, note that, focussing on explaining donor fragmentation, our model says nothing about aid-

recipient behavior. An interesting extension of our model could be to investigate feedback mechanisms

from donor competition to aid-recipient behavior and vice versa. This could for example shed light on

the effectiveness of donor conditionality. Svensson (2003) notes that conditionality essentially does not

work, because the threat of not disbursing is not credible. He stresses that the outcome could be

improved by explicitly linking aid allocation and disbursement decisions by donors, and, in his conclu-

sion, wonders why the donor community then has not introduced such a link. Our model suggests this

could be because of the competition for aid impact among the donors themselves. This divides the

donors, and, in practice, the recipient will know and play that. Thus, the implications of the competitive

forces that lead to donor fragmentation may be even more damaging than “just” the inefficiencies we

found modeling the donor side while abstracting from the recipients’ game.
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Appendix

Proof of Proposition 1. Comparing (1) with (2) yields the insight that maximizing total net impact is identical to

maximizing total impact since the negative term in (2) does not depend on donor i’s choice. Total impact is given by

Xða1; a2Þ ¼
X2

j¼1

fjðaj
1 þ aj

2Þ:

Forming a Lagrangian yields

LðaiÞ ¼
X2

j¼1

f ðaj
1 þ aj

2Þ þ kiðti � a1
i � a2

i Þ:

Strict monotonicity in the impact functions implies that donor i will always disburse the entire budget ti. For each

donor i¼1,2, the Kuhn-Tucker conditions are given by

f 0j ða
j
1 þ aj

2Þ � ki � 0 aj
i � 0; 8j ¼ 1;2; (9)

and

ti � a1
i � a2

i ¼ 0: (10)

Since the aid of each donor enters additively into the impact functions, for any given a 2 A, f 0j in (9) is identical for

both donors. This implies that in a solution to the optimization problem, we must have that k1 ¼ k2, because the con-

straint is binding for both donors. Furthermore, the sum of aid disbursed by the two donors equals t1 þ t2 ¼ t, which

implies that k1 ¼ k2 ¼ vðtÞ, where vðtÞ denotes the shadow price of aid when solving the problem in (3). The mar-

ginal aid impact of an extra budget dollar is the same as in the unique solution of the optimization problem in (3).

Thus, any a 2 A� constitutes a solution to the system of equations described in (9) and (10) for both donors simulta-

neously. Any allocation a 2 A�, therefore, can be established as a Nash equilibrium. In contrast, an allocation a 62 A�

cannot be a Nash Equilibrium. In this case, (9) must be violated for at least one donor. h

Description of Best-Response Functions. Using implicit differentiation of (6), we obtain:

@a1

@a2
¼ �ð1� 2V1ÞX00 �

@V1

@a2
ðX01 þX02Þ

ð1� V1ÞX00 � V1X002:
(11)

The sign of
@a1

@a2
is determined by the sign of the numerator as we know that the sign of the denominator is negative

(second-order condition). Differentiating, using the fact that V 0 ¼ 0, and simplifying yields that the sign of
@V1

@a2
is

equal to the sign of the expression

V1ð f 02ðt1 � a1Þ � f 01ða1ÞÞ þ ð1� V1Þð f 02ðt2 � a2Þ � f 01ða2ÞÞ: (12)

This expression (12) equals zero at ðaðt1Þ; aðt2ÞÞ. We rewrite the first-order conditions in (7) as

ð1� 2V1Þð f 01ða1 þ a2Þ � f 02ðt � a1 � a2ÞÞ þ V1ð f 01ða1Þ � f 02ðt1 � a1ÞÞ � 0: (13)

Consider now an allocation a2 ¼ 0 < aðt2Þ. Then, V10 ðaðt1Þ; a2Þ < ð>Þ0 if V1 > ð< Þ:5 at this allocation, which

means that a relatively large (small) donor will allocate strictly less (more) than aðt1Þ to recipient j. In fact, if V1 is suf-

ficiently large, donor 1’s best-response may be to give zero aid to recipient j if donor 2 gives zero aid to this recipient.

A similar insight applies to the case when a2 ¼ t2 > aðt2Þ. If V1ðaðt1Þ; a2Þ > ð< Þ:5, then a1ða2Þ > ð< Þaðt1Þ.
@a1

@a2
> 0

if V1ða1; a2Þ > :5 for any a2 that exhausts the entire budget t1. Thus, for a large donor, the more aid the other donor

gives to a recipient, the more aid it gives to this very same recipient as its best-response. Of course, this is contrary to

best responses observed in proposition 1, as more aid by one donor leads to less by the other there. For a small donor,

the sign of
@a1

@a2
depends on exactly how small a donor is. In fact, if V1 is close to .5 when the other donor gives little
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aid to a recipient j, then
@a1

@a2
> 0. If V1 is small, then

@a1

@a2
< 0 for any a2 2 ½0; t2�. For relatively small donors, more

aid to a recipient by the other donor leads to less aid as their best-response. Thus, we obtain that for relatively small

donors there is strategic substitutability, while for relatively large donors there is strategic complementarity. Note

also that these observations imply that best-response functions intersect exactly once. Thus, the game has a unique

Nash equilibrium for any t1; t2 > 0.

Proof of Proposition 4. The parameter h measures donor 1’s share of the global aid budget t. Without loss of gen-

erality assume that a(t) is convex in t. This implies that t � aðtÞ, the aid amount distributed to recipient 2, is concave

in t.18 Note that because both f1 and f2 are strictly increasing, a(t) and t � aðtÞ is non-decreasing in t. Then, aðhtÞ þ a

ðð1� hÞtÞ < aðtÞ for all h 2 ð0; 1Þ and the difference AðhÞ � aðtÞ � ½aðhtÞ þ aðð1� hÞtÞ� does not increase in h for all

h 2 ½:5; 1�. The fact that AðhÞ is non-increasing in h for all h 2 ½:5; 1� implies that total aid impact XðaðhtÞ; aðð1� hÞtÞÞ is

non-decreasing in h for all h 2 ½:5; 1�. Consider now the first-order condition when a~¼ ðaðhtÞ; aðð1� hÞtÞÞ. If h ¼ :5,

the first-order condition is satisfied for both donors and we have a Nash equilibrium. Consider now a global

budget with h > :5. Then V10 ða~Þ < 0, and V20 ða~Þ > 0. Given a~, it is a best-response for donor 1 to decrease and for

donor 2 to increase the aid to recipient 1. If the adjustment process to the equilibrium leads to an increase and

decrease of aid in identical magnitudes, then X0 remains unchanged, and efficiency is not affected by this adjustment

process. Assume there is such an equilibrium where a1 ¼ aðhtÞ � D and a2 ¼ aðð1� hÞtÞ þ D, with D > 0. In this allo-

cation, starting from a~, donor 1 transfers the amount of D from recipient 1 to recipient 2 thereby increasing

inefficiency, and donor 2 transfers the amount of D from donor 2 to donor 1 thereby removing the increased

inefficiency created by donor 1. Then, X1 ¼ Xða~Þ � f1ða2 þ DÞ � f2ððt � hÞt � a2 � DÞ > X1ða~Þ and

X2 ¼ Xða~Þ � f1ða1 � DÞ � f2ðht � a1 þ DÞ > X2ða~Þ. This, however, cannot be an equilibrium as donor 1 has a benefi-

cial deviation given donor 2 allocates a2 ¼ aðð1� hÞtÞ þ D. For example, to allocate a1 ¼ aðhtÞ will strictly decrease

X2 and it will strictly increase X1, thereby increasing V1. Note that the same logic applies to an adjustment process

where donor 1 decreases its aid amount to recipient 1 by more than donor 2 does. This implies that in a Nash equili-

brium, a��, we must have that Xða��Þ > Xða~Þ. Since Xða~Þ is (weakly) increasing in h 2 ½:5; 1�, Xða��Þmust be (weakly)

increasing in h 2 ½:5;1�.
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The Impacts of India’s Food Security Policies

on South Asian Wheat and Rice Markets

Nelson Benjamin Villoria and Elliot Wamboka Mghenyi

Abstract

We quantify the extent to which India’s success in stabilizing its wheat and rice markets affects other countries

in South Asia. We deal with the variability of Indian trade and price policies by analyzing market outcomes

during periods of low and high world prices; we also conduct stochastic simulations where Indian policies en-

dogenously adjust to fluctuations in domestic and world supplies. South Asian wheat and rice markets operate

near autarky, and therefore, intra-regional price transmission is limited. However, we find that when India’s

policies result in implicit export subsidies, consumers in countries that import from India benefit; meanwhile

implicit producer taxation harms consumers elsewhere. Pakistan—the only country in the region that competes

with India in foreign markets—would see gains in market shares when India reduces its export subsidies. We

also find that the low intra-regional trade shields India’s neighbors from the excess volatility caused by Indian

policies.

JEL classification: F14, F15, N55, Q17, Q18

India has succeeded in stabilizing its domestic wheat and rice prices relative to international prices

(Srinivasan and Jha 2001; Pursell, Gulati, and Gupta 2009). Such success is due to a system of policies

that seeks to both increase production and reduce price volatility (Shreedhar et al. 2012; Hoda and

Gulati 2013). However, agricultural policies do not operate in a vacuum. Domestic price stabilization

policies may result in lower prices, which can discourage competition from abroad (Houck 1986).

Moreover, international trade operates as a risk-sharing agreement, and when one country obstructs

trade to reduce its own price volatility, it may further exacerbate volatility in foreign markets (Anderson

and Nelgen 2012).

This paper examines the extent to which India’s wheat and rice price management policies influence

production, consumption, and prices in Bangladesh, Nepal, Pakistan, Sri Lanka, and an aggregate region

comprising Afghanistan, Bhutan, and the Maldives. We focus on India because it is an important pro-

ducer that actively operates elaborate policies to influence domestic food markets. India produces 70%

of all the rice in South Asia and around a fifth of all global production. India is also the dominant wheat

producer in South Asia and is the second largest producer in the world (USDA 2014). A considerable
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amount of these grains (up to 35% in 2011–12) are acquired by India’s government in an effort to stabi-

lize its domestic markets (Acharya et al. 2012). Moreover, India is committed to maintaining and

expanding its food security programs (Krishnamurthy et al. 2014), which will likely require increasing

public procurement of cereals (Sharma 2012).

The market interventions used by the Government of India, particularly Minimum Support Prices

(MSP), open-ended procurement, and variable trade policies, are of public policy interest because of

their domestic costs (Sharma 2012) as well as because of their effects on other countries. For instance,

disagreement about agricultural safeguards between India and the United States were a chief reason

behind the failure of the Doha round of trade negotiations. And more recently, ensuring the right to

stockpile was a chief reason behind the breakdown (and posterior renewal) of negotiations on the Bali

agreement on trade facilitation (Melendez-Ortiz, Bellmann, and Hepburn 2014, 9). Closer to home in

the South Asia region, there are concerns that price insulating policies further restrict regional markets,

as illustrated by the export bans on rice during 2007–09 (Dorosh 2009).

Capturing the effects of India’s policies is difficult because of the multiple policy instruments in place

at any given time (for a systematic effort on separating stockholding from other policies, see Gouel,

Gautam, and Martin (2014)). We circumvent this difficulty by measuring the wedge between the domes-

tic market prices distorted by India’s food security policies and the prices that would prevail in the

absence of such distortions. This task is greatly facilitated by the comprehensive assessment of agricul-

tural price distortions in India undertaken by Pursell, Gulati, and Gupta et al. (2009) as part of the

World Bank “Distortions to Agricultural Incentives” (DAI) (Anderson et al. 2008).

In addition, India’s price policies rely on variable trade policies that buffer the variability of domestic

and foreign supply shocks. We deal with this variability through a three-pronged strategy that includes

analyzing the effects of the policy during periods of low and high world prices and then conducting sto-

chastic simulations where the policy instruments are endogenous to fluctuations in domestic and world

supplies. As discussed below, we also consider the targeted consumption subsidies under the Targeted

Public Distribution System (TPDS).

The effects of India’s policies on other countries depend on the degree of market integration.

Regional wheat and rice markets operate near autarchy, and therefore, price transmission is limited.

However, we find that when India’s policies result in implicit export subsidies, consumers in countries

that import from India—Bangladesh, in the case of wheat, and Bangladesh, Nepal, and Sri Lanka, in the

case of rice—benefit. However, when India’s policies result in implicit taxation, Indian export prices are

higher than they would be in the absence of the policy distortions, and so consumers are harmed.

Opposite effects operate on the producer’s side. The only country in the region that competes with India

in foreign markets is Pakistan, which would see gains in market shares when India reduces its export

subsidies. We also find that India’s policies effectively push price instability out of its domestic markets.

However, the low trade levels in rice and wheat among South Asian nations tend to shield India’s neigh-

bors from the excess volatility caused by Indian policies.

Our work contributes to several strands of the literature. In particular, it extends and complements

the work of Srinivasan and Jha (2001), who found that Indian policies destabilized world wheat and rice

prices. These authors used a dynamic model driven by stochastic simulations. They examined the effects

of India’s policy on the domestic market and world prices but not the regional effects on its South Asian

neighbors. Our work helps to understand the effects of India’s policies on its South Asian neighbors and

also, more broadly, the opportunities and challenges posed by greater regional integration to achieve

food security (Bouet and Corong 2009). Lastly, we contribute to the literature looking at how variable

trade policies in a given country influence price stability in other regions (Anderson, Martin, and van der

Mensbrugghe 2013).

The World Bank Economic Review 731

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/730/2897308 by Joint Bank-Fund Library user on 08 August 2019



I. The Economics of India’s Food Security Policies

The Government of India (GOI) operates a large consumer subsidy and food distribution program that

is supplied almost exclusively through domestic production. The explicit objectives of the program are

to ensure “remunerative prices” to producers, provide the poor with subsidized grains, and build buffer

stocks (Food Corporation of India 2014). The GOI is committed to open-ended procurement of about

24 crops at pre-announced, season-fixed, Minimum Support Prices (MSP). Rice and wheat are the most

important crops in the program. MSPs are announced each year, just before the Rabi (for wheat) and

Kharif (for rice) harvest seasons.

The Food Corporation of India (FCI) and various other state agencies are committed to buying all of the

supply that producers are willing to sell to them at the MSP. Nevertheless, producers are free to sell in the

open market. The levels of MSP are recommended by the Commission of Agricultural Costs and Prices

(CACP), which “along with other factors, takes into consideration the cost of various agricultural inputs and

the reasonable margin for the farmers for their produce” (Food Corporation of India 2014). The main effects

of combining a minimum support price with open-ended procurement are displayed in figure 1. In this sim-

plified representation, India faces a perfectly elastic foreign supply curve, SðRÞ, with resulting prices PBorder.

Figure 1 assumes that India has a propensity to import—a situation that characterized the decade of the 80s

when India was a net importer of both rice and wheat (Hoda and Gulati 2013). At this initial, undistorted,

equilibrium, imports m0 are the difference between consumption (b) and production (a).

The figure then introduces the minimum support price, labeled MSP. As depicted, the MSP is greater

than the undistorted market price PBorder; however, this need not be the case—and indeed it has not been

the case for prolonged periods over the last 50 years, a point that we will revisit in the next section. At

MSP prices, demand by nongovernment agents (i.e., households and firms that consume cereals or use

them as an intermediate input) is reduced to d. Meanwhile, the MSP signals producers to supply at point

c, which, in this simplified illustration, creates an excess supply relative to the undistorted market equili-

brium, ESðIÞMSP, and eliminates the need for imports.

Under the open-ended procurement system, the excess supplies are absorbed entirely by the GOI,

which pays producers the fixed MSP. This action introduces a kink in the demand curve for cereals, ren-

dering the government demand for cereals at the MSP perfectly elastic. As a consequence, market prices

Figure 1. The Simple Economics of India’s Food Security Policies

Source: Authors’ own elaboration.
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are forced to converge to the MSP because at this price, producers are indifferent between selling to the

open market or to the government. In other words, the MSP becomes a lower bound or price floor which

will prevail as long as the available supply surpasses the amount given by point d. The new demand

curve is composed of the downward sloping portion of D0 until MSP and by DMSP at MSP.

Although there are important differences in the implementation of the MSP across Indian states

(Deshpande 2008)—which can lead to actual market prices in some locations to diverge from the gov-

ernment fixed MSP—Deshpande (2008) and Acharya et al. (2012) show that both wholesale and retail

prices in main Indian markets follow closely the MSPs. Moreover, Pursell, Gulati, and Gupta (2009) use

the MSP as the representative domestic prices to calculate the levels of protection conferred by both

domestic and border policies (see next section for further discussion.)

In order to defend the price targets implied by the MSP, the GOI must actively fend off the price

changes coming from both domestic and foreign shocks to supply and demand. For instance, an outward

shift of the supply curve would increase grain surpluses forcing the GOI to either increase stockpiling or

exports. As drawn, with an excess demand of ED0, international prices are too low relative to the MSP

for India to be able to sell its excess supplies in the international market; therefore, getting rid of the

excess supply would require subsidizing exports. Conversely, if there is a negative supply shock in India,

the GOI is likely to import from international markets to satisfy its need for additional output (e.g.,

Acharya et al. 2012).

Turning abroad, if international prices increased above the domestic price floor implied by the MSP,

at any level of supply, producers would be tempted to sell their output abroad, which explains the impo-

sition of export bans in years of high prices. Active trade policy is also a way of increasing domestic

cereal availability.

The stylized predictions of figure 1 are verified in practice. For instance, a number of studies document

the government interventions to stabilize the grain markets by selling back to either the domestic or the

international markets under the Open Market Scheme (Pursell, Gulati, and Gupta 2009; Acharya et al.

2012; Hoda and Gulati 2013). Moreover, Pursell, Gulati, and Gupta (2009) and Shikha, Srinivasan, and

Landes (2007) offer detailed chronologies of the way in which the GOI adjusts its trade policies often in

order to counteract world price fluctuations and to achieve long-term price stability and food security goals.

Procurement of wheat and rice under the MSP as a percentage of production has fluctuated over the years,

from around 12% in 1996–97 to about 35% in 2011–12. Some of the procured grains, between 36 and 50

million tons from 2002–03 to 2010–11 (Acharya et al. 2012, 8) are sold at deeply discounted prices—

known as Centrally Issued Prices (CIP)—to the poor through the Targeted Public Distribution System

(TPDS). Additionally, a portion of the grains are distributed through welfare schemes, which include a sup-

plementary nutrition program, midday meals for school children, food for work or employment linked pro-

grams, and other welfare programs (Acharya et al. 2012). The CIP has been kept constant since the early

2000s, while the MSP is adjusted every season (see Sharma 2012 for a detailed historical account).

The subsidy, provided by way of rations sold in designated ration shops at CIP prices, can be typified

as an inframarginal subsidy (Besley and Kanbur 1988). Inframarginal subsidies are equivalent to direct

cash transfers that, unlike marginal subsidies, do not change the relative price of the subsidized good

(Besley and Kanbur 1988; Sicular 1988).This is confirmed by Balasubramanian (2015) who uses a panel

of Indian household data for 1999–2010 to conclude that Indian poor households “treat additional

TPDS subsidies wholly as a source of cash—exactly as a cash transfer,” and that the subsidies have failed

to increase consumption.

II. India’s Food Security Policies and Price Distortions

Measuring the effects of Indian food price policies requires capturing the combined effect of the MSPs,

open-ended procurement, and variable trade policies. For this we rely on the comprehensive assessment of
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agricultural price distortions in India undertaken by (Pursell, Gulati, and Gupta 2009) as part of the World

Bank’s “Distortions to Agricultural Incentives” (DAI) (Anderson 2009; Anderson and Nelgen 2012).

Price distortions in the DAI database are expressed as commodity-level Nominal Rates of Assistance

(NRA) to producers. We focus on border NRAs, which are the percentage by which domestic producer pri-

ces exceed a counterfactual undistorted market price of an equal product at the same point of the supply

chain, for example, a port of entry. Algebraically, and using the notation in figure 1, let MSP denote domes-

tic producer prices and PBorder denote the prevailing price at the market of reference; the NRA is given by:

NRAbms ¼ 100�MSP� PBorder

PBorder
¼ s: (1)

The term s is the ad-valorem expression of the price wedge introduced by a border measure such as an

export or import subsidy (positive NRA) or tax (negative NRA). Without loss of generality, this later

case corresponds to the situation depicted in figure 1, where MSP is the domestic producer price and

PBorder is the counterfactual market price that would prevail in the absence of open-ended procurement

at MSP and variable trade policies.

Figure 2 displays Pursell, Gulati, and Gupta’s (2009) time series of real prices and NRAs (see the sup-

plemental appendix section S.1 available at https://academic.oup.com/wber for data sources, definitions,

and procedures to extend the data from 2004 to 2013). The left panel of the figure displays two types of

NRAs calculated using the prices in the right panel. The first, labeled “NRA estimated using parity price

bands,” follows the DAI methodology (Anderson et al. 2008). These NRAs require first classifying a

product as exportable, importable, or nontradable. For importable products, the NRAs are positive

when government policies protect domestic producers by boosting domestic prices above the price of

competing imports. In the case of exportables, a negative NRA arises from government policies that

force domestic prices to go below export parity prices, thus reducing the ability of producers to take

advantage of higher export prices. When the domestic price of an importable product is below the

import parity price or when the price of an exportable is above the export parity price, the NRA equals

zero (nontradables also have zero NRAs).

While this is the most appropriate way of calculating protection, particularly when the trade price

parity bands are wide and when countries frequently switch their trading status (Byerlee and Morris

1993), the truncation of the NRA at zero may underestimate the degree of fluctuation of the relationship

between domestic and external prices. For example, in the year 2004, wheat MSPs were below the

import parity price, and therefore, the border NRA in the DAI database equals zero. However, that

same year, India subsidized wheat exports to dispose of domestic surpluses (Pursell, Gulati, and Gupta

2009), thus indirectly protecting producers. Therefore, we present an alternative measure, labeled

“NRA estimated using trade status,” in which the NRA is calculated against the import parity price

when the country was a net importer and against the export parity price when the country was a net

exporter. When we apply this decision rule to Indian wheat in 2004, we obtain an alternative NRA of

17%, which effectively captures the fact that Indian exports were subsidized.

As evidenced by figure 2, the alternative rice NRAs closely resemble the DAI NRAs, except during

the period 2000–2004 when domestic prices were above export parity prices. For wheat, the differences

are more noticeable because the domestic price was within the trade parity price bands during 1998–

2008, for which the DAI figures show a border NRA of zero, while our estimates show protection or

taxation, depending on each year’s trade status.

A direct comparison of domestic prices against parity prices and resulting NRAs exhibits two features

that illuminate our empirical strategy for measuring the effects of Indian policies on the stability of food

prices in the rest of South Asia. First, through flexible policies, India has achieved long-run domestic pri-

ces that are more stable than those of its international counterparts. Specifically, the standard deviation

of the year-to-year percentage change in real domestic rice prices over 1965–2013 is 6%, while the
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standard deviation of international prices is 25%. For wheat, the figures are 7% for domestic producer

prices and 28% for reference prices. This implies that the policy objectives of government interventions

could reasonably be summarized as stabilization of domestic prices.

Second, NRAs are remarkably stable over time, and their variance is virtually invariant to the period used

as support of the calculations. For instance, the average NRA for wheat over 1965–2013 was zero, with a

standard deviation of 33%. If we focus only on the decade 2003–2013, the average NRA was 1%, with a

standard deviation of 24%. In the case of rice, the average NRA over 1965–2013 was �27% (std. dev. of

21%) while, during the more recent period 20013–2013, the average was �17%, with a standard deviation

of 22%. (See tables S.5 and S.6 in the suplemental appendix and Anderson and Martin (2009) for a discus-

sion of the recent evolution of protection in India.) The model validation strategy for the stochastic simula-

tions relies on matching the moments of model-generated and observed border NRAs. The extent to which

these moments are time-invariant gives us clear fixed targets for comparison.

III. Empirical Framework

We use a simulation model of the wheat and rice world markets focused on South Asia based on the

standard version of the Global Trade Analysis Project model (Hertel 1997). As discussed above, India’s

Figure 2. Real Domestic Producer and Trade Parity Prices and Nominal Rates of Assistance for Wheat and Rice in India, 1965–2013

Note: All the prices are in constant 2005 rupees per metric ton using the wholesale price index.

Source: Data for 1965–2004 is from Pursell et al. (2009); thereafter, estimates are made as explained in section S.1 of the supplemental

appendix.
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food security policies adjust each season in order to neutralize price volatility originating either domesti-

cally or abroad. As a consequence, the opportunities for farmers in India and elsewhere to adapt to

India’s policy changes in a given year are limited (in agriculture, most planting decisions, such as the

amount of land to cultivate and type of crops to plant, are irreversible, and opportunities for intraseaso-

nal adjustment are very limited.) We capture these rigidities by fixing labor, land, and capital in the pro-

duction of paddy rice and wheat in order to match short-term supply responses. We also restrict

intraseasonal substitution between production factors and inputs.

In addition, we introduce an across the board, endogenous, consumption subsidy that keeps the real

wages received by Indian unskilled laborers fixed. This subsidy is equivalent to a shift in the budget con-

straint and is consistent with an inframarginal subsidy as its first-order effects operate through income,

without changing the relative price of the goods (Besley and Kanbur 1988; Balasubramanian 2015).

We calibrate the model to the GTAP Database Version 8.1 (Narayanan, Aguiar, and McDougall

2012), which has country-level data for Bangladesh, India, Nepal, Pakistan, and Sri Lanka and has

aggregated data for Afghanistan, Bhutan and the Maldives into a single region (Rest of South Asia). We

also include three aggregated regions that capture non–South Asia regions, namely, NAFTA, the

European Union, and the rest of the world.

The overall strategy to measure the effects of India’s price distortions on other countries consists of

three experiments. In the first experiment, we explore the effects of eliminating India’s policies under the

conditions that characterized the first half of the 2000s when world prices were low and stable. For this

experiment, we calibrate our model to the reference year 2004 of the GTAP Database Version 8.1

(Narayanan, Aguiar, and McDougall 2012). In this year, the combination of stable domestic prices in

the presence of low international prices gave rise to implicit wheat and rice export subsidies of 17% and

20%, respectively. These subsidies are close to the maximum levels of protection observed during the

last 50 years. Therefore, they provide the upper bound of the effects of India’s food price management

policies on South Asian countries.

In the second experiment, we explore the effects of India’s policies in the second half of the 2000s, a

period characterized by price spikes and increased price volatility. For this analysis, we calibrate our

model to the reference year 2007 of the GTAP Database 8.1. As shown in figure 2 the combination of

stable domestic prices in the presence of rising international prices in 2007 gave rise to an implicit rice

export tax of 5% and an import subsidy on wheat of 16%.

In both experiments, the border subsidies and taxes are exogenous shifters of the existing wedge

between endogenously determined domestic and external prices. The elimination of the exogenous bor-

der distortion as captured by the NRAs is therefore equivalent to eliminating the gamut of food price

management policies used by India such that domestic prices are forced toward the counterfactual mar-

ket price that would prevail in the absence of distortions. In terms of our previous discussion, this entails

setting PMS equal to PBorder in figure 1.

The results of the two experiments provide useful information on the effects of aligning domestic and

world prices within India, conditional on the particular configuration of supply and demand conditions

in India and elsewhere in the considered reference years. However, both experiments miss the fact that

supply shocks to agriculture are inherently random. As such, any single crop year is a unique configura-

tion of worldwide supply and demand conditions that may not be representative of any other year in a

given period of time.

The response of India to an ever-changing set of supply conditions is a constantly changing set of poli-

cies that counteract the effects of supply shocks both within the country and in the rest of the world

(e.g., Pursell, Gulati, and Gupta 2009; Gouel, Gautam, and Martin 2014). This is important for other

countries in South Asia and the rest of the world because variable trade policies tend to push instability

out of domestic markets, potentially exacerbating price instability elsewhere (Anderson and
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Nelgen 2012). Therefore, in order to achieve a more complete assessment of the effects of Indian food

price management policies on other South Asian countries, we conduct a third experiment to explore the

degree to which India’s success in stabilizing its domestic prices have resulted in more variable prices

elsewhere.

For this experiment, we create an alternative model in which border taxes in India are endogenous in

the sense that they adjust in response to domestic and foreign supply shocks in order to keep domestic

producer prices constant. In this alternative model, the nominal rate of assistance conferred by border

measures adjusts in order to keep Indian producer prices unchanged in the face of internal and external

supply volatility.

Capturing such volatility involves a four-step procedure. In the first step, we estimate the joint distri-

bution of nonsystematic supply shocks (e.g., excluding technological change trends) in the wheat and

rice sectors of all the regions in the world using data for 1962–2013. Second, from these joint distribu-

tions, we draw a number of vectors of supply shocks (one shock for each region and crop) large enough

to obtain accurate measures of model outcomes. Third, we solve the new equilibrium in the standard

and alternative models (i.e., with border taxes exogenous and endogenous) implied by each vector of

supply shock drawn in the previous step. In the fourth step, we calculate the means and standard devia-

tions of the changes in prices and quantities. The comparison between the models with full price trans-

mission (exogenous border taxes) and incomplete price transmission (endogenous border taxes) across

countries and crops is a useful metric of India’s price effects in the rest of South Asia.

The results that we discuss in the next section depend on the assumptions embedded in the chosen

modeling framework. Two aspects are particularly important. First, the results depend on the structure

of international trade among countries in South Asia, as well as on the ease with which South Asian

countries change their trade patterns in response to changes in India’s policies. Such ease is captured by

the assumed price elasticity of export demand. It is well known that changes in trade flows in CGE mod-

els are highly sensitive to these parameters (Hertel et al. 2007). The set of trade elasticities we use have

been econometrically estimated by Hertel et al. (2007) using a gravity model of international trade in

which explicit data on transportation costs and tariffs allows identifying the elasticity of substitution

among export sources—in this sense, these elasticities are consistent with both the underlying trade

theory of the GTAP model as well as with observed facts.

Moreover, in the supplemental appendix (section S.2), we report the results of comparing model-

generated and observed annual changes in trade flows. For the model-generated results, we follow

Valenzuela et al. (2007) and assume that, in the short run, most of the variation in trade flows is

explained by supply shocks. This assumption is also consistent with the stochastics simulations in experi-

ment III. The overall results are that the model correctly predicts the direction of change, although it

tends to underestimate the magnitude of actual changes. We surmise that these discrepancies may be

explained, at least in part, by the exclusion of many other factors that influence commodity prices at a

given point in time.

The second aspect of model validity is whether the model adequately captures the main institutional

aspects of the India’s food security policies. As discussed in experiment III below, the moments of the dis-

tribution of NRAs obtained by subjecting our simplified representation of endogenous border protection

in India to shocks covering the historical distribution of worldwide yield volatility accurately matches

the mean and the variance of the observed NRAs calculated by Pursell, Gulati, and Gupta (2009).

IV. Experiment I: Response of South Asian Wheat and Rice Markets to the Elimination of
India’s Export Subsidies

The first experiment uses 2004 as the reference year. This was a period of low and stable commodity pri-

ces in which implicit wheat and rice export subsidies in India reached 17% and 20%, respectively.
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Export subsidies introduce a wedge between the prices received by Indian producers and the prices paid

by foreign consumers. The upper portion of table 1 (all the results discussed in this subsections are under

the columns labeled “I”) shows that eliminating this wedge in India forces the prices received by Indian

wheat producers to fall by �9.2% (ps), while the prices of Indian wheat exports (FOB) increase by 6.3%

(pfob). Such a fall in domestic wheat prices discourages domestic production, which falls by 1.6% (qo).

For wheat markets to clear, the contraction in supply must be matched by contractions in aggregate

wheat demand, which are in turn determined by changes in demand for household consumption, as an

intermediate good, and foreign demand. Demand for household consumption (qp) remains virtually con-

stant. Demand for intermediate use (not shown in table 1) also remains unchanged. Therefore, the con-

traction in Indian wheat domestic supply is mostly explained by changes in foreign demand, which falls

by 1.7% (qxs).

Such a small change in the aggregate demand for Indian wheat contrasts with the sharp declines in bilat-

eral export demands, particularly from Bangladesh, which declined by 22.8% (see figure 3). This is due to

the fact that only around 6% of the wheat produced in India is exported (see sources of demand for domestic

production in table 2), and therefore, the changes in foreign demand for Indian wheat are of little conse-

quence for India’s domestic market. Moving out of India, table 1 shows that other countries in South Asia

face Indian wheat prices (pfob) 5.9% higher after the elimination of the implicit subsidies.

In order to follow this price change as it makes its way into the decisions of wheat producers and con-

sumers in Bangladesh (Indian wheat exports to Pakistan, Nepal, and the rest of South Asia are negligible;

furthermore, Sri Lanka, Nepal, and the rest of South Asia are marginal producers and consumers of

wheat), we need first to consider India’s share of wheat imports in Bangladesh’s total wheat import bill,

which in 2004 was 39.8% (table 2). Such a modest share dilutes the transmission of the change in Indian

FOB prices as they are transmitted into Bangladesh, so the price that Bangladeshi agents pay for wheat

imports increases by just 2.9% (pim). As shown in figure 3, Bangladesh responds to this increment in pri-

ces by substituting extra regional imports for Indian imports.

Table 1. Changes in Selected Variables after Eliminating Indian Wheat and Rice Implied Export Subsidies in 2004

India Bangladesh Nepal Pakistan Sri Lanka Rest SA

I II I II I II I II I II I II

Wheat Export FOB price (pfob) 6.3 32.1 5.9 11.0 5.9 10.3 5.9 11.0 5.9 10.3 5.9 10.3

Import price (pim) 1.3 17.5 2.9 �1.3 3.8 2.4 1.3 �1.3 2.2 �1.3 1.8 �0.8

Domestic supply price (ps) �9.2 11.0 2.6 �1.2 0.4 �0.2 1.1 �1.6 1.8 �1.3 1.3 �0.9

Production (qo) �1.6 1.5 0.4 �0.2 0.0 �0.0 0.1 �0.2 �3.4 �0.1 0.1 �0.1

Foreign demand (qxs:I /qim:r) �1.7 �0.0 �0.9 0.2 �13.9 �10.5 �0.8 �1.5 �0.0 0.0 �1.5 �0.2

Consumption (qp) 0.9 �1.1 �0.2 0.1 �0.0 0.0 �0.1 0.1 �0.3 0.2 �0.1 0.1

Rice Export FOB price (pfob) 11.3 �3.1 8.6 �2.7 8.5 �2.7 8.6 �3.1 8.6 �2.7 8.6 �2.7

Import price (pim) 1.6 �0.6 8.4 �2.7 8.5 �2.6 7.1 �0.8 6.3 �1.9 3.0 �1.2

Domestic supply price (ps) �7.3 2.0 2.5 �0.9 2.4 �1.7 2.4 �0.8 3.8 �0.6 2.2 �0.7

Production (qo) �1.1 0.5 0.3 �0.1 0.4 �0.4 0.3 �0.2 0.4 �0.1 0.3 �0.1

Foreign demand (qxs:I/qim:r) �1.7 0.6 �13.2 4.8 �13.5 2.1 �10.8 �0.0 �5.4 3.4 �1.8 1.3

Consumption (qp) 0.7 �0.2 �0.2 0.1 �0.1 0.1 �0.2 0.1 �0.5 0.1 �0.2 0.1

Welfare Allocative efficiency (USDM) 14.0 46.9 �5.3 0.1 0.1 0.1 2.5 �2.1 �2.0 0.4 0.2 0.1

Terms-of-trade (USDM) 75.1 12.9 �18.0 15.7 0.1 1.1 19.7 �15.6 �10.8 3.5 �1.3 0.5

Equivalent variation (USDM) 77.1 78.5 �19.8 13.9 0.4 0.9 26.9 �23.2 �14.0 4.6 �1.0 0.6

Note: Unless otherwise indicated, units are percentage changes relative to baseline.

Source: Author’s own calculations. Simulation includes a subsidy in the consumption of all the goods that keeps real wages of unskilled laborers unchanged.
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A second crucial share filtering the transmission of price changes originating in India and transmitted

to other South Asian economies is the total of domestic consumption that comes from abroad. In table 2,

we show that imported wheat makes up 37% and 27% of total firms and household wheat consumption

in Bangladesh, respectively. These import shares are high enough to transmit some of the price increase

in Indian wheat to Bangladesh’s economy, and therefore, both wheat producers and consumers in

Bangladesh face prices 2.6% higher (ps back in table 1). The more expensive imports cause wheat users

in Bangladesh to substitute imports with domestically produced wheat, which is satisfied by a slight

increase in total supply of 0.4% (qs). Finally, private consumption of wheat falls slightly (qp ¼ �0.2%)

due to the higher consumption prices.

In the case of rice, eliminating the export subsidy in India forces domestic prices to converge to inter-

national prices, which implies a reduction of 7.3% (ps). The decrease in domestic prices is a disincentive

that leads to a reduction in domestic rice supply by �1.1% (qo). As was the case in wheat, the contrac-

tion in domestic rice supply is fully explained by the contraction in foreign demand (qxs), which falls by

1.7%. Figure 3 indicates that exports from India fell across all the destinations—ranging from a contrac-

tion of about 12% to Bangladesh and Nepal, 22% in the rest of south Asia, and between 25% and 26%

to the rest of the world. Although the contractions in foreign demand appear to be substantial, most of

the rice produced in India (about 93%) is consumed domestically, and therefore domestic prices show

little response to changes in foreign demand.

In contrast to the case of wheat, the transmission of Indian rice prices to South Asian neighbors is

stronger because India is the main source of rice in South Asia (table S.4 in the supplemental appendix

for figures in million US$). For example, as shown by the share of India in the import bill of each country

(table 2), nearly 100% of rice imports to Bangladesh and Nepal originate in India. This translates to a

one-to-one transmission of India’s price changes such that change in Indian FOB prices and change in

the price of the average rice composite (pim) are almost the same in magnitude (6.3% in Sri Lanka and

8.5% in Nepal). However, for both Bangladesh and Nepal, the share of imported rice in domestic

Table 2. Importance of Foreign Trade in the Wheat and Rice Sectors of South Asian Countries in 2004 (All in %)

Bangladesh India Nepal Pakistan Sri Lanka Rest SA

Wheat Imports from India

Share of all imports 39.8 — 60.1 0.0 24.6 13.8

Import shares in the cost structure of firms and household consumption

Households 26 0 0 56 100 0

Firms 37 0 0 12 100 23

Sources of demand (in shares) for domestic production

Domestic 100 94 100 100 5 99

Other S. Asia — 1 — — — —

ROW — 4 — — 95 —

Total 100 100 100 100 100 100

Rice Share of imports from India

Share of all imports 97.7 — 99.1 80.4 69.9 19.5

Import shares in the cost structure of firms and household consumption

Households 4 0 5 0 20 26

Firms 3 0 2 1 0 12

Sources of demand (in shares) for domestic production

Domestic 100 93 100 65 100 100

Other S. Asia — 2 — 3 — —

ROW — 5 — 32 95 —

Total 100 100 100 100 100 100

Source: GTAP V8.1, reference year 2004.
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consumption is small. For instance, the import shares in the cost structure of firms and household con-

sumption in table 2 show that only 2% of total household rice consumption in Nepal originated abroad.

Such a low level of imports for domestic use dilute the impacts of price increases in India. For instance,

domestic prices (ps) in Bangladesh and Nepal increase only by around 2% with an almost negligible

impact on supply (qo 0.3%�0.4%) and consumption (qp ¼ �0.2% and �0.1%).

Unlike the case of wheat, Pakistan directly competes with India in regional rice markets. In 2004,

Pakistan supplied 25% and 76% of Sri Lanka’s and the Rest of South Asia’s rice imports; moreover,

Pakistan was home to around 10% of South Asian rice exports to the rest of the world (see table S.4 in

the supplemental appendix. As India eliminates its exports subsidies, its rice exports become less compet-

itive. As a consequence, Pakistan gains market share in each of the markets where it competes. For exam-

ple, rice exports from Pakistan to Sri Lanka increased by 15% while imports from India decreased by

13% (figure 3). The increased export demand in Pakistan drives up producer prices (ps ¼ 2.4%), and

consequently, rice production increases (qo ¼ 0.3%). Most of this increase in rice production will go to

supply increased foreign demand, while Pakistan’s domestic demand for rice actually shrinks due to

increased domestic prices such that rice consumption in Pakistan decreases (qp ¼ �0.2%).

Figure 3. Changes in Wheat and Rice Trade Flows after Eliminating Indian Implicit Import and Export Subsidies in Experiments I

and II

Source: Authors’ own calculations.
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The results for Sri Lanka and the rest of South Asia further highlight the competition between India

and Pakistan in the rice market. Around 70% of Sri Lanka’s rice imports are sourced from India. The

increase in Indian rice prices is transmitted to Sri Lanka, causing import prices (pim) to increase by

6.3%. The higher import prices translate to higher domestic supply prices, and production in Sri Lanka

and the rest of South Asia go up. Sri Lanka and the rest of South Asia have relatively large shares of

imports in domestic consumption (respectively, 20% and 26% of these countries’ household consump-

tion is sourced from abroad—see table 2), which explains the relatively higher transmission (relative to

Bangladesh) of price changes in India to domestic consumer prices.

The lower panel of table 1 shows economy-wide effects on welfare. The model results indicate that

the elimination of the export subsidies would achieve modest welfare gains in India of about $77.1

USDM. Most of these welfare gains come from improvement in India’s terms of trade as the price of its

wheat and rice exports increases faster than its import prices. There are also gains in allocative efficiency via

the dismantling of the export subsidies. These welfare gains may understate total potential gains as we do

not consider additional savings associated with costs of procurement and reduced costs of storage.

Bangladesh has net, albeit moderate, welfare losses due fundamentally to a deterioration of its terms

of trade due to the increased price of rice and wheat imports from India. The rest of the welfare losses,

captured by changes in allocative efficiency, come from the increase in the production of subsidized

wheat following higher supply prices. A similar case is observed in Sri Lanka, which has a total negative

change on equivalent variation, most of which is explained by the deterioration of the terms of trade due

to higher price imports. The pattern repeats in the rest of South Asia, although the magnitudes are much

more modest. Finally, welfare effects in Nepal are negligible due to the very low weight of rice and wheat

imports in the Nepal consumption profile. In contrast to Bangladesh and Sri Lanka, Pakistan gains from

India’s policy changes. The overwhelming majority of these gains come from improvements in the terms

of trade, as the price of Pakistani rice exports causes an improvement of its aggregated export prices rela-

tive to import prices.

V. Experiment II: Response of South Asian Wheat and Rice Markets to the Elimination
of Indian Export Taxes on Rice and Import Subsidies on Wheat

This second experiment represents a year of high world prices for both wheat and rice. In contrast to the

previous experiment, rice exports are taxed (by 5%) while wheat imports are subsidized (by 16%).

The results of eliminating these import subsidies and export taxes are also summarized in table 1, under

the columns labeled “II”. Because of the very tenuous links among the wheat markets in the region, there

are virtually no effects on the wheat production or consumption of other countries in the region.

However, within India, eliminating the subsidy on wheat imports increases the price of the composite

wheat import (pim) by 17.5%. This translates to a large increase in the supply price (ps ¼ 11.0%), which

in turn stimulates production (qo ¼ 1.5%). Such an increase in production is explained by an increase in

household demand for domestic wheat, which in turn acts as counterbalance for the contraction in

demand from private households and the industrial sector. Demand for imports contracts sharply (by

�21.9%, not displayed in table 1), mostly explained by the reduction in wheat imports from NAFTA,

which was India’s main supplier of wheat in 2007.

In the case of rice, eliminating India’s export tax reduces the FOB prices at which India exports to

other countries (by pfob ¼ 3.1%), along with an increase in domestic prices (ps ¼ 2.0%). Intuitively, the

removal of export taxes makes Indian rice exports more competitive abroad. Higher supply prices are in

turn associated with an increase in supply (qo ¼ 0.5%), which in turn is entirely driven by an increase in

foreign demand (qxs) as shown in the bottom-left panel of figure 3. Outside India, all the countries see

reduced import prices (pim ranging from �1.2% in the rest of SA to �2.7% in Bangladesh), and, except

for the case of Pakistan, the reduction in Indian import prices is larger than the reduction in domestic
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prices (ps). Therefore, and in contrast to the discussion in experiment I, households and firms in these

countries substitute away from domestic production toward India’s imports, with a consequent reduc-

tion in domestic supply qo. The lower prices are associated with slightly larger consumption (qp around

0.1%). Pakistan, on the other hand, loses market share to Indian exports, which can be verified by the

reduction in the demand from abroad (figure 3) and consequent supply reduction (qo) of �0.2%.

In terms of welfare, the joint elimination of the border taxes (export taxes in rice and import subsidies

in wheat) improves India’s welfare through changes in allocative efficiency (in general, reducing distor-

tions will improve the allocation of resources) but also as a result of the improvements in its terms of

trade. Except for Pakistan, the rest of the countries in South Asia have aggregated welfare gains stem-

ming from India’s elimination of its taxes on rice. The main source of these gains are improvements in

the terms of trade as India’s rice prices are reduced due to the elimination of the rice export tax.

However, more competitive Indian exports harm Pakistan’s terms of trade, for a net welfare loss.

VI. Experiment III: India’s Food Price Management Policies and
Price Stability in South Asia

As described above, the first step in this experiment is to characterize the distribution of the random

wheat and rice yield shocks that drive supply variability in India and elsewhere. For this, we follow

Valenzuela et al. (2007) and fit Autoregressive Moving Average (ARIMA) time-series models to FAO

data on annual wheat and rice yields for each region. This specification is appealing because it allows

controlling for trends (e.g., technological change) as well as for other time-persistent factors by explicitly

controlling for past values of yield (Greene 2008). In addition, ARIMA models rely on past prediction

errors to arrive at a current forecast (Kennedy 2003). Therefore, the residuals of the ARIMA models are

in essence current prediction errors, which we assume arise largely from weather shocks to production.

Following the approach of Arndt (1996) and Pearson and Arndt (2000), we use a symmetric triangu-

lar distribution to approximate the distribution of residuals from the single-region ARIMA regressions.

The endpoints of the symmetric triangular distribution are recovered using the mean and variance of the

ARIMA residuals according to the formula, c ¼ l6
ffiffiffiffiffiffiffi
6V
p

, where c is an endpoint of the distribution, l is

the average yield, and V is the variance of residuals. (See tables S.7 and S.8 in the supplemental appendix

for the approximate triangular distributions of yields for each region.) The second step is to sample an

adequate number of vectors from these distributions and solve both versions of the model (with and

without India’s policy) for each one of these vectors. The samples are obtained via a Gaussian quadra-

ture procedure developed by DeVuyst and Preckel (1997), which Arndt (1996) shows is a reasonable

approximation to the Monte Carlo methods, at a fraction of the computing cost.

We then calculate the means and standard deviations for the outcome of each model. A reasonable

question to formulate at this point is how well do the stylized assumptions in our model capture

observed policy outcomes in India. For this, we compare the standard deviation of the simulated percent-

age changes in the endogenous border with the actual average and standard deviation changes in the his-

torical NRAs (summarized for several periods in tables S.5 and S.6 in the supplemental appendix). For

wheat, the standard deviation of the simulated changes in border taxes is 37%, while the standard devia-

tion of historical NRA is 33%. For rice, the standard deviation of the changes in simulated border taxes

using the 2004 reference year is 27%, which matches the standard deviation of the historical NRAs.

These results suggest that the model aptly captures the essence of India’s inherently changing food price

management and trade policies.

Table 3 shows the difference in the percentage changes of mean and standard deviations between the

model with full price transmission and the model in which India actively stabilizes domestic prices by

using variable border taxes. Our results indicate that without active policy, wheat supply prices in India

would be on average 12.3% higher. These results are consistent with the depressing effect of India’s
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stabilization policies on farmer prices as documented by Pursell, Gulati, and Gupta (2009). The increase

in rice prices is much more modest, just 0.7%, suggesting that the price stabilization policies tend to

have only moderate effects on price levels, coinciding with the findings of Anderson and Martin (2009)

and Pursell, Gulati, and Gupta (2009). In contrast, eliminating India’s implicit export subsidies would

reduce wheat and rice FOB prices by around 6 and 14 percentage points, confirming the evidence from

the historical NRAs, which suggests that stabilization policy in India often results in implicit export

taxes (Anderson and Martin 2009).

Turning to volatility, the switch from stabilizing to unobstructed price transmission policies increases

the standard deviation of Indian domestic prices of both wheat (32.1%) and rice (by 4.2%), reflecting

the effectiveness of variable trade policies in dealing with the natural variability of prices in relation to

random supply shocks.

As we move into the other economies in the region, it is helpful to write the relationship between mar-

ket and export prices as:

TXSi;r;s

PFOBi;r;s
¼ PMi;r; (2)

where PMi;r is the domestic price of either wheat or milled rice in India, which in the model with endoge-

nous NRAs we keep relatively constant by fixing real producer prices; TXSi;r;s, on the other hand, is the

export tax (or subsidy) that changes in order to stabilize PMi;r. It is clear from this expression that the

export price FOB will vary in inverse proportion to the export tax, which in turn absorbs the price vola-

tility that would otherwise be shared by India and the other regions according to their trade shares and

demand and supply elasticities. A main implication of this is that by seeking to stabilize the domestic

market, India pushes the instability out onto its trading partners.

Table 3. Differences in Percentage Changes of Mean and Standard Deviations in Wheat and Rice Prices, Production, and

Consumption between Models with Active (A) and Inactive (I) Indian Price Management Policies

Wheat Rice

Country Variable Border price Market price Production Consumption Border price Market price Production Consumption

India Mean �6.2 12.3 0.4 �0.0 �14.2 0.7 0.2 0.0

St. dev. �17.2 32.1 0.6 �0.0 �27.5 4.2 �3.8 0.0

Bangladesh Mean �3.1 �2.9 0.5 0.1 �10.1 �0.8 �0.3 0.1

St. dev. �7.6 �6.3 �1.2 �0.3 �20.0 �0.7 �0.2 �0.1

Nepal Mean �4.1 0.5 0.0 �0.0 �10.5 �0.7 �0.4 0.0

St. dev. �10.0 0.6 �0.1 0.1 �20.5 �0.9 0.0 �0.1

Pakistan Mean �1.9 �1.4 �0.0 0.1 �6.3 �0.3 �0.3 0.0

St. dev. �4.2 �2.9 �0.1 �0.2 �14.8 �1.1 �0.9 �0.1

Sri Lanka Mean �2.5 �1.9 �1.5 0.1 �4.7 �1.4 �0.6 0.2

St. dev. �6.2 �5.1 3.9 �0.5 �12.4 �1.7 �0.9 �0.3

Rest SA Mean �2.3 �1.5 �0.1 0.0 �0.7 �0.2 �0.2 0.0

St. dev. �5.4 �2.5 �0.1 �0.1 �3.6 0.1 �0.4 0.0

NAFTA Mean �2.1 �2.1 �0.0 0.0 �0.3 �0.1 �0.3 0.0

St. dev. �4.5 �4.7 0.1 �0.0 �2.0 �0.7 �1.9 �0.0

EU25 Mean �1.9 �2.0 0.0 0.0 �0.2 �0.2 �0.0 0.0

St. dev. �4.2 �4.3 0.0 �0.1 �1.5 �0.9 �1.1 �0.0

ROW Mean �2.0 �2.0 �0.1 0.1 �0.3 �0.1 �0.1 0.0

St. dev. �4.4 �4.4 �0.0 �0.3 �2.0 �0.6 �0.3 �0.1

Note: Border prices are average FOB export prices for India and average import prices elsewhere.

Source: Authors’ own calculations. Simulation includes a subsidy in the consumption of all the goods that keeps real wages of unskilled laborers unchanged.
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Table 3 verifies that, indeed, once India refrains from using stabilizing policies, the standard deviation

of the FOB prices of Indian commodities decreases, by 17.2 percentage points in the case of wheat and

by 27.5 percentage points in the case of rice. As a consequence, the standard deviation of import wheat

and rice prices originating in India falls across the board for both wheat and rice (column labeled

“Border price” in table 3). However, although import prices become less volatile, wheat and rice mar-

kets in South Asia operate near autarchy, which shields the other countries in the region from India’s

policy-induced volatility, as evidenced by the very low change in the standard deviation of domestic pri-

ces, production, and consumption.

VII. Conclusions

We examined the extent to which India’s price management policies have affected the rice and wheat

markets in neighboring South Asia countries. A first conclusion is that consumers in countries that

import from India (Bangladesh imports wheat, and Bangladesh, Nepal, and Sri Lanka import rice) bene-

fit from the implicit export subsidies that India’s policies confer on their products while producers are

harmed. In contrast, when the policies result in taxation, Indian export prices are higher than they would

be in the absence of distortions, and consumers in the importing countries face higher prices, which in

turn benefit producers. For Pakistan, which competes with India in both the wheat and rice markets,

new market opportunities open up when India reduces export subsidies. These benefits are even larger

when the policies result in implicit export taxation that keeps Indian rice (or wheat) out of the regional

markets.

The magnitudes involved are moderate. For example, in 2004 when export subsidies were among the

highest in recent history, the price increases accruing to Bangladesh wheat producers after eliminating

the subsidies were around 2%. A caveat is that we do not investigate the consequences of these increases

for poor consumer. In countries where income protection / farm stabilization projects seek to protect the

poor, this is an important consideration. Another caveat is that we have focused on the effects of Indian

border policies on regional price stability given the current structure of regional trade flows. An impor-

tant question, which we do not address here, is to what extent the limited openness of South Asian coun-

tries to each other in itself is a response to Indian policies (or to the stabilizing policies of other countries

in the region). If it is the case that price protection policies lead themselves to low intraregional trade vol-

umes, dismantling such measures could deepen trade ties.

Historical nominal rates of assistance show that India’s policies flexibly adjust to insulate the domes-

tic cereal markets from domestic and external shocks. We found that although India is a large producer

of wheat, it is a marginal player in the global wheat market, and therefore its stabilization policies are of

little consequence for both the region and the world. In the case of rice, our results show that by stabiliz-

ing its domestic market, India destabilizes prices in the region. However, due to the near-autarchy under

which rice markets operate in South Asia, changes in India’s price volatility do not have discernible

effects in other South Asian regions.
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Effect of Lengthening the School Day on

Mother’s Labor Supply

Dante Contreras and Paulina Sep�ulveda

Abstract

This article examines how a policy oriented toward a specific group within the population can have collateral

effects on the economic decisions of other groups. In 1996, the Chilean government approved the extension of

the school day from half- to full-day school. This article exploits the quasi-experimental nature of the reform’s

implementation by time, municipality, and age targeting of the program in order to examine how the maternal

labor supply is affected by the childcare subsidy implicit in the lengthening of the school day. Using data from

the Chilean socioeconomic household survey and administrative data from the Ministry of Education for

1990–2011, we estimate that, on average, there is a 5 percent increase in labor participation and employment

rates of single mothers with eligible children (between 8 and 13 years old) with no younger children, who are

the group that would be mainly affected by the policy. No significant labor supply responses are detected

among others mothers with eligible children.

JEL classification: H42, J13, J22, O12

Despite progress in recent decades to bring gender equality in the labor market, women continue to bear

a heavier burden when it comes to balancing work and family. Affordable and good-quality childcare

services may improve the reconciliation of paid work and household commitments and thus foster

female labor market participation and gender fairness. Unfortunately, the relationship between extra

childcare and female labor opportunities in the market is not well established. Indeed, although there is

extensive literature that studies the relationship between childcare and female labor participation, the

evidence presents a mixed picture of the net.

On the other hand, most of the literature that studies the effect of the expansion of childcare availabil-

ity on mothers’ labor supplies focuses on studying the effects on mothers with preschool-aged children.

However, there is a lack of evidence focusing on the effects of increasing the length of the school day on

mother labor supply. This article analyzes the effect of the extension of the school day on mother’s labor

participation in Chile.
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In most developed countries, the school day of public education is highly compatible with the work-

day of women.1 These countries show high levels of female labor participation and employment rates

(Adser 2005). In contrast, in developing countries the school day is, in most cases, not compatible with

the nine-to-six workdays. In fact, most of the school systems in developing countries work on a half-day

basis.2

Female labor participation has experienced significant growth in Chile. The rate of female partici-

pation increased from 35 percent in 1990 to 49 percent in 2011 (in women from 15 to 65 years old).

However, the situation of women in the Chilean labor market is still poor, particularly for women

with lower income levels. Women who belong to the poorest 20 percent of the country’s population

present a participation rate of 32 percent, while those from 20 percent of the wealthiest households

achieve rates of 67 percent.3 Female labor participation in Chile has been relatively late and is one of

the lowest in Latin America in spite of the comparatively high levels of education that Chilean women

achieve.4

There are important reasons to study determinants of female labor supply in a developing country.

First, the access of women into the labor market should have positive effects for the most vulnerable

families as it represents a new source of income for these households and thus could lead to a reduction

in poverty (Ganuza et al. 2001). Second, despite the fact that greater opportunities have emerged for

women, there are still significant gaps between the participation of men and women in all areas and dis-

criminatory cultural patterns persist (Antecol 2003; Ara�ujo and Scalon 2005; Contreras and Plaza

2010).

Previous studies have found variables that affect female participation, such as age and educational

level, status as head of household, no labor income, and number and age of children (Jaumotte 2005).

The empirical evidence shows that the number and ages of children are the most important variables

that influence the likelihood of women’s labor force participation. Furthermore, evidence has identified

additional, cultural, factors such as the level of machismo and conservativeness, labor market-related

factors such as lower salaries for women and rigidity, as well as institutional factors such as a lack of

childcare.

There are two main topics in the literature of the effects of childcare on labor incentives. The first

focuses on the relationships among the cost of childcare, female labor supply, and government subsidies

(Del Boca 2002; Del Boca and Vuri 2006; Blau and Currie 2007; Lundin, Mörk, and €Ockert 2007;

Wrohlich 2011). Most of these studies show a small effect of childcare government subsidies on female

participation and high impact on the likelihood of utilizing formal childcare. The second stems from the

study of natural experiments, which provides a better framework for analyzing how greater availability

of childcare can affect employment decisions of women with preschoolers (Gelbach 2002; Berlinki et al

2007; Lefebvre and Merrigan 2008; Cascio 2009; Goux and Maurin 2010; Berlinki et al 2011; Havnes

and Mogstad 2011). Most of these studies suggest a positive effect on participation rates given greater

availability of childcare.5 We follow this second approach.

1 See, e.g., France and Sweden.

2 However, there are various initiatives that promote the implementation of the full school day. In Latin America, Chile,

Argentina, Uruguay, and Venezuela has promoted different policies to expand the school day.

3 Chilean Socio-Economic Characterization Survey (CASEN) 1990–2011.

4 According to ECLAC statistics on gender, education, and training for women (2007), economically active women

(15 and over) in urban areas in Chile have an average of 11.6 years of schooling, placing them second in South America

behind Argentina, which presents an average of 11.8 years. The average years of schooling for women living in rural

areas of Chile is 9.3, placing the country first in South America for education levels of rural women.

5 In Chile, Encina and Martinez (2009) and Medrano (2009) have studied the effect of the increasing day care centers on

labor participation in Chile, finding that it does not induce any change on participation for low-income women.
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The increase in free time as a result of longer school day may impact the allocation of time changing

employment decisions or parental time investment.6 This article focus on the effect of the extension of

the school day, for example, increased availability of childcare for younger school-aged children, on

mother’s labor participation, employment, and hours worked per week.

In 1996, the Chilean government announced the implementation of the Full School Day program

(FSD) as part of a series of measures designed to improve the quality and equality of education in the

country. This reform affected students in third through twelfth grades, for example, children between 8

and 17 years of age. Previous to the reform, the school day was two shifts, students attending either in

the morning or the afternoon. The implementation of the reform changed the educational structure so

the schools must work on basis of one “shift.”7 In general, before the extension of the school day, the

students began classes around 8 a.m. in the morning to 1 p.m. in the afternoon. After the reform students

must to remain at school until 4:00, decreasing the mothers’ time allocated to childcare in 3 hours

per day.

But does this extension of the school day raise maternal labor supply? Which mothers respond? The

work decision is ultimately about how to allocate time between paid work, unpaid work, and childcare.8

An increase in the time that children spent at school may change mothers’ choices, as they may spend

fewer hours caring for children. However, this will also depend on preferences regarding leisure and con-

sumption. In other words, the effect of the extension of school day on labor supply is therefore neither a

substitution elasticity nor an income elasticity but rather a combination of the two (Gelbach 2002). The

size (and sign) of the effect relies on the relative magnitude of these elasticities and preexisting distribu-

tion of hours, which may differ across time and space.

Thus, following Card and Krueger (1992) and Dufflo (2001), our empirical strategy uses the variation

across municipalities and time in the implementation of the full school day reform to predict labor sup-

ply among mothers of 8 through 13 year-old children in a difference-in difference (DD) framework.

Also, following Bryan and Sevilla (2007) we split the sample between single and married mother to ana-

lyze if there are differential effects across marital status.9 The reform affects children between 8 and17

years old. However, we consider a smaller, younger group, because older children are less likely to need

childcare. On the other hand, following Cascio (2009) and Havnes and Mogstad (2011), among others,

in a second stage we use other mothers, who are not treated to construct comparison groups. To mini-

mize bias, we limit the comparison group to mothers with children slightly younger than the group of

interest. These triple-difference (DDD) models remove potential bias from municipality-specific shocks

to labor supply share by mothers with children around the same age. These biases could include things

like a change in the generosity of community welfare benefits.10 The source of exogenous variation is the

level of implementation of the reform at the municipal level, measured as share of schools with FSD and

available places at the municipal level.11 The key assumption is that the implementation of the reform

6 Amuedo-Dorantes and Sevilla (2014), have studied the impact of low-skilled immigration, through lower prices for

commercial childcare, on parental investment. The authors find that low-skilled immigration to the United States has

contributed to substantial reductions in the time allocated to basic childcare by college-educated mothers of non-

school-aged children. However, these mothers have not reduced the time allocated to more stimulating educational

and recreational activities with their Children.

7 Before the reform, many schools, elementary and secondary, provided two or even three half-day shifts, morning, af-

ternoon, and evening.

8 Gimenez-Nadal and Sevilla (2012) have studied the allocation of time in other context than in the context of labor

supply.

9 Bryan and Sevilla (2007) have studied the differential impacts of housework across marital status for women.

10 It is important to note that the reform’s installation has not been homogenous. Section V presents a more complete

analysis of how this phenomenon could impact our results.

11 See sub-section Research Strategy in section III for more details.
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did not affect the demands placed on the schools. In other words, it is assumed that the FSD implementa-

tion process did not provide an incentive for mothers to choose schools that implemented the reform

earlier.12

The data are drawn from the Chilean Socio-Economic Characterization Survey (CASEN) and admin-

istrative information from the Ministry of Education from 1990 and 2011. The results indicate that the

introduction of FSD had a significant and positive impact on labor participation for single mothers with-

out younger children. We estimate that 5 percent of single mothers without younger children entered the

work force because of the implementation of FSD. This relatively small effect may be explained by the

fact the new school day is not totally compatible with working hours. No significant labor supply

responses are detected among other mothers with eligible children.

The implementation of the reform was gradual and heterogeneous in terms of timing and areas

affected. Different regions and municipalities were integrated at different points in time and with varying

levels of implementation intensity. Given that the resources assigned in the implementation of FSD

mainly benefited at-risk municipalities and those with lower levels of female labor participation, our

results may underestimate the true impact of FSD on female labor supply. On the other hand, the selec-

tion of school may be related to unobserved correlates of maternal labor supply-demand of childcare.13

Even though the reform was to be implemented based on educational considerations (exogenous to

job market considerations), its introduction was not random. Following Kruger and Berthelon (2011),

we estimate the determinants of the implementation of FSD.14 The results suggest a positive relationship

between the vulnerability of the municipality and the installation of the reform. In other words, if our

results are biased, they have a lower bound than the true value of the impact of FSD on the female labor

supply.

I. The Full School Day Program

The Chilean government has implemented two major reforms that affect the educational system’s design.

The first was introduced in 1981 and included decentralizing the educational system by transferring the

administration of public schools from the Ministry of Education to Municipal Authorities. It also

included a nationwide voucher system for both publicly and privately administered schools, introducing

a uniform demand-side subsidy in which parents are free to choose among the schools in the market.15

As a result, the educational system in Chile shifted to three kinds of administrative alternatives: public

establishments funded by the student subsidy provided by the state and under municipal administration;

private subsidized establishments funded by the student subsidy and administered by the private sector;

and private fee-paying establishments funded and administered by the private sector. The creation of

voucher schools led to a dynamic education sector that underwent fast growth in the supply of schools.

The second major reform took place in 1996 when the Chilean government announced a set of new

initiatives designed to improve educational quality. The measure that had the greatest impact on the

school system was the implementation of FSD. This program consisted of extending the number of class-

room hours by 30 percent annually without lengthening the school year.16 The change involved a

12 See section IV for more details.

13 However, Elacqua, Schneider, and Buckley (2006) and Gallego and Hernando (2008) show that there is not any evi-

dence suggesting a greater demand for schools with FSD.

14 The authors study the impact of full school days on adolescent pregnancy rates in Chile.

15 The reform led to a sharp redistribution of the educational system, benefitting the private subsidized sector. In fact,

the percentage of students in private subsidized schools increased from 15 percent in 1981 to 47 percent in 2005.

16 The school year is divided into semesters. The first semester runs from the end of February or early March to July.

Following a two-week winter break school resumes and lasts until late November or early December, followed by

summer vacations.
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significant increase in the number of hours at school. Additionally, it set a longer time of recess and

lunch. As a result, the students are now required to remain on school until 4:00 p.m. (Under the previous

system the students remain in school until 1:00 p.m.).

Prior to the reform, many schools had a double school day that is two shifts of students, one in the

morning and another in the afternoon. The execution of the FSD program meant that those schools tran-

sitioned to a single school day format.

The objectives of this program were to improve student learning and increase equality in education.

They were described as follows: “To contribute to the improvement of the quality of education and pro-

vide equal learning opportunities to the boys, girls and adolescents throughout the country by signifi-

cantly increasing teaching time in order to better develop the new curricular framework.”17

More time at school could positively affect learning, the technical work of teachers, and the manage-

ment of each school. In fact, Bellei (2009) analyzes the effects of the increase in the length of the school

day on academic performance in Chile and finds a small, positive, and significant effect on academic per-

formance in both language and mathematics tests.

On the other hand, FSD allowed for services to be provided to high-risk populations by increasing

opportunities for learning and significantly expanding the amount of time allotted for schoolwork for all

students in government-subsidized schools. Kruger and Berthelon (2011) analyze the effect of the

increased length of the school day on adolescent pregnancy rates in Chile and find that increasing the

amount of time that students spend in school diminishes the likelihood of adolescent pregnancy by

reducing risky sexual behavior.

The FSD format has been incorporated gradually since 1997. According to official statistics from the

Ministry of Education, 80 percent of primary schools, or some 6,834 institutions, had joined the system

by 2011 (figure 1).18 The increase of the school day involved adding 232 hours per year for third to sixth

graders, 144 hours annually for seventh to eighth graders, 261 for ninth and tenth graders, and 174 for

students in their last two years of high school. In addition, as a consequence of the increase in lecture

hours, schools had to allocate additional time for lunch. This may imply a positive income effect for

those families. Therefore, the effective time of children at schools increased from 8 a.m. through 1 p.m.;

to 8 a.m. through 4 p.m. However, the program’s implementation was gradual. Restrictions linked to

operational considerations and infrastructure meant that the incorporation of schools into the program

was not instantaneous or homogenous.

Operational costs are financed through a 30% increase in government subsidies19 while

infrastructure-related costs are financed through the “capital contribution” subsidy, which it assigned to

schools by the government through competition.20 Schools that did not have a full school day prior to

1998 can apply for support to acquire the infrastructure necessary to incorporate FSD. Schools created

after 1998 can apply as long as there is a lack of schools in their region. Public schools can also receive

subsidies from regional or municipal governments.

The program was not introduced randomly. The first schools to change to the FSD format were rural

and smaller institutions that already had a single schedule. As such, increased investment in

17 The program was approved through Law No. 19,532.

18 The Ministry of Education projected that FSD would be universal in municipal schools by 2007 and in private subsi-

dized schools by 2010. However, the process of incorporating municipal schools into the system did not end in 2007,

which led to the extension of the period through 2010. The law requires that publicly funded schools created after

1997 begin operations with a full school day.

19 This contribution is received once the Ministry of Education approves the implementation of FSD in the school.

20 In order to apply for this subsidy, the school must participate in a capital contribution competition held by Ministry of

Education, which normally takes place twice a year. Each school is evaluated on the basis of socio economic vulnera-

bility and the funds required for each student to join the program. Each component is assigned a score and the projects

with the highest scores are funded.
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infrastructure was not required. Furthermore, resources were focused on schools with populations of

students who were at a greater socioeconomic risk.

Table 1 describes the FSD implementation process between 1998 and 2011 in the country’s 13 admin-

istrative regions.21 In 1998, the regions with the highest rates of incorporation were IX and XI, with a

percentage of FSD schools of 73% and 79%, respectively. In 2011, the regions with the highest rates

were IX regions which reached 88% and 92% enrollment, respectively, which still represented the high-

est rates in the country.22

FSD schools in the Metropolitan Region were 17% in 1998, which was the lowest rate in the country.

Only 7% of the schools in the Metropolitan Region are of the rural type, which was first addressed by the

reform. In contrast, 68% and 38% of the schools in the IX and XI regions are rural.23 Finally, only six

municipalities had not incorporated FSD by 1998. The last to incorporate was the municipality of Rauco,

which introduced FSD in 2004.24 It is important to note that all municipalities were participating in FSD

by 2006.

II. Data: Source Sample and Summary Statistics

To estimate the relationship between full day school reform and maternal labor supply we use data from

Chile’s National Socio-Economic Characterization Survey (CASEN) for the period 1990–2011. We also

use administrative data on enrollment and school compiled by the Ministry of Education for 1998–

2011. CASEN is a representative survey at the national, regional, and urban-rural levels. It has been

Figure 1. Number of Half-Day and Full Primary Schools

Source: Authors’ estimates based on administrative data from the Ministry of education.

21 Chile was divided into 13 regions, which are the country’s first-level administrative division. Each region is headed by

an intendant, appointed by the President, and an indirectly-elected body known as regional board. Regions are divided

into provinces (second-level administrative division), each headed by a governor (gobernador), appointed by the

President. There are 54 provinces, in total. Provinces are further divided into municipalities (third and lowest level

administrative division), which are governed by mayor.

22 This percentage is based on total enrollment in the region.

23 Ministry of Education 1998–2011.

24 The last municipalities to join the program were Sierra Gorda, Rinconada, Isla de Pascua, Olivar, Rauco, and Penco.

Source: Ministry of Education 1998–2011.
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happened every two or three years since 1987 and provides important data on health, education, hous-

ing, income, labor market, and demographic variables at the household level.

This study considers women between the ages of 25 and 55 since they present the greatest likelihood

of being the mothers of 8–13 year-olds. Following Gelbach (2002), we estimate separate models for a

mother of an 8–13 year-old with and without younger children. Mothers who have both an 8–13 year-

old and a younger child must find childcare for the younger child (even if the older child is in FSD), so

throughout the article we split the samples according to whether the woman’s 8–13 year-olds is her

youngest child. We also split the sample by marital status, so we can differentiate the effects of the FSD

on married and single mothers. Mothers were classified as single if listed as head of household or as the

primary individual in a subfamily.25

Figures 2 and 3 presents respectively mothers’ labor participation and employment rate by age of the

youngest child. As was expected, the higher labor participation is for mothers whose youngest child is

14 to 15 years old (dashed line). Meanwhile, the lowest labor participation is for the group of mothers

whose youngest child is 0 to 5 years old (dotted line). All the groups increased participation and employ-

ment. This can be explained by the increase in education levels of women in Chile, the increased in the

access to childcare institutions for children in preschool age, among others.

Table 2, panel A, reports summary statistics for single and married mothers of 8–13 year-olds without

younger children. Along all the labor outcomes- labor participation, employment, and hours worked-

the typical single mother consistently supplies more labor than her married counterpart. However, there

were large increases in labor supply for married mothers over the sample period. The gain in employ-

ment was particularly large in 2000. The econometric models described below allow us to test whether

any of this gain was response to FSD implementation.

Table 2, panel B, shows that married mothers with children between 8 and 13 years old and with

younger children experienced similar gains in employment and hours over the same 20-year period,

Table 1. Proportion of FSD Schools (%) by Administrative Region, 1998–2011

Region 1997 1998 1999 2000 2001 2002 2003 2004 2005 2006 2007 2008 2009 2010 2011

I 2 47 46 50 57 50 52 52 56 56 60 61 71 71 71

II 2 42 44 53 58 52 55 59 67 67 63 64 62 64 64

III 53 62 61 68 68 67 70 72 70 75 79 84 80 80 83

IV 2 53 57 60 64 59 64 62 69 72 74 76 82 82 82

V 12 32 39 42 47 53 57 60 61 63 67 68 71 74 74

VI 2 39 43 48 55 59 62 64 68 71 73 75 79 78 77

VII 3 50 55 58 59 65 68 70 72 73 75 77 80 80 81

VIII 4 41 47 50 51 56 61 62 63 64 66 67 73 72 72

IX 8 73 76 81 85 84 82 84 85 84 85 86 88 89 88

X 40 79 80 84 84 86 86 87 87 88 88 89 92 92 92

XI 9 64 65 70 77 71 79 81 79 83 88 87 76 75 76

XII 11 33 48 53 62 45 49 49 59 61 64 62 60 64 61

RM 19 24 28 37 41 44 50 49 51 57 60 62 69 70 70

Average 13 49 53 58 62 61 64 65 68 70 72 74 76 76 76

Note: The table includes the proportions of primary schools in each of Chile’s administrative regions that had implemented the FDS program in at least one of its

grade levels. RM¼Santiago metropolitan region.

Source: Authors’ estimates using Ministry of Education FSD database.

25 We also estimate the results using the marital status reported by women. The results are quite similar and are available

from the authors upon request.
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though their employment levels were lower in each year, arguably due to the presence of younger chil-

dren. Generally, the ages and quantity of other children may affect labor supply decisions.

Table 2 also shows trends based on the number of children in different age groups and in other

maternal demographic characteristics. Because these trends may underlie rising female labor supply

(Blau 1998), our models control for maternal observables. Demographic characteristics of single

mothers whose youngest child is 8–13 years old differ from similar married mothers. Single mothers

show more years of schooling, lower levels of poverty, lower average age, and have a lower number of

children. Additionally, they are more likely to live in urban areas and have an older woman in their

households.

Figure 2. Maternal Labor Participation Rates by Age of Youngest Child

Source: Authors’ estimates bases on CASEN 1990–2011.

Figure 3. Maternal Employment Rates by Age of Youngest Child

Source: Authors’ estimates bases on CASEN 1990–2011.
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Table 2. Mothers’ Characteristics of 8- to 13-Year-Olds with and without Younger Children, by Marital Status. 1990–2011

Single mothers

A. B.

No younger children With younger children

1990 2000 2011 1990 2000 2011

Labor outcomes

Labor participation 0.68 0.78 0.79 0.56 0.64 0.68

(0.47) (0.42) (0.41) (0.50) (0.48) (0.47)

Worked last week 0.63 0.70 0.75 0.52 0.55 0.63

(0.48) (0.46) (0.43) (0.50) (0.50) (0.48)

Hours last week 50.75 45.55 40.00 43.04 44.56 34.54

(17.16) (16.04) (15.29) (19.87) (18.26) (16.09)

Background

Schooling 8.54 10.51 11.12 7.67 9.97 11.01

(4.35) (4.12) (3.48) (3.98) (3.57) (3.05)

Poor 0.48 0.22 0.21 0.73 0.44 0.41

(0.50) (0.42) (0.41) (0.44) (0.50) (0.49)

Age 39.40 39.34 40.37 33.40 34.01 34.45

(7.06) (6.57) (7.21) (5.84) (5.12) (5.64)

Number of children 8 to 13 1.08 1.09 1.07 1.28 1.26 1.16

(0.52) (0.53) (0.49) (0.54) (0.53) (0.39)

Number of children 14 to 17 0.48 0.39 0.38 0.26 0.28 0.24

(0.71) (0.63) (0.58) (0.56) (0.51) (0.48)

Urban 0.89 0.91 0.91 0.84 0.89 0.91

(0.31) (0.29) (0.28) (0.36) (0.32) (0.28)

Other adult female in the household 0.57 0.60 0.75 0.59 0.51 0.67

(0.50) (0.49) (0.43) (0.49) (0.50) (0.47)

Number of people working at household 1.43 1.54 1.54 1.25 1.39 1.39

(1.13) (1.05) (1.05) (1.08) (1.09) (1.08)

Married mothers

No younger children With younger children

Labor outcomes

Labor participation 0.32 0.43 0.51 0.25 0.34 0.41

(0.46) (0.49) (0.50) (0.43) (0.47) (0.49)

Worked last week 0.30 0.39 0.48 0.24 0.30 0.37

(0.46) (0.49) (0.50) (0.42) (0.46) (0.48)

Hours last week 46.36 42.01 39.06 44.09 41.94 37.13

(17.00) (17.33) (15.23) (19.49) (18.30) (16.70)

Background

Schooling 8.28 9.91 10.70 9.10 10.39 11.21

(4.20) (3.89) (3.67) (3.89) (3.50) (3.35)

Poor 0.38 0.19 0.11 0.54 0.32 0.23

(0.49) (0.40) (0.32) (0.50) (0.47) (0.42)

Age 40.49 40.60 42.22 33.50 34.72 35.17

(6.49) (6.21) (6.60) (5.10) (4.95) (5.48)

Number of children 8 to 13 1.24 1.15 1.07 1.35 1.27 1.16

(0.67) (0.61) (0.55) (0.60) (0.52) (0.38)

Number of children 14 to 17 0.70 0.58 0.45 0.30 0.26 0.21

(0.79) (0.67) (0.60) (0.58) (0.51) (0.45)

Urban 0.84 0.86 0.85 0.83 0.86 0.84

(0.37) (0.35) (0.36) (0.38) (0.35) (0.37)
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III. Research Strategy and Findings

Research Strategy

To examine how mothers’ behavior is affected by exposure to FSD, we first estimate a model that is sim-

ilar to the conventional difference in difference (DD) specification:

yijt ¼ aþ hFSDjt þ bXijt þ lM jt þ cj þ st þ �ijt; (1)

where yijt represents labor participation, employment or hours for mother i in municipality j in year t;

Xijt is the vector of maternal characteristics, including age, age squared, schooling, number of children

by age, marital status, no labor income, and dummy variables for rural areas, poverty and whether there

is another adult woman in the household; Mjt is the vector of time-varying municipal characteristics; cj

represents municipality fixed effect and st is the time fixed effect.

FSDjt is the policy variable described above. We use two different but closely related measures of FSD

to estimate equation (1). First, we include the proportion of primary schools in the municipality that

offer full-day schooling during a given year, while our second measure is the share of total primary

enrollment at the municipal-level that is under full-day schooling. The parameter of interest in model 1

is h, which measures the effects of the reform on mothers’ labor supply and will be identified by ordinary

least square (OLS) regression.

Our second approach is to estimate a triple difference (DDD) model on a sample that includes treated

and nontreated mothers:

yijt ¼ aþ h1FSDjt �motheri þ h2FSDjt þ h3motheri þ bXijt þ lMjt þ cj þ st þ eijt; (2)

where motheri is an indicator for whether mother i has an 8–13 year-old child (enrolled in third to eighth

grade of primary education). The coefficient FSD jt �motheri is the difference in model 1 coefficient on

FSDjt between the treatment and comparison group. We limit the comparison group to mothers with

children slightly younger, that is, mothers whose youngest child are 6–7 years old.26 In the next section,

we show the results of the models presented above, by dividing the samples into single mothers and mar-

ried mothers. We control by time and municipality fixed effect, maternal characteristics (described

above) and standard errors are clustered at municipality level.

Findings

Table 3 reports the results using the first measure of FSD (share of primary schools in the municipalities

that offer FSD). The second column of table 3 shows the estimates of h (DD model) for mothers whose

Table 2. (continued)

Single mothers

A. B.

No younger children With younger children

1990 2000 2011 1990 2000 2011

Other adult female in the household 0.35 0.31 1.00 0.19 0.19 1.00

(0.48) (0.46) (0.00) (0.39) (0.40) (0.00)

Number of people working at household 1.65 1.62 1.78 1.38 1.43 1.56

(0.96) (0.88) (0.88) (0.76) (0.78) (0.84)

Source: Underlying data are from the Chilean socio-economic household survey (CASEN) and administrative data from the Ministry of Education for 1990–2011.

26 The reform affects children between 8 and 17 years old.
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youngest child was between 8 and 13 years old at the time of the survey. For single mothers (panel A),

the extension of the school day is associated with a significant a positive effect in labor participation,

and employment. Thus, it is found that the extension of the school day is associated with a 4 percentage

point increase in labor participation, 6 percentage point increase in employment, that is, a 5 percentage

increase in employment in labor participation (0.04/0.74�0.06), 8 percentage increase in employment

(0.06/0.70�0.08), when we compare with pre-initiative means.27 We also find a negative effect on hours

worked last week. A possible explanation for these last results is that women increase their participation

in part-time jobs that are compatible with the extension of the school day.28

For married mothers (column 2, panel B of table 3), we do not find any significant effects. This could be

explained because married women have greater household commitments that may reduce the amount of

effort available for market work or may be the outcome of intra-household choices. These results are consis-

tent with those of Bryan and Sevilla (2007). The authors argue that marriage is characterized by the presence

of specialization and economies of scale that not only change the actual time devoted to housework but also

the type of housework activities that may affect de productivity in the labor market. Married individuals

might also be constrained in the time of housework (and other activities) because of the need to synchronize

leisure activities with the spouse. The authors find a negative effect of housework on wages for married

female workers, but not for single workers or married male workers. Then, the differential effect across mari-

tal status suggests that the factor behind the relationship between housework and wages are the type and tim-

ing of housework activities as much as the actual time devoted to housework. Similar findings emerge for

married mothers of children between 8 and 13 years old who also have younger children, as shown in column

5 of table 3. In general, we do not find any effects for mothers who have both an 8–13 year-old and a younger

child (panels A and B, column 6). This may be explained because these mothers must find childcare for

younger child, limiting participation in the labor market.

The conventional DD estimates can be biased to the true causal effect of the implementation of FDS,

if there are economic fluctuations specific to the treatment group that are not fully accounted for. On

the other hand, if the treated municipalities also initiated other policies affecting maternal labor supply,

the DD estimator may also be biased. We address this concern by estimating equation (2). In this DDD

estimation we use mothers with slightly younger children as a control group. Thus, we can control for

time-varying effects specific to the treatment areas, correcting for sources of bias mentioned above.

The third column of table 3, panel A, presents the estimate comparing our treatment group with the

control group for single mothers whose youngest children is 6–7 years old.29 The results indicate that

when we compare with mothers whose youngest children are just outside that age group, there is an

increase of 4 percentage points in labor participation and employment.30 In others words, there is a 5 per-

cent increase in labor participation and employment rate as a result of FSD implementation. Again, we

find a negative effect on hours worked last week.

Table 4 reports the effects of FSD implementation using the second measure of FSD, the share of total pri-

mary enrollment at the municipal-level that is under FSD (children between 8 and 13 years old). Using the sec-

ond measure, we do not find any effects using DD strategy, but we do using DDD estimation. We find that

when we compare with single mothers with children 6–7 years old, there is an increase in the labor participa-

tion and employment rate of single mothers of 4 percentage points (table 4, panel A, column 3, rows a and b).

27 We compare with pre-initiative means, in order examine the increase of means after the reform taking as a base the

pre-initiative means.

28 Available data do not contain information on part-time jobs.

29 Figures A.1 and A.2 show the evolution of the municipality average of female labor participation and employment

rate of single mothers of 8–13 year-olds and six to seven with no younger children.

30 When we add interactions between the FSD and a large set of pre-reform municipality characteristics the results re-

mains stable. The estimations are available from the authors upon request.
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Thus, we find effects of the FSD implementation on single mothers whose youngest child is between 8

and 13 years old.31 These results are consistent with those of Havnes and Mogstad (2011), Lundin et al.

(2007), and Cascio (2009), in finding nearly no effects on the labor supply among married mothers as a

result of the increased access to (or lower prices of) childcare.

IV. Robustness: Specification Checks

The correct identification of the effect of FSD on mothers’ labor outcomes can be limited by various

potential sources of bias. This section examines whether the FSD implementation was in fact exogenous

and discusses the results of several additional robustness checks.

School Choice

The key assumption behind specification (2) is that the reform’s implementation did not affect the

demand for schools. That is, mothers did not tend to choose schools that implemented the reform ear-

lier.32 Elacqua, Schneider, and Buckley (2006) show that the main reason for choosing a school is its

proximity or parents’ place of work or home. Additionally, Gallego and Hernando (2008) conclude that

there is no evidence to suggest a greater demand for schools with FSD. Thus, we can conclude that the

supply of schools with FSD at the municipal level is exogenous to mother’s decision to participate in the

labor force.33 In this sense, parameter h represents the effect of mother’s exposure to the full school day

in their municipality on the decision to participate in the job market.

Was the Extension of School Day Exogenous?

The mechanism of assigning public resources for financing FSD and the characteristics of the municipal-

ity could bias the estimates. As has been discussed in previous sections, the implementation of the reform

was not random. The Ministry of Education focused on the most vulnerable schools located in munici-

palities with relatively poor populations. In other words, if the schools located in municipalities with a

low socio-economic level received priority in funding for installing FSD and presented low levels of

female labor participation, the coefficient estimated by FSD underestimates the true effect.

Following Kruger and Berthelon (2009), we examine the presence of this potential bias. The share of

primary school that offer FSD and the share of total primary enrollment under FSD at the municipal-

level are modeled for a set of characteristics at the municipal level. The goal is to model the criteria uti-

lized by the Ministry of Education to assign funding for FSD. Specifically:

FSDjt ¼ uþ qLit þ /Tt þ e jt; (3)

where Lit is the vector that includes municipal level characteristics such as illiteracy, poverty, and unem-

ployment. This estimate also includes dichotomous variables by year to control for the trend of the

reform’s implementation. Table A.1 in the appendix presents the results of equation (3). Column (1)

shows the results of the estimation of equation (3) controlling for year and fixed effect by municipality

using the share of schools with FSD. The results indicate that municipalities with greater female labor

31 We also divide the sample between poor and nonpoor households. We found a positive and significant effect in labor partic-

ipation and employment rate for nonpoor single women with no younger children. Also we find a negative and significant

effect of FSD on hours worked last week, i.e., similar results that in the entire sample. On the other hand, for the poor sam-

ple, we find no significant parameter related to the group that would be mainly affected by the extension of the school day,

i.e., women with no younger children. These results are available upon request.

32 As was noted in section III, the Chilean education system allows parents to choose their children’s school.

33 As we stated in the previous sections, FSD was installed in order to improve student learning and achieve greater edu-

cational equity, not to increase mothers’ labor participation.

760 Contreras and Sep�ulveda

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/747/2897309 by Joint Bank-Fund Library user on 08 August 2019



participation present lower level of schools ascribed to FSD, that is, there is a negative correlation

between female labor participation and the implementation of FSD.

On the other hand, column 2 in the same table presents the results using FSD enrollment as a dependent

variable. The results indicate that municipalities with greater poverty rates present a greater level of enroll-

ment ascribed to FSD. The results show a positive correlation between the poverty rate and the implemen-

tation of the reform. The evidence based on equation (3) suggests that the administrative criterion of

directing FSD funds to higher-risk municipalities has been effective. That is, these results indicate that our

estimates probably understate the true impact of FSD on female labor participation, and that the results of

the lineal estimate represent a level that is lower than the true effect of FSD on mother labor participation.

Time Trend

In our DD approach we identify the childcare effects from the assumption of a common time trend in

maternal employment between treatment and comparison municipalities, in the absence of the school

day expansion. A concern is therefore that the estimated effects may reflect differential time trend. To

investigate this, in the model DD describe above (just for period between 1990 and 2009) we include in

the same regression the variables “Actual FSD” and “Future FSD” (Share 2011). If we find that the share

in the future does no matter, then we can reject that “Actual FSD” and “Future FSD” are different.

Thus, we can reject pre-trends.

Table A.2 in the appendix reports the placebo reform effect described above, on the sample of head

of family mothers and single mothers whose youngest child is between 8 and 13 years old in 1990. If

there were differential secular time trends in the treatment and comparison municipalities in the pre-

reform period, then the estimated effect of the “Future FSD” should be significantly different from zero.

By contrast, the estimated placebo reform effect is insignificant.

Does the Extension of School Day Predict Labor Supply in Nontreated Groups?

Another placebo reform to identify if there are time trends in maternal labor supply is to estimate the

effect of FSD on groups that should be not affected by the reform. To analyze this, we estimate the effect

of a placebo reform on mothers whose youngest child is 6 to 7 years old. Table A.3 in the appendix

reports the placebo reform effect on the sample of single mothers with her youngest child being between

8 and 13 years old. Again, if there were differential secular time trends in mother labor supply, then the

estimated effect of the placebo reform should be significantly different from zero. However, the results

indicate that the FSD reform did not affect this group.

V. Concluding Remarks

This article examines how a policy oriented towards a specific group within the population can have col-

lateral effects on the economic decisions of other groups. In 1996, Chile began to introduce the Full

School Day system, significantly increasing the hours spent in school. The purpose of this study is to

examine how greater availability of childcare via a longer school day impacts women’s decisions to par-

ticipate in the labor market.

The gradual implementation of the reform over time and in different regions of the country is

exploited by this study. A DD and a DDD strategy are used to obtain the causal effect of exposure to the

reform. The results show a positive and significant effect of the implementation of FSD on single moth-

ers’ access to the job market. The results suggest that increasing the amount of time that children spend

in school provides single mothers with more opportunities to access labor market because they need to

dedicate less time to childcare. In fact, we estimate that 5 percent of single mothers without younger chil-

dren entered the work force as a consequence of the implementation of FSD. The result is small, which

could be explained because the extension of the school day provision only increased until 4 p.m. Thus,
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to increase the labor force more, is necessary to increase the school day to be compatible with the work-

ing hours of mothers.

We also find a negative and significant impact in hours worked per week. A possible explanation for

these results is that the increased length of the school day decreases women’s spending on alternative

childcare, thus increasing their disposable income and decreasing the amount of hours that they are

required to dedicate to the labor market. Another possible explanation is that women are choosing part

time jobs that are compatible with the extension of the school day.

Thus, one important results, is that mothers are mostly constrained when they have younger children.

This result is especially interesting because the provision of FDS in 1st and 2nd grade is not mandated by

the reform, and it suggests that increasing access to FDS in these early levels would have the strongest

impact on fostering female labor force participation. Therefore, our results suggest that authorities

should prioritize expansion in those two grade levels.

On the other hand, it is important to note that, while this educational reform is exogenous to individu-

als’ decisions in the labor market, its implementation was not random. The Ministry of Education focused

on the most vulnerable schools in municipalities with relatively poor populations. The reform’s implemen-

tation was meant to give priority to these schools. In Chile, these municipalities are those with the lowest

levels of female labor participation. As a result of the design of the reform’s implementation, our estimates

probably underestimate the true impact of FSD on female labor participation. These results should thus be

interpreted as understating the true effect of the Full School Day on mothers’ labor participation.

In conclusion, in this article we find that lengthening the school day has a positive and significant effect

on single mothers’ labor supply with no younger children. This result is remarkably interesting because the

adequacy of this policy both strengthens the benefits mother enjoy from their participation in the labor mar-

ket and improve the economic well-being of families. In addition, these results are subject to a number of

interpretations that highlight the importance of future work in this area: for example, the need to give prior-

ity to greater availability of childcare for young children and the complementary of FDS with these policies.

Appendix

Figure A.1. Municipality Average of Female Labor Participation of Single Mothers of 8–13 year-olds and 6–7 year-olds, Younger

Children

Source: Underlying data are from the Chilean socioeconomic household survey (CASEN) and administrative data from the

Ministry of Education for 1990–2011.
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Figure A.2. Municipality Average of Employment Rate of Single Mothers of 8–13 Year-Olds and 6–7 Years-Olds, Younger Children

Source: Underlying data are from the Chilean socio-economic household survey (CASEN) and administrative data from the

Ministry of Education for 1990–2011.

Table A.1. Determinants of Full Day Schooling Reform Implementation

Variables FSD schools FSD enrollment

Municipality female labor participation �0.24 �0.14

(0.07)*** (0.07)

Municipality poverty rate 0.05 0.13

(0.05) (0.05)*

Municipality literacy rate �0.17 �0.1

(0.11) (0.15)

Urban 0.01 0.01

(0.03) (0.03)

Constant 0.09 0.02

(0.03)*** (0.04)

Observations 2665 2665

Number of municipalities 336 336

R-squared 0.87 0.81

Controls

Municipality fixed effect Yes Yes

Time fixed effect Yes Yes

*** p < .01 ** p < .05 * p < .1.

Source: Underlying data are from the Chilean socioeconomic household survey (CASEN) and administrative data from the Ministry of Education for 1990–2011.
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Table A.2. Time Trend

Single mother

Coefficient on share model 1

FSD schools FSD enrollment

No younger children

Labor participation

Actual FSD 0.07 0.04

(0.02)*** (0.02)**

Future FSD 0.03 0.03

(0.03) (0.02)

Worked last week

Actual FSD 0.08 0.05

(0.02)*** (0.02)***

Future FSD 0.00 0.03

(0.03) (0.02)

Hours last week

Actual FSD �0.79 0.11

(1.13) (0.97)

Future FSD �0.10 �0.70

(1.33) (1.21)

*** p < .01 ** p < .05 * p < .1.

Source: Underlying data are from the Chilean socioeconomic household survey (CASEN) and administrative data from the Ministry of Education for 1990–2011.

Table A.3. Does the Extension of School Day Predict Labor Supply in Nontreated Groups? Single Mothers

FSD schools FSD enrollment

Coefficient on share model 1 Coefficient on share model 1

(Has) 0–5 year-old (Has) 6–7 year-old (Has) 0–5 year-old (Has) 6–7 year-old

A. Single women

a. Labor participation (¼1) �0.01 �0.03 0.01 �0.02

(0.03) (0.07) (0.03) (0.06)

b. Worked last week(¼1) 0.02 0.01 0.03 �0.01

(0.03) (0.06) (0.03) (0.06)

c. Hours last week �0.66 4.49 �1.83 4.3

(1.48) (2.99) (1.36) (2.71)

Controls

Municipality fixed effects Yes Yes Yes Yes

Time fixed effect Yes Yes Yes Yes

Notes: Each entry in panels A–B, rows a–c, columns 2–5 represents a coefficient from a different regression. All the regression include municipality fixed effects,

year fixed effects, a vector of maternal background, and a vector of municipality characteristics. All the regressions control for cluster by municipality, and standard

error are consistent for heteroskedasticity and error correlation within municipalities over time.

*** p < .01 ** p < .05 * p < .1.

Source: Underlying data are from the Chilean socio-economic household survey (CASEN) and administrative data from the Ministry of Education for 1990–2011.
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Can Agricultural Interventions Improve Child

Nutrition? Evidence from Tanzania

Anna Folke Larsen and Helene Bie Lilleør

Abstract

Severely reduced height-for-age due to undernutrition is widespread in young African children, with serious

implications for their health and later economic productivity. It is primarily caused by growth faltering due to

hunger spells in critical periods of early child development. We assess the impact on early childhood nutrition,

measured as height-for-age, of an agricultural intervention that improved food security among smallholder

farmers by providing them with a “basket” of new technology options. We find that height-for-age measures

among children from participating households increased by about 0.9 standard deviations and the incidence of

stunting among them decreased by about 18 percentage points.

JEL classification: I15, O13, Q16

Undernutrition is widespread and a key reason for poor child health in many developing countries. In

Sub-Saharan Africa, around 40 percent of children under the age of five suffer from stunted growth, that

is, severely reduced height-for-age relative to their growth potential (de Onis et al. 2011). Stunting is a

result of periods of undernutrition in early childhood, and it has been found to have a series of adverse

long-term effects in those who survive childhood. It is negatively associated with mental development

(Martorell 1999), with human capital accumulation (Jamison 1986; Glewwe et al. 2001; Maluccio et al.

2009), with adult health (Victora et al. 2008; Adair et al. 2013), and with economic productivity and

income levels in adulthood (Hoddinott et al. 2008, 2013).1 Unfortunately, the evidence of how to reduce

the prevalence of undernutrition among young children is somewhat mixed when it comes to typical

nutrition programs, such as disease prevention strategies, breastfeeding practices, micronutrient supple-

ments, and food fortification (Allen and Gillespie 2001; Bhutta et al. 2008; Schroeder 2008).
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Furthermore, there is virtually no rigorous evidence on the potential of agricultural interventions to

reduce the prevalence of undernutrition among children (Masset et al. 2012; Ruel and Alderman 2013).2

The contribution of this article is a rigorous assessment of the impact on early childhood nutrition,

measured as height-for-age, of an agricultural intervention that improved food security in the lean season

among smallholder farmers in Northern Tanzania by providing them with a “basket” of new technology

options (see Larsen and Lilleør 2014). Roughly half of the participating households had children under

the age of five years.

Height-for-age is a strong biological marker of the nutritional status of children during the first 1,000

days of their lives, from conception to two years of age (Martorell 1999; Victora et al. 2008; Hoddinott

et al. 2013). During this period, children have very high growth rates; and consequently, when subject to

spells of growth faltering, children quickly fall behind the height-for-age growth curves of their peers,

with limited chances of catching up subsequently (Victora et al. 2010).3

Using post-treatment data, we analyze whether the three-and-a-half-year-long agricultural interven-

tion led to an improvement in the height-for-age measures among such young children. To identify the

impact, we follow the identification strategy in Duflo (2003) and exploit the fact that height-for-age cap-

tures early-life undernutrition in the first 1,000 days, from conception to two years of age. We employ a

difference-in-differences comparison of cohorts conceived before and after the phase-in of the project,

where only the latter cohort lived all of their first 1,000 days under full project implementation. Under

the assumption of a common growth profile for all children in absence of treatment, the height-for-age

measures allow us to control for systematic differences in nutritional levels between older children in

treatment and comparison households prior to the onset of intervention activities.

We find that young children from participating households on average experienced an improvement

in their nutritional status, in that their standardized height-for-age measures increased by about 0.9

standard deviations. In addition, we find indications that stunting prevalence rates dropped by 17.6 per-

centage points. Compared to nutrition interventions, these are sizable impacts.4 We show that improved

food security in (severe) hunger periods is a probable mechanism behind this result. Our results are stable

across numerous robustness checks. Furthermore, we find no evidence of time-varying differences, differ-

ences in fertility patterns or in drought coping strategies, all of which could potentially threaten our iden-

tifying assumption of a common growth profile.

I. The Agricultural Intervention

The agricultural intervention is called “Rural Initiatives for Participatory Agricultural Transformation,”

or RIPAT.5 The specific instance of this intervention that we evaluate was the first RIPAT program

(RIPAT I), implemented by a local NGO, RECODA, in eight villages in Arumeru District in the Arusha

Region of Northern Tanzania between 2006 and 2009 (see figure 1). The stated overall development

goal of RIPAT is to reduce poverty and improve food security among smallholder farmers by facilitating

high and sustainable levels of adoption of improved agricultural and livestock technologies disseminated

2 There are, however, studies of biofortification of crops and how that can improve the intake of different vitamins

among children, e.g., Hotz et al. (2012a, 2012b) study the introduction of orange sweet potato on vitamin A intake

among children in Uganda and Mozambique.

3 Although an opportunity window for catch-up may exist in the later puberty period, as recently shown by Hirvonen

(2014).

4 Bhutta et al. (2008) report that the provision of food supplements in populations with insufficient food can increase the

HAZ by 0.41 SD, while Caulfield et al. (1999) review efficacy trials to improve infant dietary intakes and find improve-

ments in HAZ of 0.04–0.46 SD.

5 See http://www.ripat.org/home/ last accessed March 9, 2016 or Lilleør and Lund-Sørensen (2013) for a thorough de-

scription and discussion of the intervention.
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through local farmer groups. The intervention is similar to the Farmer Field Schools approach, the main

differences are outlined in Aben et al. (2013).

Participation in RIPAT is not random. Poor villages with suitable agricultural conditions are selected

at the district level. In the chosen villages, interested farmers (typically up to 70 in a village) are organ-

ized in farmer groups of 30–35 voluntary participants selected by the village council. In finding target

participants, the village council is asked to select individuals who will be committed to the project (strict

attendance records are kept), who are willing to share their new knowledge with fellow villagers, and

who are not rich in terms of the internal village wealth ranking. However, to facilitate individual tech-

nology adoption, participants must own at least one acre (and no more than five acres) of farm land.

Once groups have been organized, facilitators from the implementing NGO meet with each group on

a weekly basis during the phase-in period. Each farmer group rents or is allocated by the village council

an appropriate group field of around one acre of land which can function as a demonstration plot. Here

the group is offered training in a full basket of technology options. This reduces the individual risks

involved in trying out or learning new technologies. The technology options include new banana cultiva-

tion techniques; new improved banana and other perennial and annual crop varieties; conservation agri-

culture for improved land utilization (such as minimum soil disturbance, cover crops, intercropping,

rotation, and diversification of crops); post-harvesting technologies; improved animal husbandry; multi-

purpose trees for fodder, fruit, or firewood; soil and water conservation, including rain water harvesting;

and savings groups. During the phase-in period of one year, the facilitators from the implementing NGO

(typically agronomists) train the group members gradually in each of the technology options according

to the agricultural seasons. After this period, the main role of the facilitators is to monitor and provide

guidance on a bi-monthly or monthly basis.

Each farmer is free to choose which technologies to adopt on his/her own farm according to his/her

own needs, constraints, and resources. Groups are given an initial set of necessary inputs for free for the

training in, demonstration of, and testing of technologies on the group field only, while roosters of

improved breeds are circulated among participating farmers to cross-breed with local hens. However,

individual farmers wanting to adopt the new technologies must purchase inputs from the implementing

NGO at cost prices. In the case of improved varieties of banana seedlings and goats, solidarity chains are

implemented to promote local diffusion.6 While some technologies are more popular than others, adop-

tion varies considerably from farmer to farmer, and often takes place after a time lag.

In Arumeru District, food insecurity is pronounced in the months leading up to the annual harvest of

the main staple crop, maize. The project implementation started in the beginning of the growing season

Figure 1. Timeline

Source: RECODA and authors.

6 After the phase-in period and once banana seedlings are available from the group plot, the farmers can obtain free seed-

lings in exchange for agreeing to pass on three times the number of the seedlings received to other farmers within or out-

side the farmer group. The farmer tending a she-goat of an improved breed can keep the goat after passing on the first

female offspring to another farmer on the same condition.
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in 2006, and hence we would expect the earliest impact on food insecurity to have taken place in the

lean season of 2007 (see figure 1).

II. Data and Summary Statistics

Our main outcome variable is the height-for-age z-score of children (HAZ), which we construct by sub-

tracting the means and dividing by the standard deviations of the age- and gender-specific lengths or

heights from the reference distribution established in the WHO Multicentre Growth Reference Study,

which was based on healthy children from Brazil, Ghana, India, Norway, Oman, and United States (de

Onis et al. 2004).7

We also look at the prevalence of stunting, using an indicator variable which equals one for those

children whose height is less than two standard deviations below the age- and gender-specific mean.

Data

As indicated in the timeline in figure 1, we collected household-level data more than one year after the

project was completed.8 Based on the NGO records of participants, we traced and interviewed 506 of

the 561 original RIPAT households from the eight intervention villages and 395 households from eight

comparable nonintervention control villages in the same district, see table S1.1 in the online appendix

(available at https://academic.oup.com/wber) for an overview of the sample composition and sources of

attrition.9 The comparison households were sampled at random among farming households with one to

eight acres of land.10 Out of these 901 households, 469 of them had children aged five years or less, in

total 645 children. We are able to construct height-for-age z-scores for 482 children from 382 house-

holds. The main reason for attrition is that enumerators were not obliged to measure all children if some

children were not present at the time of the interview.11 The second most important reason for attrition

is that not all parents knew the month of birth of their child, which is needed to find the relevant height

from the WHO reference distribution. We disregard 14 child observations with missing values in the

household characteristics and 11 child observations with an absolute HAZ larger than five standard

deviations in order to avoid extreme outliers. Furthermore, following the convention in the literature

(e.g., Bhutta et al. 2008; de Onis et al. 2011; Masset et al. 2012), we focus the analysis on children up to

60 months old, in order to avoid the influence of environmental factors on the heights of the children.

This results in a final sample of 335 households with 396 children.

7 Though children below 24 months of age were measured recumbent, and hence we measured length rather than

height, we henceforth refer to both length and height measurements as height.

8 In January 2011, we conducted a large scale quantitative household survey using a closed-form highly structured pilot-

tested questionnaire to capture the impact of RIPAT on technology adoption, food security, and poverty. The data col-

lection and data entry were closely supervised by us in cooperation with a survey management team from the

Economic Development Initiative (a Tanzanian survey company). RECODA assisted in the hiring of a team of local in-

terviewers and data entry clerks. Both the project implementation and the data collection were financed by the

Rockwool Foundation.

9 Among the 55 households listed in the NGO records as participants but not traced and interviewed in the survey, half

could not be identified and the other half had moved, died, or refused to participate in the survey.

10 During pilot testing of the survey, we became aware that some RIPAT participant did in fact hold more than five acres

of land in 2011. To increase comparability, we therefore allowed households in comparison villages to to have up to

eight acres of land. We control for land area in all the conditional estimations below and impose a restriction on the

number of acres in the robustness section.

11 They were required to measure at least one child per household where there were children below six years of age.
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In addition, we interviewed 427 nonparticipating households in RIPAT villages for a study of diffu-

sion of improved banana cultivation using a stratified random sample (Larsen 2012).12 From the house-

holds with young children we have HAZ measurements of 195 children, which we use in section V as an

alternative comparison group.

Summary Statistics

In table 1, we list the mean values of key child, parent, household and village characteristics for the

RIPAT households in column (1), and the corresponding values for the comparison households in col-

umn (2). In column (3), we present wild cluster bootstrap p-values from two-sided t-tests of whether the

means differ between RIPAT and comparison households, clustered at the village level.13 Corresponding

numbers for the comparison group within RIPAT villages are shown in column (4) and (5).

Looking at the characteristics of children in the sample, we see that the overall HAZ is about one

standard deviation below the WHO reference population mean, indicating that they suffer from under-

nutrition in general. One in four children are stunted, and although this might appear to be a high level

of prevalence, it is well below the regional stunting prevalence rate of 44 percent as found in the 2010

Demographic and Health Survey (DHS 2010). This indicates that the children in our sample are some-

what better off than the regional average, possibly reflecting better socio-economic conditions, as the

area is reasonably fertile and in close proximity to Arusha town.

Slightly more than half of our sample are girls, and most are children of the household head. Their

fathers are typically in their late 30s, while their mothers are around 30 years old. Both parents have

between six and seven years of schooling on average, corresponding to having almost completed primary

education. However, there is a tendency for the parents in RIPAT households to be older and for the

mothers to be slightly more educated than in both kinds of comparison households.14

The children live in households with, on average, five other household members, these being fairly

evenly distributed across the four age groups shown. In 2006, prior to the commencement of the RIPAT

project, the households owned on average three to four acres of land. The math skills of the farmers

interviewed were tested through two simple math questions; less than half answered both of them cor-

rectly. We have also included the average historical rainfall level at the household level,15 since the

households mainly rely on rain-fed agriculture. In accordance with the village selection criteria of suit-

able agricultural conditions, RIPAT villages have received more rain than the comparison villages. Both

RIPAT households and RIPAT villages are more likely to have participated in a development project in

the past than their comparison equivalents. However, these differences are not statistically significant.

The RIPAT villages are situated further away from the main local market and they are less likely to have

a secondary school, and although these differences are insignificant they suggest that the program alloca-

tion procedure targeted wetter and more remote villages.

From table 1, it is thus clear that there are some differences in observables between participating and

comparison households, although only few of these are significant at a conventional level. We return to

12 Nonparticipating households were therefore oversampled in villages with a larger degree of diffusion, and households

growing improved bananas were sampled with a slightly higher probability than other households (see Larsen (2012)

for details of the sampling scheme). We apply sampling weights to account for stratification.

13 We use wild cluster bootstrap-t p-values for all inferences in the paper because we only have 16 clusters (villages), and

with few clusters the usual asymptotic theory does not apply (Cameron et al. 2008).

14 When we have not been able to identify the parents, we have imputed the sample mean following Duflo (2003).

15 We used interpolated data on yearly precipitation on a one-by-one kilometer grid measured in mm from the period

1950–2000 and available from http://www.worldclim.org/ last accessed March 9, 2016. The rainfall data were

matched to households using GPS coordinates. While most households have adjacent plots, they may also have plots

further away. In the estimations below, we control for rain based on household GPS coordinates, results are also fully

robust to using village level averages instead.
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Table 1. Summary Statistics

(1) (2) (3) (4) (5)

RIPAT Comparison P-value Within village P-value

Outcome variables Height-for-Age Z-score �0.94 �1.05 0.59 �1.25 0.26

(1.66) (1.66) (1.48)

Stunting indicator 0.25 0.27 0.65 0.32 0.11

(0.44) (0.45) (0.47)

Child characteristics Young indicator 0.61 0.65 0.26 0.53 0.07

(0.49) (0.48) (0.50)

Age in months 34.11 31.20 0.11 36.35 0.11

(15.36) (15.52) (14.49)

Girl 0.57 0.52 0.19 0.49 0.13

(0.50) (0.50) (0.50)

Child of head 0.83 0.87 0.45 0.90 0.12

(0.37) (0.33) (0.30)

Parent characteristics Father’s education 6.78 6.53 0.25 6.62 0.28

(1.68) (1.67) (1.65)

Father’s age 39.12 36.99 0.02 36.38 0.07

(8.10) (8.25) (7.62)

Mother’s education 6.70 6.08 0.12 6.62 0.60

(1.50) (2.66) (1.83)

Mother’s age 31.85 28.67 0.00 29.65 0.03

(7.17) (6.70) (6.74)

Household characteristics Household size 6.20 5.95 0.40 5.53 0.01

(2.01) (1.99) (1.70)

HH members age 0–5 1.58 1.60 0.90 1.48 0.37

(0.78) (0.66) (0.56)

HH members age 6–14 1.61 1.66 0.80 1.48 0.36

(1.20) (1.25) (1.26)

HH members age 15–24 0.98 0.84 0.34 0.80 0.07

(1.03) (1.00) (0.96)

HH members age 25–49 1.63 1.58 0.49 1.55 0.23

(0.66) (0.67) (0.61)

Head is widow(er) 0.06 0.03 0.14 0.06 0.84

(0.24) (0.18) (0.23)

Acres 2006 4.07 3.11 0.19 3.65 0.47

(5.32) (1.79) (6.13)

Good in math 0.41 0.42 0.86 0.38 0.74

(0.49) (0.50) (0.49)

Participation in other projects 0.27 0.16 0.14 0.13 0.09

(0.44) (0.37) (0.34)

Household rain in mm 738.67 706.91 0.21 751.46 0.09

(47.86) (45.64) (56.61)

Village characteristics Village distance to market 9.88 5.76 0.14

(3.90) (5.00)

Village has secondary school 0.57 0.86 0.29

(0.50) (0.35)

Village had devel. project 0.60 0.41 0.52

(0.49) (0.49)

Number of children 214 182 195

Number of households 182 153 171

Number of villages 8 8 8

Notes: Variable means in samples of RIPAT children in column (1), comparison children in column (2), and children from non-RIPAT households within RIPAT

villages in column (3). Standard deviations in parentheses. Column (3) and (5) gives wild cluster bootstrap-t p-values from two-sided t-tests of equal means of the

RIPAT and comparison children from comparison villages and RIPAT villages, respectively, calculated as suggested by Cameron et al. (2008). Clustering is at the vil-

lage level.

Source: Authors’ calculations based on data described in text.
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these below. It is, however, still important to account for these characteristics in the analyses below in

order to increase comparability.

III. The Identification Strategy

The participation selection process at both village and individual levels suggests that more motivated

farmers from poorer villages were likely to become project participants. Furthermore, no baseline data

were collected prior to the intervention, and therefore we cannot rely on standard difference-in-

differences estimates to establish counterfactual outcomes. To find an unbiased estimate of the average

treatment effect of household participation in RIPAT on the nutritional status of children measured by

their height-for-age z-scores (HAZ), we need to account for project placement and self-selection. We do

so by employing the identification strategy of Duflo (2003).

This identification strategy relies on the findings in the medical literature that the in-utero period and

the first two years of life are critical periods for childhood development. The length of newborn infants

and the height of young children is considered to be more sensitive to the nutritional intake than the

height of older children (Martorell and Habicht 1986; Martorell 1999; Ruel 2001), and stunting at birth

or in early childhood is found to be a strong predictor of later childhood stunting (Adair 1999; Saleemi

et al. 2001). Thus, because stunting is persistent, the HAZ of older children represents reliable recall

data, as it is a biological marker of their past nutrition in early childhood (Victora et al. 2010;

Hoddinott et al. 2013). We exploit this fact to identify the impact of RIPAT with a difference-in-

differences estimator: the HAZ difference between young RIPAT and comparison children conceived

after the phase-in of the project, net of the difference for the older children. The difference in height-for-

age of the older children captures any systematic differences in nutritional status between RIPAT and

comparison children before a potential impact of the project. That is, it captures nutritional-level differ-

ences due to the nonrandom selection and thereby accounts for the selection into the project.

In other words, the idea of the identification strategy is to estimate whether children who were con-

ceived after project phase-in were taller for their age than their older peers who were conceived earlier,

relative to a similar cohort difference between younger and older children from comparison households.

The identifying assumption is that—in absence of treatment—the height-for-age of treated and compari-

son children would follow a common growth profile.16 We capture a growth profile curvature by con-

trolling for age in months quadratically. Our results could be misleading if the growth profiles differ

between treated and comparison children in absence of treatment. We therefore also investigate whether

there were any confounding time-varying differences between participating and comparison households,

such as changes in fertility patterns or different coping abilities in times of drought (see section V).

We estimate the average treatment effect of RIPAT with ordinary least squares (OLS) using the speci-

fication in equation (1).

Yi ¼ b1RIPATh þ b2youngi þ b3RIPATh � youngi þ Cidþ Pi/þXhgþWvcþ ei (1)

Yi is the outcome for child i in household h in village v. The variable RIPATh indicates whether household h

had ever participated (i.e. including those that dropped out) in a RIPAT farmers’ group; youngi indicates

whether child i was younger than a certain threshold described below; and RIPATh � youngi gives the inter-

action between the two last variables. Thus, b3 will give the estimate of the average treatment effect of

RIPAT on the nutritional status of young children, net of selection. We control for child characteristics,

denoted as Ci, parent characteristics, Pi, household characteristics, Xh, and village characteristics, Wv, all of

which are listed in table 1. Age in months is included quadratically. We take the logarithm of acres of land

owned in 2006. Finally, we allow for errors to be correlated within villages, ei;v.

16 This corresponds to the common trends assumption in a classical difference-in-differences set-up.
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We have a small subsample of households with measurements of both young and older siblings. This

allows us to also provide estimates with household fixed effects instead of parent, household, and village

characteristics as a simple robustness check.

There is some flexibility in how we define the relevant threshold for the young dummy, as it depends on

when we can expect an impact of RIPAT on food security to have taken place in the households. Food

insecurity in this area is highly seasonal, and is only pronounced in the lean seasons (January to May).17

This implies that the earliest point in time, where we can expect an impact on nutrition of pregnant women

and young children is in the first lean season after project start, January–May in 2007. Hence, we define

the young dummy to be equal to one for children conceived in January 2007 or later (henceforth referred

to as “young” children).18 Regardless of the choice of threshold, some children classified as old may also

be affected by the improved nutrition. If there is any such catch-up growth, it will lead to an underestima-

tion of the impact. We examine the choice of threshold in the online appendix S2.2.

IV. Results

Before turning to the estimation results we compare the distributions of HAZ presented in figure 2 for

the old and young children separately. We have conditioned on child, parent, household, and village

characteristics to reduce noise. We see that the conditional distribution of HAZ for the old RIPAT chil-

dren is closely aligned to that of old comparison children, suggesting that these children are indeed

highly comparable. For the young children the RIPAT distribution is clearly shifted to the right of the

comparison distribution. Although this graphical inspection does not constitute a formal test, it does

suggest that not only were the young RIPAT children taller for their age than the comparison children

on average, but it appears that the intervention has affected the entire HAZ distribution of young RIPAT

children, in particular the lower tail.

OLS estimation results are shown for the average treatment effect of RIPAT using the econometric

specification given in equation (1) in table 2. Columns (1) to (3) present estimated impacts on the height-

for-age z-score (HAZ) of young children in participating households, hence the impact on the mean

value of the HAZ distribution, while column (4) provides the linear probability estimates for the impact

on the likelihood of children being stunted. The coefficient to the RIPAT and young interaction term

gives an estimate of the average treatment effect of RIPAT on the HAZ or the probability of being

stunted among the younger children who grew up under the influence of RIPAT. In column (1) we show

the unconditional estimates, in column (2) we control for child, parent, household, and village character-

istics, and in column (3) we allow for household fixed effects only using the subsample with both old

and young children in the household.

The unconditional estimate of the impact of RIPAT on HAZ is an average improvement of 0.57

standard deviations (SD) of the WHO reference distribution. When we control for child, parent, house-

hold, and village characteristics, the estimate of the impact increases to 0.88 SD. This means that young

children in RIPAT households were 0.88 SD taller than their peers in comparison households, control-

ling for any pre-project differences among the older children. When we include household fixed effects

to account for unobserved household characteristics, the point estimate further increases to 1.38 SD.

17 We define the span of the lean season according to self-assessment by the households in the sample. The majority of

households mentioned the months January–May as part of the “worst period in terms of having enough food for

everyone in your household [during 2010]”.

18 We calculate month of conception to be nine months before month of birth. If RIPAT reduces prematurity rates young

comparison children are on average conceived later than young RIPAT children. However, increasing the young

threshold for comparison children one or two months does not alter the results. Furthermore, there is a possibility that

RIPAT has improved the survival rate of weak fetuses and infants in which case we will most likely underestimate the

impact. Unfortunately, we do not have mortality data to test this hypothesis.
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The fact that we still find a positive impact after the introduction of household fixed effects suggest that

the results are not driven by unobserved differences in the selection into the project between households

with young and older children.19

Figure 2. Distributions of the HAZ

Note: Kernel densities of residuals from the regression of HAZ on all individual, parent, household and village characteristics as

described in text.

Source: Authors’ analysis based on data described in text.

19 It should be noted that our fixed effect estimation relies on variation in a relatively small subset of the sample, as only

21 RIPAT households and 19 comparison households had both young and older children in the sample. We therefore

only include it as a robustness check of the conditional estimates.
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Because RIPAT is a village intervention, we cluster standard errors at the village level, and the corre-

sponding significance levels are reported with the customary use of asterisks. Since we only have 16 vil-

lages and thus 16 clusters, the standard asymptotic theory cannot be applied for inference and we report

p-values in square brackets based on wild cluster bootstrapped t-statistics for the impact coefficients, as

suggested by Cameron et al. (2008).

Turning to the impact on stunting in column (4), we see that the average impact on height-for-age

also translates into an impact among children suffering from severe malnutrition. Compared to children

in comparison villages, we find that young RIPAT children experienced a reduction in the prevalence of

stunting of 17.6 percentage points, significant at the ten percent level. We have less statistical power

compared to our results for HAZ, since we discard information by reducing the continuous HAZ to a

binary variable.20

When we measure the impact of RIPAT on HAZ, we measure the impact on a nutritional stock

(height). We expect RIPAT to affect the stock through improvements in the nutritional flows. This sug-

gests that the effect of RIPAT on height-for-age should increase with the duration of exposure to RIPAT.

The longer children were exposed to improved nutrition, the more the impact accumulates in their stock,

that is, their height. However, the agricultural intervention was gradually phased in, and there is a natu-

ral lag from the introduction of new technologies to a tangible nutritional outcome among participating

households. Children born early in the project period therefore received a weaker nutritional improve-

ment during their first 1,000 days than children born later. This works in the opposite direction.

In table 3 we therefore present estimates from a model that allow for cohort-specific impacts: instead

of a young indicator we include age indicators for the years zero to three, along with the RIPAT indica-

tor and their interaction terms. Four-year-old comparison children form the reference group. Overall,

the impact is driven by the one- and two-year-olds, both groups experience impacts of 1 SD (see column

2), suggesting that the expected accumulation in nutritional stock among the two-year-olds is offset by

the gradual phase-in of the project. The impact among the youngest children is not statistically signifi-

cant and as expected, there is no significant difference between the older three- and four-year-old RIPAT

Table 2. Impact of RIPAT on HAZ

HAZ Stunting

(1) (2) (3) (4)

RIPAT and young 0.569* 0.879 *** 1.377 ** �0.176 *

(0.29) (0.29) (0.46) (0.09)

[0.062] [0.012] [0.002] [0.094]

RIPAT �0.240 �0.215 0.090

(0.20) (0.24) (0.06)

Young �0.025 �0.133 �1.279 0.060

(0.11) (0.30) (0.87) (0.09)

Child characteristics No Yes Yes Yes

Other characteristics No Yes No Yes

Household fixed effects No No Yes No

Clusters (villages) 16 16 13 16

Observations 396 396 86 396

Notes: OLS estimates with HAZ as dependent variable, cluster standard errors in parentheses, and wild cluster bootstrap-t p-values in square brackets. “Other

characteristics” include parent, household, and village characteristics as described in the text. Statistical significance based on standard inference is indicated by ***,

**, and * for the 1, 5, and 10 percent levels respectively.

Source: Authors’ analysis based on data described in text.

20 We find these effects to be homogeneous across boys and girls. Results are available upon request.
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cohorts relative to the comparison cohorts.21 The latter result thus supports our common growth profile

assumption for the treatment and comparison group prior to any impact.22

Robustness Checks

In the online appendix S2, we examine whether the results above might be driven by systematic errors or

decisions concerning the data. We find that our results are robust to accounting for attrition, to different

thresholds of the young indicator, and to changing the sample selection with respect to children’s age,

with respect to number of acres owned, with respect to outliers and to data quality considerations in

terms of correct measurement procedures and formal registration of child age. The estimated impacts of

RIPAT on height-for-age range from 0.6 to 1.2 standard deviations, and all but one of them are signifi-

cant at the ten percent level. We also find consistent large impacts of participation in RIPAT on the prev-

alence of stunting, but at reduced power levels.

Table 3. Cohort Specific Impacts on HAZ

(1) (2)

RIPAT and age 0 �0.237 0.274

(0.65) (0.67)

[0.666] [0.700]

RIPAT and age 1 0.666 1.097*

(0.49) (0.53)

[0.198] [0.064]

RIPAT and age 2 0.473 1.012**

(0.46) (0.40)

[0.282] [0.018]

RIPAT and age 3 �0.332 0.106

(0.34) (0.43)

[0.388] [0.786]

RIPAT �0.042 �0.179

(0.29) (0.35)

Age 0 0.681 �0.366

(0.52) (1.37)

Age 1 �0.096 �0.751

(0.30) (0.88)

Age 2 �0.200 �0.663

(0.30) (0.54)

Age 3 0.107 �0.102

(0.31) (0.44)

All characteristics No Yes

Clusters 16 16

Observations 396 396

Notes: OLS estimates with HAZ as dependent variable, cluster standard errors in parentheses, and wild cluster bootstrap-t p-values in square brackets. “All char-

acteristics” includes child, parent, household, and village characteristics as described in the text. Statistical significance based on standard inference is indicated by

***, **, and * for the 1, 5, and 10 percent levels respectively.

Source: Authors’ analysis based on data described in text.

21 The young threshold is 39 months, i.e., three years and three months, so 22 of the 90 three-year-old children are con-

sidered young in the main analysis.

22 The same age pattern is found if we use alternative functional form specifications such as 12-month splines or allowing

the effect to depend quadratically on age in months.
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Mechanisms

We cannot pin down the exact channel through which RIPAT has influenced the nutritional status of young

children, but we can examine the most likely chain of events, namely, whether the results of increased tech-

nology adoption and improved food security found in Larsen and Lilleør (2014) for the full sample of house-

holds, also holds for this sub-sample of RIPAT households with young children, using simple linear

regression comparisons.23 RIPAT households are significantly more likely to grow improved banana vari-

eties, and to keep improved breeds of chickens and goats (see Panel A of table 4). In the online Appendix S3,

we further document high rates of adoption for the other introduced technologies.

Table 4. Adoption of Technologies and Food Security

(1) (2) (3)

RIPAT Comparison Cond. difference

Panel A: Adoption of technologies

Improved banana cultivation 0.657 0.121 0.523***

(0.476) (0.327) (0.103)

[0.030]

Improved breed of poultry 0.309 0.013 0.243***

(0.463) (0.115) (0.055)

[0.032]

Improved breed of goats 0.354 0.128 0.227***

(0.480) (0.335) (0.044)

[0.006]

Panel B: Food security

Number of worst months 3.831 4.150 �0.438***

(1.338) (1.445) (0.135)

[0.038]

No hunger 0.365 0.265 0.159***

(0.483) (0.443) (0.050)

[0.036]

Meat consumption last week 0.764 0.694 0.183**

(0.426) (0.462) (0.085)

[0.192]

Egg consumption last week 0.607 0.408 0.152**

(0.490) (0.493) (0.068)

[0.180]

Dairy consumption last week 0.843 0.810 0.086

(0.365) (0.394) (0.128)

[0.664]

Number of households 178 149 327

Notes: Variable means in samples of RIPAT and comparison children and standard deviations in parentheses in columns (1) and (2). Column (3) presents OLS esti-

mates from regressions of the technology or food security variable on a RIPAT indicator, cluster standard errors are in parentheses, and wild cluster bootstrap-t p-val-

ues are in square brackets. Regressions also control for education and age of the household head and household and village characteristics as described in the text.

Statistical significance based on standard inference is indicated by ***, **, and * for the 1, 5, and 10 percent levels respectively.

Source: Authors’ analysis based on data described in text.

23 In Larsen and Lilleør (2014), we estimate the average treatment effect using simple cross-sectional comparisons be-

tween treatment and control groups, matching estimators, and a difference-in-differences estimator exploiting the

gradual roll-out. The findings are reasonably robust across estimation methods, suggesting that selection into the proj-

ect is not a major driver of results. We are therefore confident that when we employ simple cross-sectional compari-

sons to this subsample, it will give a good indication of whether there was also increased adoption and improved food

security levels in the subsample of RIPAT households with young children.
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The adoption of both perennial crops (like banana) and improved livestock technologies (poultry pro-

viding eggs and meat, and milking-goats providing milk) is likely to enhance production smoothing over

the agricultural cycle which in turn facilitates smoothing of food consumption over the year. RIPAT

households have a significantly shorter hunger season as can be seen from Panel B of table 4, just as they

are significantly less likely than comparison households to have experienced any hunger during the

12 months before the interview.24 In addition, RIPAT households are significantly more likely to have

had meat and egg during the last week before the interview.25 Hence, increased consumption of animal-

source foods is also a potential pathway to improved child height-for-age since animal products contain

nutrients that are important for child linear growth (Bhutta et al. 2013). Unfortunately, lack of data on

changes in the dietary intakes of children prevents us from further examining this channel.

This suggests that the positive impact on the height-for-age of young RIPAT children is likely to come

about through higher levels of technology adoption promoting higher levels of food security in the lean

season of the year and a larger intake of animal-source foods. Not being exposed to hunger spells seems

to have long-lasting consequences for the growth curves of these young children. The effect may be rein-

forced by less exposure to fecal bacteria,26 which could also reduce the prevalence of stunted growth

(Humphrey 2009).

Finally, we examined whether RIPAT households had lower poverty levels than the comparison

households, but find no clear evidence of such differences (see online Appendix S5).

V. Possible Alternative Explanations

Our identification strategy relies on the standard assumption of a common growth profile in the

absence of treatment. We study three potential factors that could violate this assumption; time-

varying differences between RIPAT and comparison villages, differences in fertility patterns

between RIPAT and comparison households, and differences in households’ coping capabilities in

times of drought.

Village Differences

If the RIPAT and comparison villages were differentially exposed to shocks, our impact estimates may

be confounded. In fact, the area was hit by a severe drought in 2009. We therefore also compare RIPAT

children to children within the RIPAT villages who did not live in participating households, although

results may be biased due to technology diffusion within RIPAT villages (Gausset and Larsen 2013). We

use children from non-RIPAT households in RIPAT villages as a comparison with an additional column

allowing for village fixed effects in table 5, which corresponds to table 2.27

The estimated impact on HAZ is much in the same order of magnitude as in table 2, but the small

number of clusters affects the bootstrapped p-values and we have less power. Since the within-village

comparison yields similar results to the comparison across villages we can rule out the possibility that

the estimates are driven purely by differences in village-level shocks.

24 Additional measures of food security are presented in the online appendix S4.

25 Though only at the 20 percent level when accounting for the low number of clusters.

26 Zero-grazing among livestock meant keeping animals in small enclosures, this reduces the exposure of young children

to animal excrement. In addition, RIPAT households are more likely to have a roofed pit-latrine (RIPAT facilitators

recommended following such government regulations), this would have reduced the spread of bacteria through flies.

27 Standard errors are again clustered at village level (note that now there are only eight villages) and p-values based on

wild cluster bootstrapped t-statistics are shown in square brackets.
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Fertility Patterns

The estimated impact would be confounded if project participation itself lead to endogenous changes in

fertility patterns and thus in cohort composition among the participating households relative to compari-

son households.

First, if the intervention induces households to have fewer children, the households would have more

resources per child, which could have led to an improvement in the nutritional status of the children

born. However, since we control for the number of household members between zero and five years of

age, this is unlikely to be driving the impact we find. It could also lead to an increase in birth spacing,

but we do not find any difference in birth spacing between RIPAT and control children.

Second, if participation in the project changed the timing of fertility, this could potentially affect the

group composition of old and young RIPAT children vis-a-vis the comparison children. Table 1 shows

that the group of RIPAT children were on average slightly older (three months) than the group of com-

parison children, although not significantly. We further test the composition of the age cohorts by

regressing age indicators on a RIPAT indicator, while controlling for household and village characteris-

tics (see figure S6.1 in the online appendix). We find no significant differences in the age composition of

the RIPAT and comparison sample.

Third, if the project affected timing of conception over the year, RIPAT children might have been dif-

ferently exposed to the lean season relative to the comparison children, which again could affect our

results. Hence, we run twelve regressions with month of birth indicators as dependent variables using

the same specification as in equation 1 (see figure S6.2 in online appendix).28 With this difference-in-

differences specification we test whether there has been a shift in the seasonal timing of fertility from the

old to the young RIPAT children which is different from any potential shift over time for the comparison

children. Out of the twelve tests, the only significant difference we find is that young RIPAT children are

less likely than old RIPAT children to be born in November relative to any difference between the young

and old comparison children. For this difference to be driving our results it would need to be very

Table 5. Impact on HAZ and Likelihood of Stunting with Weighted RIPAT Village Comparison Sample

HAZ Stunting

(1) (2) (3) (4) (5)

RIPAT and young 0.832* 0.788 0.592 0.834* �0.267**

(0.43) (0.43) (0.41) (0.44) (0.09)

[0.104] [0.138] [0.272] [0.474] [0.056]

RIPAT �0.129 �0.226 �0.257 0.083*

(0.31) (0.28) (0.31) (0.04)

Young �0.287 �0.547 �1.917 �0.550 0.185

(0.31) (0.35) (1.65) (0.35) (0.16)

Child characteristics No Yes Yes Yes Yes

Household characteristics No Yes No Yes Yes

Village characteristics No Yes No No Yes

Fixed effects No No Household Village No

Clusters (villages) 8 8 8 8 8

Observations 409 409 85 409 409

Notes: OLS estimates using a comparison sample within RIPAT villages weighted with inverse sampling probabilities. Column headings refer to the dependent var-

iable. In parentheses are cluster standard errors, and in square brackets are wild cluster bootstrap-t p-values. “Household characteristics” includes parental character-

istics. Statistical significance based on standard inference is indicated by ***, **, and * for the 1, 5, and 10 percent levels respectively.

Source: Authors’ analysis based on data described in text.

28 All children, household and village characteristics are included except the child’s age.
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unfavorable to be born in November as compared to other months of the year. Our results are robust to

excluding children born in November (results available upon request).

Capabilities for Coping with Drought

Finally, the common growth profile assumption could also be violated if the RIPAT and comparison

households had coped with the 2009 common shock in different ways, regardless of project participa-

tion. Although RIPAT aims to reduce vulnerability to drought shocks by introducing drought-resistant

crops and production-smoothing technologies, we need to address the concern that households who

selected into RIPAT may initially have had different coping strategies than the comparison households.

To do so, we investigate whether the impact is driven by any of the observed differences in parent and

household characteristics. Table 1 shows that parent characteristics differ significantly between RIPAT

and comparison households in terms of father’s and mother’s age. Furthermore, mother’s education,

which is often a strong predictor of childrens’ health, is also marginally different, with children in

RIPAT households having more educated mothers. If, say, older or better-educated mothers were better

at nourishing their children during the 2009 drought, we would overestimate the impact, since RIPAT

mothers were on average better educated.

We demean these key parental variables and interact them with the young indicator, the RIPAT indi-

cator and their joint interaction term to allow for the treatment effect to depend on, for example, moth-

er’s age. The estimation results are given in columns (1)–(3) of table 6. The estimates of the impact of

RIPAT at the mean values of the parent characteristics are remarkably stable, confirming that the impact

found above is not driven by any of the differences in observed parental characteristics.

Table 6. Heterogeneous Impacts on HAZ

Q: (1) (2) (3) (4) (5) (6)

Father’s age Mother’s education Mother’s age Log acres 2006 Participated in prior project(s) Historical rainfall

RIPAT and young 0.796** 0.892*** 0.781** 0.901*** 0.832** 0.773***

(0.279) (0.273) (0.287) (0.261) (0.296) (0.240)

[0.018] [0.004] [0.032] [0.006] [0.026] [0.016]

RIPAT, young and Q �0.078*** 0.015 �0.024 �0.379 �0.749 0.012***

(0.025) (0.127) (0.044) (0.458) (0.595) (0.003)

[0.024] [0.902] [0.544] [0.394] [0.286] [0.014]

RIPAT �0.196 �0.219 �0.177 �0.232 �0.170 �0.128

(0.241) (0.239) (0.216) (0.235) (0.219) (0.194)

RIPAT and Q 0.024 �0.123 �0.026 0.163 0.958** �0.012**

(0.019) (0.080) (0.029) (0.278) (0.431) (0.005)

Young �0.077 �0.173 �0.069 �0.133 �0.066 �0.163

(0.318) (0.289) (0.311) (0.280) (0.290) (0.301)

Young and Q 0.065*** 0.026 0.027 �0.004 0.253 �0.002

(0.014) (0.049) (0.035) (0.420) (0.312) (0.002)

Q (not demeaned) �0.051** 0.004 0.034 0.003 �0.325* 0.003

(0.019) (0.057) (0.027) (0.225) (0.179) (0.003)

All characteristics Yes Yes Yes Yes Yes Yes

Clusters (villages) 16 16 16 16 16 16

Observations 396 396 396 396 396 396

Notes: OLS estimates, cluster standard errors in parentheses, and wild cluster bootstrap-t p-values in square brackets. Q refers to the variable stated in the column

heading; the variable is demeaned when it enters an interaction term, but not when included in levels. “All characteristics” includes child, parent, household, and vil-

lage characteristics as described in the text. Statistical significance based on standard inference is indicated by ***, **, and * for the 1, 5, and 10 percent levels

respectively.

Source: Authors’ analysis based on data described in text.
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Second, using the same method, we examine whether household self-selection into the project and the

land ownership criteria could be driving the results. We proxy self-selection by using participation in other

projects in the past. From table 6 columns (4)–(5), we see that differences in land ownership or prior par-

ticipation in other projects do not alter the estimated impact of RIPAT on the HAZ of young children. In

addition, we check the role of rainfall. Villages were partly chosen based on suitable agricultural condi-

tions, including sufficient rainfall. We do find that part of the impact of RIPAT on HAZ is driven by a pos-

itive interaction with rainfall, but the effect of RIPAT at the mean rainfall level is still 0.77 SD.

Finally, we check for intrinsic unobserved differences in strategies for coping with shocks between par-

ticipating and comparison households by comparing the HAZ of children exposed to a drought spell in

2006, which was prior to any nutritional impact of RIPAT activities.29 Standardized Precipitation and

Evapotranspiration Indices (SPEI)s for the period 2004 to 2011 with three data points per year are shown

in figure 3. It can clearly be seen that the growing seasons of 2006 and 2009 were particularly dry.30

If RIPAT and comparison households initially had different drought coping strategies, we should

expect to see differences in the HAZ of children conceived just before or during 2006. These are precisely

the children we define as old, and where we find no significant difference in their height-for-age between

RIPAT and comparison children. This renders it unlikely that the improved nutrition among the young

Figure 3. Standardized Precipitation and Evapotranspiration Index

Source: The global SPEI database, http://sac.csic.es/spei/database.html (version: 2.0) last accessed March 9, 2016.

29 To measure weather shocks, we follow Harari and La Ferrara (2013) and examine monthly Standardized Precipitation

and Evapotranspiration Indices (SPEIs) for the geographical area under study, using the average of the four preceding

months and considering values of the SPEI below one SD as negative climate shocks. We consider March to June to be

the main growing season based on the Food and Agriculture Organization crop calendar, http://www.fao.org/

agriculture/seed/cropcalendar/welcome.do last accessed March 9, 2016.

30 The graph is from a grid covering half of the villages in our sample; the graph from the neighboring grid covering the

remaining villages is very similar and is available from the authors. The global SPEI database can be found at http://

sac.csic.es/spei/database.html last accessed March 9, 2016.
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RIPAT children is driven by differences in drought coping strategies across treated and comparison

households a priori.

It is, however, very likely that RIPAT farmers improved their ability to cope with the 2009 drought

through the adoption of drought-resistant crops and production-smoothing technologies. The magnitude

of our estimated average treatment effect on HAZ might therefore have been considerably smaller if the

area had experienced years of bumper harvest and thus little food insecurity and no hunger spells prior

to the survey.

VI. Discussion

Given the widespread prevalence of stunted growth and the relatively recent acknowledgment of its

many long-term adverse implications, combating undernutrition of unborn and infant children has

become an important subject that attracts attention from both researchers and policy makers; see, for

example the recent Lancet reviews by Bhutta et al. (2008); Victora et al. (2008); Ruel and Alderman

(2013); and the Cost Of Hunger in Africa report by African Union Commission et al. (2014). However,

there is lack of rigorous evidence when it comes to the scope for agricultural interventions to combat

stunting and underweight among young children (Masset et al. 2012).

We find that the agricultural intervention, RIPAT, has improved drought resilience among the partici-

pating farmers in northern Tanzania by introducing a basket of technology options based on local

resources including crop diversification, perennial crops, conservation agriculture, improved animal hus-

bandry, and land use management. This holistic approach may have been key in improving the nutri-

tional status of young children in the participating households, these components help to improve the

nutritional quality of farming output according to Miller and Welch (2013). We find that the RIPAT

intervention had a significant positive impact of about 0.9 SD on the height-for-age z-scores of young

children who had been fully exposed to the project in their early life. Similarly, we see a reduction in

stunting prevalence among the young group of RIPAT children of around 18 percentage points.

There are two important points to note concerning these impacts. First, they were measured almost

five years after the start of the project, which lasted three and a half years, suggesting that these are sus-

tainable impacts, but not necessarily quick impacts. Second, toward the end of the project implementa-

tion period, a serious drought hit the area, worsening and lengthening the annual hunger period. This

has possibly increased the difference in undernutrition levels found between participating and compari-

son households, since the intervention was designed to increase the drought resilience of farmers and

shield their food production, rather than to boost agricultural output during bumper years. This is

important to keep in mind, as it influences the external validity of these results relative to other areas,

for example, areas less prone to undernutrition, or even to the same area in bumper years.

There are reasons to believe that precisely because of the holistic nature of the intervention and its

focus on shielding farmers’ food production against adverse impacts of drought, the nutritional and thus

growth impacts on young children are sizable and larger than those typically found in more narrow

nutrition interventions as reviewed in Bhutta et al. (2008) and Caulfield et al. (1999). As hypothesized

by both Masset et al. (2012) and Ruel and Alderman (2013), our study confirms that there is scope for

agricultural interventions in alleviating undernutrition and that they can indeed be very effective.
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The Impact of Positive and Negative Income Changes

on the Height and Weight of Young Children

Thomas Buser, Hessel Oosterbeek, Erik Plug, Juan Ponce, and José Rosero

Abstract

We estimate the impact of changes in unearned income on the height and weight of young children in a devel-

oping country. As a source of income variation we use a change in the eligibility criteria for receipt of an un-

conditional cash transfer in Ecuador. Two years after families lost the transfer, which they had received for

seven years, their young children weigh less and are shorter and more likely to be stunted than young children

in families that kept the cash transfer. We find no statistically significant effect on young children’s height and

weight two years after gaining the cash transfer. Information on household expenditures suggests that a reduc-

tion of food expenditures by households that lost the transfer is the main mechanism behind this finding.

JEL classification: C31, H51, I14

In 2009, the government of Ecuador revised the poverty index that determines eligibility for the cash trans-

fer that it provides to the 40 percent poorest households. Due to this revision, around 200,000 families lost

the transfer, which they had received for seven years. A comparable number of families suddenly became

eligible for the transfer, which they had not previously received. This article exploits the movement into

and out of the cash transfer program to estimate the causal impact of changes in households’ unearned

income on the height and weight of young children in a developing country, two years after the change.

The impact of income fluctuations on the height and weight of young children is an important ques-

tion for development policy. Lower height and weight compared to healthy children of the same age are

commonly used as indicators of poor nutritional status and are associated with a range of undesirable

economic and health outcomes later in life (de Onis and Blössner 1997).1 Poor households spend a large
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proportion of their incomes on food, and their incomes are characterized by strong uncertainty and fre-

quent shocks (Banerjee and Duflo 2007). If negative income shocks have an adverse effect on children’s

nutrition, such shocks may have permanent effects on their health and on a range of later-life outcomes,

which directly or indirectly depend on early health conditions (Grantham-McGregor et al. 2007;

Martorell 1999).

The results of our study are also important for the design of cash transfer programs. These programs

typically serve a limited share of the population. Every now and then, recipients’ eligibility for the cash

transfer has to be reconsidered. As was the case in Ecuador, this will result in some recipients losing the

transfer and some former nonrecipients qualifying for the program. If movement out of the program has

adverse effects on the health of children, it might be necessary to supplement movement out of the pro-

gram by compensating measures.

There is a vast and growing literature on the long-term effects of shocks suffered during the “first

1000 days” (in utero and during the first two years of life). Almond and Currie (2011) survey the litera-

ture on the effects of fetal shocks on later life outcomes. They conclude that there is substantial evidence

that insufficient nutrition and bad health during pregnancy affect not only later life health but also edu-

cational attainment and income. Currie and Almond (2011) review the literature on the effects of shocks

early in life (including health shocks) on later life outcomes, concluding that effects are substantial and

permanent.

Previous studies on the effect of negative income shocks on health take advantage of aggregate eco-

nomic fluctuations and historical events to estimate causal effects. Most relevant to our study is Hidrobo

(2014) who finds that children who were relatively more exposed to the Ecuadorian crisis (1998–2000)

are shorter and have lower cognitive ability. Baird et al. (2011) find that short-term GDP fluctuations in

developing countries are correlated with child mortality. Using rainfall shocks as a proxy for early-life

income fluctuations, Maccini and Yang (2009) find effects on the adult health of Indonesian women.

Papers using historical data include Van Den Berg et al. (2006), who, using data from 1812 to 1912,

find that being born during a recession increases child mortality and affects adult health. Banerjee et al.

(2007) find that a nineteenth century vine plague in France reduced the adult height of children of wine-

growing families, and Lumey et al. (2007) find that individuals born during the Dutch hunger winter of

1944–45 have worse adult health outcomes.

There are a number of studies that use unconditional cash transfers as a source of positive income

shocks. Duflo (2000) finds that South African girls whose grandmothers receive pension transfers have

large improvements in weight and height, and Agüero et al. (2007) find that an unconditional South

African child support grant increases child height. Implementing a randomized field experiment, Schady

and Rosero (2008) find that Ecuadorian households increase the food share of their expenditures after

receiving an unconditional monthly transfer of 15 US$.2 Paxson and Schady (2010) using the same data,

however, find only weak effects on the height and cognitive development of children who were 20 to 67

months of age at the start of the transfer.

There is also a large literature evaluating conditional cash transfers (Fiszbein et al. 2009). Because the

transfers are often conditional on attendance of health care centers, it is difficult to disentangle the

impact of the cash transfer from the effect of the conditionality. In a meta-study, Manley et al. (2013)

find a small and nonsignificant effect for gaining access to a cash transfer on child height.

2 This contrasts with the common finding in the literature that the income elasticity of food consumption is less than one

(e.g., Subramanian and Deaton [1996] and Strauss and Thomas [1990]). Schady and Rosero (2008) attribute this to the

fact that the cash transfers are made to women. Recent studies of Angelucci and Attanasio (2013) and Attanasio and

Lechene (2014) for Mexico and of Attanasio et al. (2012) for Colombia report a similar result for conditional cash

transfers in these countries.
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The stand-out feature of our article is that we can estimate the effects of both positive and negative

income changes within a single framework. This is a novel contribution to the literature on the impact of

income shocks on child health as it enables us to investigate whether positive and negative shocks affect

child health symmetrically. We also contribute to the literature on the effects of cash transfer programs

by being the first to analyze the effects of losing a cash transfer. Cash transfers are now widely used to

fight poverty in developing countries. It is inevitable that over time some households will lose their trans-

fers as they grow marginally richer or as eligibility rules are adapted. How losing a transfer affects the

well-being of children in these households is therefore an important policy question.

In the subsample of households that did not receive the cash transfer before the revision, some house-

holds qualify for the cash transfer after the revision while other households do not. Using a regression

discontinuity approach, this allows us to identify the effect of positive income changes. Likewise, in the

subsample of households that did receive the cash transfer before the revision, some households do no

longer qualify for the cash transfer after the revision while other households still qualify. Again using a

regression discontinuity approach, this allows us to identify the effect of negative income changes. Our

analysis is based on novel survey data containing information about the height and weight of almost

1400 children under the age of six years old, as well as on household expenditures including food

expenditure.

Our key finding is that two years after families lost the cash transfer, which they had received for

seven years, the young children in these families weigh less and are shorter and more likely to be stunted

than young children in families that kept the cash transfer. We find no significant effect on young child-

ren’s height and weight two years after their families started receiving the cash transfer, but confidence

intervals are wide enough to include substantial positive effects. We also find that households that lost

the transfer spend less on food than comparable households that kept receiving the transfer. The differ-

ence in food expenditures is similar to the size of the transfer. This suggests that a reduction of food

expenditures by households that lost the transfer is the main mechanism behind the adverse effects of los-

ing the transfer on children’s height and weight.

The article proceeds as follows. Section I describes the Ecuadorian context and the cash transfer pro-

gram. Section II describes the data and how these were collected. Section III explains the empirical strat-

egy, and section IV confirms its validity. Section V lays out the main results, and section VI looks for

pathways for the effects of income changes on child height and weight. Section VII concludes.

I. Context and Cash Transfer Program

Ecuador is a lower middle income country that has high poverty levels and high inequality. In sum, 72

percent of its population of around 14 million live in urban areas, 29 percent of the population are poor,

and 26 percent are affected by chronic malnutrition.3

The cash transfer program is called Bono Desarollo Humano (BDH) and was launched in 2003. It is

aimed at the poorest 40 percent of households. Initially, these families received a transfer of 15 US$ per

month, which was increased to 30 US$ in 2007 and then to 35 US$ in 2009. The transfers are collected

by the mother through local banks. Apart from guaranteeing a minimum level of consumption, the offi-

cial aims are to increase human capital, reduce the persistence of poverty, and to reduce the levels of

chronic malnutrition and preventable diseases for children below 5 years of age. For the households in

our sample, which are located around the 40th wealth percentile, the transfer represents about 11 per-

cent of household expenditure.

Most cash transfer programs in developing countries are conditional on some specified behaviors,

usually including school attendance, nutritional supplements for children, and health clinic visits for

3 These figures are according to the government of Ecuador.
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children. The BDH in Ecuador is different in that, while in theory recipients should send their children

to school and to semi-annual health checks, these conditionalities were neither communicated in a sus-

tained way nor effectively controlled or enforced.4 However, public announcements made at the intro-

duction of the cash transfer have had some effect on the perception of recipients. Schady and Araujo

(2006) report that approximately a quarter of recipients believe that sending their kids to school is a

requirement. In section VI, we will have a closer look at whether receiving the BDH increases the proba-

bility of health center visits for the children in our sample.

Eligibility for the BDH is determined exclusively by a household’s percentile on a wealth index called

SELBEN.5 SELBEN is based on 27 variables including household assets and housing characteristics

(access to water, toilet, shower, and household appliances), characteristics of the head of the household

(schooling, employment), children’s characteristics, and household size. It is calculated using nonlinear

principal components analysis. The variables were collected through a census of all households living in

poor areas. In 2007–2008, all households in poor neighborhoods were resurveyed and the definition of

the index was changed (SELBEN II). The index is now composed of 59 variables covering the same areas

(see Fabara [2009] for the complete list of variables).

For many households close to the threshold at the 40th percentile, this redefinition led to changes in

eligibility. Around 200,000 households who had received the transfer for over seven years suddenly lost

it while around 200,000 other household started receiving the transfer, which until then they had not

received. While some change in eligibility had been announced through the media, individual families

were not warned in advance and could therefore not prepare for the change. However, the transfer was

phased out over the period of a few months, which gave families who lost it some time to adapt.

II. Data

For the data collection, we randomly sampled 2800 households from poor neighborhoods in three urban

centers: Guayaquil, Quito, and Santo Domingo.6 There are three main reasons why we focused on urban

areas: First, the majority of the population of Ecuador (72 percent) lives in urban areas. Second, many

people living on the countryside produce their own food making a direct link between income and nutri-

tion less likely. And third, data collection is much more costly in remote rural areas. We had limited

resources so we decided to concentrate on cities where (a) the impact is expected to be bigger and (b) we

get more observations per dollar spent.

The sample frame consisted of the following households: 1. They scored within 0.3 standard devia-

tions of the cutoff on SELBEN II; 2. they are single-core households so that our sample only contains

households that, if eligible, receive the transfer exactly one time per month; 3. they are located in

Guayaquil, Quito, or Santo Domingo; 4. they complied with their status of receiver or nonreceiver

before the change was implemented (we used administrative data to only include households in our sam-

pling frame that complied with their eligibility status before the change). On the basis of the eligibility

statuses of the families before and after the revision of the wealth index we defined four groups (see

figure 1): (i) the households who did not receive the transfer before the change and newly gained it (to

whom we will refer as “winners”); (ii) those who used to receive the transfer and lost it (“losers”); (iii)

those who received it before and after the change (“always-winners”); and (iv) those who never received

it (“always-losers”).

4 In 2012, well after we collected our data, the government eventually started random checks, which still only cover a

small proportion of recipients.

5 SELBEN stands for Selection of Beneficiaries.

6 In population size these are the first, second, and fourth cities in Ecuador. According to the 2010 census, Guayaquil has

2.3 million inhabitants, Quito 1.6 million, and Santo Domingo 305,000. The country’s third city, Cuenca, has 330,000

inhabitants. For logistical reasons, we chose Santo Domingo instead of Cuenca.
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The households were randomly sampled within each city while always picking one of each group

from the same parish so that the four groups are balanced by parish. We used administrative data to

ensure that all households in our sample were compliers before the change. Furthermore, we only picked

single-core households so that our sample only contains households which, if eligible, receive the transfer

amount one time per month.

Figure 2 shows the timing of the SELBEN surveys and our own data collection. The SELBEN II survey

was executed in 2007–2008 and the change in eligibility was implemented between August and October

2009. Our survey thus took place approximately two years after the change. The households in our sam-

ple were visited by professional enumerators who were instructed to only conduct the interview with the

mother of the house. In case of her absence, the enumerators were to revisit the household several times.

In case of repeated absence, a random replacement was drawn from within the same parish. In the end,

we received data from 2645 households. The households in our sample comprise 1445 children under

six years of age. Every child in the sampled households below the age of six was measured and weighed

using professional equipment. We obtained valid measurement of the height and weight of 1374

children.7

In our analysis we use weight-for-age, height-for-age, and weight-for-height as outcome measures (de

Onis 2006). These measures, which are the standard in the child growth literature, were created by the

Figure 1. Treatment and Control Groups

Figure 2. Timeline

7 In sum, 681 of these children are from families who initially did not receive the transfer, and 693 are from families who

initially received the transfer. Table S2 in the online appendix (available at https://academic.oup.com/wber) reports the

numbers of households and children in the different groups.
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World Health Organization (WHO) to provide an international standard for detecting malnutrition in

children.8 Weight-for-age gives the difference in standard deviations between the weight of a child and

the average weight of an international comparison sample. Height-for-age does the same for height. The

height of a child is a cumulative measure of malnutrition. If a child is affected by malnutrition during the

first few years of her life, she will fail to grow at a normal pace during that time. Although recent

research shows that partial catch-up might be possible later on during childhood (Alderman et al. 2014),

the consensus is that it is virtually impossible to fully catch up even if nutrition returns to optimal levels

(Martorell 1999). The weight of a child is slightly harder to interpret. Low weight-for-age can either

mean a child of normal height who has recently not eaten enough (acute malnutrition) or a child of short

stature (who has previously been affected by malnutrition) with normal weight for her height. Finally,

weight-for-height gives a more contemporaneous measure of malnutrition, comparing a child’s weight

to the weight distribution of children of the same height. Low weight-for-height is an indicator of current

malnutrition. Children are especially vulnerable to malnutrition in utero and during the first three years

of life (Martorell 1999), and malnutrition is thought to impact stature up to age five (de Onis and

Blössner 1997).

Apart from measuring and weighing the children, the enumerators conducted a lengthy

survey with the mother including questions about education, labor supply, household

expenditures, personal well-being, and social indicators. We use information on food expenditures

and health center visits to examine potential pathways for our results. We also have access to the

data collected by the government through the SELBEN II surveys, most importantly the households’

wealth index score, which we link to our own data to implement the regression discontinuity

strategy.

Table 1 shows descriptive statistics of the anthropometric measures for the entire sample and for

the four subsamples of winners, losers, always winners, and always losers. The average child in our

sample is 0.78 standard deviations shorter and 0.37 standard deviations lighter than the average

child in the WHO comparison sample, which is an indication of past malnutrition. On the other

hand, the average child in the sample has almost the same weight as an average child of the same

height, as indicated by the average weight-for-height. Underweight and stunting, defined by the

WHO as a weight-for-age or height-for-age score below �2, respectively, are indicators for the most

severe undernourishment (de Onis 2006). In our sample, 14 percent of children are stunted, and 6

percent of children are underweight.9 There is no significant difference in any of the measures

between transfer recipients and nonrecipients. This can either mean that the transfers have no impact

or that the impact is offset by a positive correlation between wealth and the height and weight

measures.

We did not conduct a baseline survey, but the variables contained in the SELBEN II survey can

help us get a sense of the economic situation of the households in our sample prior to the eligibility

change. Table 2 reports means and standard deviations for a range of characteristics separately for

each group. The numbers illustrate that, although the households in our sample are not at the bottom

of the wealth distribution, they are still poor and likely vulnerable to income shocks. Between 25 and

35 percent of houses have a roof, floor, or walls that are in a bad state. In sum, 20 to 30 percent do

not have access to water, 55 to 65 percent do not have proper sanitation, and 60 to 70 percent do not

have a shower.

8 We use the Stata do-files provided by the WHO to calculate the measures: http://www.who.int/childgrowth/standards/

en/ (accessed February 26, 2016).

9 Overweight, defined as a weight-for-age score above 2, affects less than 3 percent of the children in our sample.
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Table 2. Background Variables from SELBEN II Survey

Always-winners Losers Winners Always-losers

Age 40.807 41.078 41.942 42.330

(10.604) (10.263) (11.584) (10.675)

Education 3.724 3.885 3.713 3.934

(1.349) (1.333) (1.441) (1.391)

Work 0.822 0.868 0.839 0.858

(0.383) (0.338) (0.368) (0.349)

Proper roof 0.693 0.772 0.658 0.715

(0.462) (0.420) (0.475) (0.452)

Proper floor 0.743 0.832 0.667 0.781

(0.437) (0.375) (0.472) (0.414)

Proper walls 0.740 0.842 0.719 0.798

(0.439) (0.365) (0.450) (0.402)

Water access 0.720 0.778 0.700 0.755

(0.450) (0.416) (0.459) (0.431)

Proper toilet 0.380 0.444 0.404 0.465

(0.486) (0.497) (0.491) (0.499)

Proper shower 0.282 0.427 0.296 0.403

(0.450) (0.495) (0.457) (0.491)

Household size 3.914 3.893 3.612 3.639

(1.352) (1.323) (1.385) (1.331)

Crowding 3.124 2.788 2.979 2.686

(1.396) (1.352) (1.444) (1.345)

Nr of children 1.957 1.838 1.687 1.628

(1.096) (1.122) (1.205) (1.157)

Nr of children below 6 0.543 0.495 0.522 0.483

(0.718) (0.695) (0.720) (0.674)

Nr of children below 2 0.139 0.127 0.139 0.122

(0.359) (0.342) (0.359) (0.327)

Notes: Age and education are age and education level of household head. Work is a binary indicator for whether the household head earns a labor income. Proper

floor, roof, and walls are binary indicators for the state of the building where a value of 1 denotes a “good” or “normal” state. Water access is a binary indicator for

whether the household is connected to the water network. Proper toilet and shower are binary indicators for the availability of a modern toilet or shower in the house-

hold. Crowding denotes number of household members per room. Standard deviations in parentheses.

Source: Authors’ analysis based on SELBEN II dataset (Government of Ecuador).

Table 1. Means and Standard Deviations of the Outcome Variables

Combined sample Winners vs always-losers Always-winners vs losers

All children Recipients Non-rec. Recipients Non-rec. Recipients Non-rec.

Height-for-age �0.78 �0.78 �0.78 �0.84 �0.84 �0.73 �0.73

(1.32) (1.31) (1.34) (1.31) (1.34) (1.30) (1.34)

Weight-for-age �0.37 �0.37 �0.36 �0.41 �0.39 �0.34 �0.33

(1.12) (1.11) (1.14) (1.07) (1.11) (1.14) (1.17)

Weight-for-height 0.06 0.09 0.03 0.1 0.03 0.08 0.03

(1.35) (1.32) (1.37) (1.18) (1.31) (1.45) (1.43)

Stunted 0.14 0.14 0.14 0.16 0.16 0.11 0.12

(0.35) (0.35) (0.35) (0.37) (0.37) (0.32) (0.33)

Underweight 0.06 0.06 0.05 0.07 0.06 0.05 0.04

(0.23) (0.24) (0.22) (0.25) (0.23) (0.22) (0.21)

Note: The table shows sample means of anthropometric measure by subgroup. Standard deviations are in parentheses.

Source: Authors’ analysis based on own survey data.
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III. Empirical Strategy

Sources of truly exogenous income changes are rare and often limited to specific populations (e.g.,

buyers of lottery tickets). The revision of the poverty index and the resulting changes in eligibility for

receipt of the cash transfer, however, closely mimic exogenous income changes. Conditional on the eligi-

bility status before the revision and the score on the new poverty index (SELBEN II), households that

experience a change in their eligibility status are very similar to households whose eligibility status does

not change. This creates the four groups we distinguish. Given data on households from all four groups

in the vicinity of the new threshold, we can therefore use a regression discontinuity approach to estimate

the effects of positive and negative income changes. Compliance with the assigned eligibility status is not

perfect; not all household eligible for the transfer receive it, while some households not eligible do

receive it. The regression discontinuity design in our setting is therefore fuzzy.

The fuzzy regression discontinuity design is essentially an instrumental variables approach in which a

binary indicator Z for having a SELBEN II score below the cutoff is used as an instrument for receiving

the monthly cash transfer. Additionally, we condition on a polynomial in the SELBEN II score (s), which

is the forcing variable and, in some specifications, on a set of controls X. Comparing the winners to the

always-losers yields estimates of the effects of a positive income change and is done by estimating the fol-

lowing equation using a sample of households that were not eligible before the revision (winners and

always-losers):

Yi ¼ aWvsAL þ dWvsALTi þ fWvsALðsÞ þ cWvsALTi � fWvsALðsÞ þXibWvsAL þ ei;

where Y is the outcome variable, T is a binary indicator for receiving the transfer, fWvsALðsÞ is a polyno-

mial function of s, and aWvsAL, dWvsAL, cWvsAL, and bWvsAL are parameters to be estimated. Similarly,

comparing always-winners to losers yields estimates for the effects of negative income changes and is

done by estimating the following equation using a sample of households that were eligible before the

revision (always-winners and losers):

Yi ¼ aAWvsL þ dAWvsLTi þ fAWvsLðsÞ þ cAWvsLTi � fAWvsLðsÞ þXibAWvsL þ ei;

where the parameters are potentially different from those of the previous equation. Imposing symmetry

of the effects of negative and positive income changes (dWvsAL ¼ dAWvsL), we can also use the combined

sample to estimate the effect of more money versus less money:

Yi ¼ aAll þ dAllTi þ fAllðsÞ þ cAllTi � fAllðsÞ þXibAll þ kEi þ ei;

where E is a binary indicator for receiving the transfer before the change.10 In the three equations, T is

instrumented by Z, which is a binary indicator for being eligible for the cash transfer after the revision.

We will present results for various specifications of f(s).

Children are especially vulnerable to the effects of malnutrition in utero and during the first few years

of life. We therefore also conduct the above analyses separately for children who were 24 months or

younger at the time of our survey and those who were older than 24 months. This split is intuitive as it

roughly separates the sample into those children who were affected by the income shocks before or

around birth (and were therefore affected during their whole life) and those for whom the change hap-

pened at a later age.

IV. Validity of Regression Discontinuity Approach

For our estimation strategy to be valid, households must not be able to precisely manipulate the assign-

ment variable (Lee and Lemieux 2009). A potential concern is that some households attempt to influence

10 This comes down to aAll ¼ aWvsAL and k ¼ aAWvsL � aWvsAL.

The World Bank Economic Review 793

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/786/2897312 by Joint Bank-Fund library user on 08 August 2019



their score on the poverty index by making themselves look poorer than they actually are. Such

“manipulating” households have, conditional on their true poverty index, a higher chance to end up

below the program’s threshold. If the share of manipulating households is constant along the poverty

index, the shares of manipulating households will be equal at either side of the threshold, and the RD

approach is valid. If instead the share of manipulating households varies with the poverty index, the RD

approach can still accommodate this, provided that the share of manipulating households is a smooth

function of the poverty index. In that case the control function f(s) does not only capture any direct rela-

tionship between the score on the poverty index and the outcome variable but also the effect of manipu-

lation. If the share of manipulating households is not a smooth function of the poverty index, the RD

approach is invalidated if discontinuities in the share of manipulating households coincide with the pro-

gram threshold. This could occur if households know how the poverty index is constructed and know

the location of the program threshold at the moment that they are visited by the enumerators that collect

information for SELBEN II. Since neither the variables that are used for the construction of SELBEN II

nor their weights were known when the data were collected and since the program threshold was deter-

mined ex-post, neither condition is fulfilled. As we can see from figure 3, which shows the distribution

of SELBEN II scores for the whole population, there is indeed no indication of bunching.11

Another potential problem is noncompliance. Our sampling frame ensures that all households in our

sample complied with the assigned eligibility before the change. A low rate of noncompliance after the

change can easily be dealt with using the official assignment as an instrumental variable. However, if

rates of noncompliance were very high (i.e., if a large proportion of winners fail to collect the transfer or

a large proportion of losers continue to receive them), we would face the weak instrument problem.

Having access to administrative data, we can determine exactly which families collected a transfer at

their local bank.

Figure 4 shows collection rates at the household level left and right of the cutoff for the three estima-

tion samples (winners and always-losers, always-winners and losers, and the combined sample).

Compliance rates are high: 97 percent of ineligible households do not collect the transfer, while 86 per-

cent of eligible households collect their transfer. Collection rates are higher for always-winners, who

were already collecting their transfer before the change, than for winners who are newly eligible. This

can be explained with imperfect information. While the eligibility change was announced through the

media, there was no personal communication with eligible households, and it was the responsibility of

each household who thought they might be eligible to go to a local bank to check for themselves.

The online appendix contains further validity checks. Table S3 reports F-statistics for the first stage

(i.e., regressions of a binary indicator of transfer collection on the assignment variable) controlling for

first-, second-, or third-degree polynomials in the SELBEN II score for specifications with and without

controls for children’s gender and age. These regressions are calculated at the individual level using the

sample of analysis of children below six years of age. The F-statistics are in all cases very high and well

above the rule-of-thumb threshold of around 10 (Angrist and Pischke 2008).

In table S4, we test the assumption of no precise manipulation of the assignment variable by checking

whether there is a discontinuity in background characteristics at the cutoff. We did not conduct a

11 When we conduct the McCrary (2008)-test on our sample, we reject the null hypothesis of equal densities near the

threshold for Quito and Guayaquil. This is, however, not an indication of manipulation but is an artefact of our sam-

pling scheme in combination with the distribution of the wealth index in these cities. In our sampling scheme we ran-

domly draw equal numbers of observations from below and above the threshold. Because the distribution functions of

the wealth index around the program threshold are increasing in Quito and Guayaquil, households just below the

threshold have a higher probability to be sampled than households just above the threshold. The distribution function

of the wealth index around the program threshold is flat in Santo Domingo. Consistent with that we do not reject the

null hypothesis of equal densities near the threshold in Santo Domingo for our data.
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baseline survey but we can use the variables contained in the SELBEN I survey. These include age and educa-

tion level of the household head, a binary indicator for whether the household head earned an income at the

time of the survey, indicators for whether the house has a proper floor, proper toilet, and access to a shower;

the household size; and the amount of people per room. We report discontinuity estimates separately for the

positive and negative income shocks controlling for first-, second-, and third-order polynomials in the assign-

ment variable. None of the variables shows a consistently significant discontinuity.

A further potential worry is selective attrition. Not all the households that we randomly sampled

using the SELBEN database could be found. Those who could not be found were replaced with ran-

domly drawn households from the same treatment group and parish. One reason for not being located is

the lack of official addresses in poor neighbourhoods, which meant that the enumerators had to rely on

Figure 3. Frequency Distribution of SELBEN II (Population)

Note: The histograms are generated using the full SELBEN 2 database (2.175.512 households). The cutoff is normalised to zero.

Source: Authors’ analysis based on SELBEN II dataset (Government of Ecuador).
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sometimes inadequate descriptions of the location of the household. A second reason is repeated absence

of the mother. Another reason, however, is households having moved. If the likelihood of moving

depends on the treatment and those who move differ from those who stay across relevant dimensions,

this could lead to selection bias in our estimates of the treatment effects.

Table S5 shows the proportion of sampled households we could successfully locate. Compared to

always-losers (those who never received the transfer), winners (those who suddenly gained the transfer)

are less likely to have been located and therefore potentially more likely to have moved since the time of

the SELBEN II survey. In sum, 75 percent of always-losers and 70 percent of winners were located.

Although this difference is statistically significant (p ¼ .047; chi-squared test), it is not very large in mag-

nitude. Losers (those who lost the transfer) and always-winners (those who received the transfer before

and after the change) are equally likely to have been located (77 percent vs. 75 percent; p ¼ .408). There

are no statistically significant differences in the rate of location in the replacement samples. In table S6,

we check whether there are observable differences between located and unlocated sample households by

looking at differences in average SELBEN I and II scores. Within each treatment group, households who

could not be located (and who have therefore potentially moved) look very similar to those households

who could be located. Also, the randomly drawn replacements look similar to the households they are

replacing. Overall, this indicates that selection is not a big problem for our study.

V. Results

We will now use the regression discontinuity strategy to estimate the effects of winning and losing the

cash transfer on child height and weight. Figures 5 to 7 show the relationship between children’s anthro-

pometric measures and the SELBEN II score of the children’s households. The observations are divided

into bins with a width of 0.4. Each dot represents the average outcome for the children in each bin. The

Figure 4. First Stage

Notes: The figure shows the proportion of households who collect the BDH above and below the cutoff for the three estimation

samples (winners and always-losers, always-winners and losers, and the combined sample). Observations are divided into bins

with a width of 0.4 and the SELBEN II score is normalized to be zero at the cutoff. Households to the left of the cutoff are eligible to

receive the transfer while those to the right are not.

Source: Authors’ analysis based on administrative data (Government of Ecuador).
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solid lines are the best linear fits through the dots and are calculated separately below and above the

cutoff. Below each graph we report an estimate of the discontinuity at the cutoff and its p-value. These

estimates are from IV regressions, which allow for separate relationships between SELBEN II scores

and outcomes on either side of the cutoff and include no control variables apart from the SELBEN II

score. Each figure shows the effect of winning the transfer (winners vs. always-losers), losing the trans-

fer (always-winners vs. losers), and for the combined sample, where we implicitly impose that the

effects of winning and losing the transfer are symmetric (these regressions additionally control for ear-

lier eligibility).

Figure 5 shows the effects on weight-for-age. The positive income change created by winning the cash

transfer has no impact on child weight two years down the line. The negative income change experienced

by households that lose the transfer, however, has a large and significant negative impact on child

weight. Children from households to the right of the cutoff are more than half a standard deviation

lighter compared to children who did not lose the transfer. The lower panel shows that the impact of the

income changes is significant for the whole sample. Overall, weight is slightly positively correlated with

wealth as measured by SELBEN II.

Figure 6 shows the impact of the income shocks on height-for-age. We see effects in the expected

direction for both positive and negative changes, neither of which, however, is individually significant.

The combined effect for the whole sample is statistically significant and equal to 0.315 standard devia-

tions when controlling linearly for the SELBEN II score. This means that over the two years since the

change in eligibility, children from ineligible families have accumulated a height deficit relative to the

children in eligible families.

Height-for-age is a long-term measure of malnutrition in the sense that a strong nutritional shock just

after the eligibility change would be picked up even if children resumed eating normally thereafter.

Figure 5. Impact of Income Changes on Weight-for-Age of Children Below 6 Years of Age

Notes: Observations are divided into bins with width 0.4. Dots represent average outcome in each bin. Solid lines are best linear

fits through the dots, calculated separately below and above the cutoff. Discontinuities are from IV regressions, which allow for dif-

ferent slopes on either side of the cutoff and include no controls apart from the SELBEN II score.

Source: Authors’ analysis based on own survey data.

The World Bank Economic Review 797

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/786/2897312 by Joint Bank-Fund library user on 08 August 2019



Weight-for-age picks up both long and short-term effects. Children can be unusually light either because

they are too short for their age or because they recently did not eat enough and are therefore too light for

their height. This last point is reflected in the weight-for-height measure (figure 7), which picks up

whether children are too light for their height, which would indicate recent malnutrition. We observe

the same pattern as for weight-for-age, with no effect for children from positively affected households

but a strong negative effect for children in negatively affected households. These results show that two

years after the income change, children from families who lost the transfer are still undernourished and

that the strong effects of negative income changes on weight are therefore not due solely to a height defi-

cit accumulated in the months immediately following the change.

Six percent of the children in our sample are underweight, and 14 percent are stunted according to

the WHO definition. Figure S2 in the online appendix shows the impact of the income shocks on the

likelihood of being underweight. Given the low incidence of severe underweight in our sample, it is not

surprising that the impact is not significant. Figure S3 in the online appendix shows the impact on the

likelihood of being stunted. While the effect is not significant for the sample as a whole, children whose

family lost their transfer are 12 percentage points more likely to be stunted, a substantial and significant

difference.

We further explore these results in table 3, which shows the results of IV regressions, where eligibility

for the cash transfer is used as an instrument for actual receipt of the transfer. We report regressions that

control linearly for the forcing variables as well as regressions including a second- and third-order poly-

nomial. All regressions allow for separate relationships between SELBEN II scores and outcomes on

either side of the cutoff. In columns 1–3, we only control for the SELBEN II score (and in case of the full

sample regressions for earlier eligibility). In columns 4–6, we additionally control for a third-order poly-

nomial in age (measured in months) and a gender dummy. This should not significantly alter the coeffi-

cients, as our measures are already scaled for age and gender. Additionally, we report for each regression

Figure 6. Impact of Income Changes on Height-for-Age of Children below 6 Years of Age

Notes: Observations are divided into bins with width 0.4. Dots represent average outcome in each bin. Solid lines are best linear

fits through the dots, calculated separately below and above the cutoff. Discontinuities are from IV regressions, which allow for dif-

ferent slopes on either side of the cutoff and include no controls apart from the SELBEN II score.

Source: Authors’ analysis based on own survey data.
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the Akaike information criterion (AIC), which is useful for deciding the optimal order of the polynomial

(Lee and Lemieux 2009). The preferred specification is the one with the lowest AIC.12 This criterion as

well as visual inspection of the graphs (and the fact that all our observations are very close to the cutoff)

indicate that a linear control is superior.

The results confirm what we saw in the graphs. Children affected by a negative income change are sig-

nificantly lighter compared to unaffected children of the same age and height. With or without controls,

the effect is about half a standard deviation, which represents a large impact. These effects are also sig-

nificant for the sample as a whole, but it is evident that they mainly stem from the negatively affected

kids, while we do not find strong evidence for an effect of positive income changes on weight. The effect

is also robust to the order of the polynomial.

The picture looks slightly different for height. Again, negatively affected children are shorter than

their peers, but this effect is only significant in the linear specification and after the inclusion of controls.

Positive income changes have a positive effect on height, but the estimate is much higher when we con-

trol for a second-order polynomial and not generally statistically significant. The effects are significant

for the sample as a whole and are roughly equal to a third of a standard deviation. Finally, the weight-

for-height regressions mirror the weight-for-age results with strong and significant effects for negative

income changes and small and insignificant effects for positive changes. For all regressions, the AIC indi-

cates that a linear control for the forcing variable is optimal.

Table S7 in the online appendix shows the results of equivalent analyses for the likelihood of being

underweight and stunted. As indicated by the graphs, the probability of being severely underweight is

Figure 7. Impact of Income Changes on Weight-for-Height of Children below 5 Years of Age

Notes: Observations are divided into bins with width 0.4. Dots represent average outcome in each bin. Solid lines are best linear

fits through the dots, calculated separately below and above the cutoff. Discontinuities are from IV regressions, which allow for dif-

ferent slopes on either side of the cutoff and include no controls apart from the SELBEN II score.

Source: Authors’ analysis based on own survey data.

12 The AIC is defined as Nlnðr̂ 2Þ þ 2p, where r̂ 2 is the mean squared error of the regression, and p is the number of

parameters in the regression model.
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not significantly affected by the cash transfer. On the other hand, children from families who lost the

transfer are significantly more likely to be stunted. This effect amounts to 12–14 percentage points when

controlling linearly for the forcing variable (the preferred specification according to the AIC).

As mentioned earlier, children are especially vulnerable to the effects of malnutrition in utero and

during the first few years of life. Our sample is not large enough to allow for a large number of splits,

but in table 4 we conduct the above analyses separately for children who were 24 months or younger at

the time of our survey and those who were older than 24 months (see also figures S4 to S6 in the online

appendix). This split is intuitive as it roughly separates the sample into those children who were affected

by the income shocks before or around birth (and were therefore affected during their whole life) and

those for whom the change happened at a later age.

Table 3. Impact of Income Changes on Child Height and Weight

(1) (2) (3) (4) (5) (6)

Weight-for-age:

Winners vs 0.139 0.428 0.430 0.136 0.412 0.476 N ¼ 670

always-losers (0.269) (0.486) (0.625) (0.264) (0.478) (0.621)

[53.9] [62.8] [64.8] [42.6] [51.1] [55.1]

Always-winners vs losers 0.571*** 0.893*** 0.910*** 0.612*** 0.923*** 0.926*** N ¼ 672

(0.186) (0.271) (0.311) (0.185) (0.274) (0.315)

[37.7] [50.2] [54.7] [27.9] [40.8] [44.8]

Combined sample 0.386** 0.712*** 0.700** 0.407** 0.726*** 0.729** N ¼ 1342

(0.161) (0.257) (0.308) (0.159) (0.256) (0.311)

[88.5] [109.7] [111.9] [68.6] [90.0] [93.7]

Height-for-age:

Winners vs 0.244 0.636 �0.170 0.238 0.593 �0.043 N ¼ 670

always-losers (0.296) (0.543) (0.671) (0.279) (0.512) (0.644)

[134.1] [144.3] [138.7] [79.3] [88.8] [83.7]

Always-winners vs losers 0.361 0.368 0.289 0.439** 0.447 0.328 N ¼ 672

(0.227) (0.334) (0.369) (0.220) (0.327) (0.358)

[112.7] [116.6] [118.3] [82.1] [85.9] [86.9]

Combined sample 0.315* 0.475 0.112 0.355** 0.505* 0.164 N ¼ 1342

(0.183) (0.294) (0.340) (0.176) (0.283) (0.329)

[242.0] [250.8] [241.4] [158.5] [167.5] [157.8]

Weight-for-height:

Winners vs always-losers 0.287 0.350 0.906 0.262 0.315 0.789 N ¼ 571

(0.298) (0.543) (0.701) (0.297) (0.531) (0.683)

[101.3] [105.9] [123.1] [96.1] [100.5] [114.8]

Always-winners vs losers 0.635*** 1.077*** 1.169*** 0.625*** 1.050*** 1.156*** N ¼ 562

(0.215) (0.334) (0.374) (0.212) (0.331) (0.365)

[82.3] [93.2] [98.0] [80.3] [90.7] [95.7]

Combined sample 0.483*** 0.787*** 1.034*** 0.466*** 0.762*** 0.998*** N ¼ 1133

(0.180) (0.298) (0.360) (0.180) (0.295) (0.355)

[180.6] [196.0] [213.3] [175.7] [190.5] [206.9]

1st-order polynomial � �
2nd-order polynomial � �
3rd-order polynomial � �
Age and gender cont. � � �

Notes: Coefficients are from IV-regressions of transfer receipt on the outcome variable. Controls include a third-order polynomial in the child’s age (measured in

months) and a gender dummy plus a polynomial in the SELBEN II-score. All regressions using the combined sample control for earlier eligibility. Standard errors are

in parentheses and Akaike’s information criterion in brackets; *p < 0:10, **p < 0:05, ***p < 0:01; standard errors are clustered at the household level.

Source: Authors’ analysis based on own survey data.
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The IV regression results show that the effects are indeed concentrated among the younger subgroup.

While the effects of the income change on weight-for-age, height-for-age, and weight-for-height are large and

significant for the younger children, they are much weaker and mostly insignificant for the older children. As

in our analyses using the whole sample, the impact of the negative income shock is much stronger than the

impact of the positive shock. For the younger subsample, the effects are highly significant and large in magni-

tude. When controlling linearly for the forcing variable, children from families who lost the transfer are

1.2–1.4 standard deviations lighter than their peers who did not lose the transfer. They are also 1.1–1.4

standard deviations shorter and have 0.9–1.0 standard deviations lower weight-for-height. The estimated

effects are even higher when controlling for a second-order polynomial in the forcing variable.13 For the

Table 4. Impact of Income Changes on Child Height and Weight by Age

24 months and younger: Older than 24 months:

(1) (2) (3) (4)

Weight-for-age:

Winners vs 0.419 0.384 N ¼ 196 0.006 0.015 N ¼ 474

always-losers (0.448) (0.441) (0.303) (0.300)

[20.4] [11.7] [34.6] [33.1]

Always-winners 1.238*** 1.402*** N ¼ 214 0.264 0.263 N ¼ 458

vs losers (0.342) (0.332) (0.215) (0.211)

[38.1] [34.4] �[2.1] �[5.1]

Combined sample 0.897*** 0.906*** N ¼ 410 0.151 0.156 N ¼ 932

(0.281) (0.275) (0.182) (0.181)

[57.0] [44.7] [28.4] [25.7]

Height-for-age:

Winners vs always-losers 0.468 0.463 N ¼ 196 0.124 0.085 N ¼ 474

(0.535) (0.499) (0.337) (0.329)

[55.8] [40.1] [41.8] [39.2]

Always-winners vs losers 1.113** 1.378*** N ¼ 214 0.007 0.027 N ¼ 458

(0.439) (0.399) (0.261) (0.262)

[59.6] [47.4] [41.8] [39.7]

Combined sample 0.859** 0.950*** N ¼ 410 0.058 0.059 N ¼ 932

(0.347) (0.325) (0.210) (0.208)

[114.2] [85.4] [78.2] [73.9]

Weight-for-height:

Winners vs always-losers 0.173 0.115 N ¼ 196 0.342 0.360 N ¼ 375

(0.547) (0.562) (0.323) (0.319)

[52.3] [51.3] [47.0] [46.7]

Always-winners vs losers 0.915*** 0.996*** N ¼ 214 0.487* 0.439* N ¼ 348

(0.347) (0.344) (0.257) (0.255)

[49.3] [48.6] [36.1] [33.4]

Combined sample 0.594* 0.571* N ¼ 410 0.424** 0.406** N ¼ 723

(0.311) (0.314) (0.205) (0.204)

[96.1] [94.5] [78.7] [76.4]

1st-order polynomial � � � �
Age and gender cont. � �

Notes: Coefficients are from IV-regressions of transfer receipt on the outcome variable. Controls include a third-order polynomial in the child’s age (measured in

months) and a gender dummy plus a polynomial in the SELBEN II-score. All regressions use the combined sample control for earlier eligibility. Standard errors are in

parentheses and Akaike’s information criterion in brackets; *p < 0:10, **p < 0:05, ***p < 0:01; standard errors are clustered at the household level.

Source: Authors’ analysis based on own survey data.

13 We realize that the estimated effects are very large. After presenting results about possible pathways, we discuss in the

final section how plausible effects of these magnitudes are.
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older subsample, effects are generally much smaller and not significant. Only the effects on weight-for-height

are marginally significant for the whole sample. Again, with the one exception of the height-for-age regres-

sions for the younger subsample, the AIC point toward using a linear control for the forcing variable.14

A final important consideration is in which part of the height and weight distribution the estimated

effects occur. This is especially interesting for weight, where obesity has recently become an important

health problem in some middle-income countries. Does losing a cash transfer increase the amount of

children with a weight below the international average or rather decrease the amount of children who

already weigh more than they should? We explore this question in table S10 in the online appendix by

applying our regression discontinuity strategy to binary variables indicating a child has a height-for-age

or weight-for-age score below a certain threshold. By running regressions for a series of indicators of

z-scores from �2 to 2 (in steps of 0.5), we get a clear picture of where in the height and weight distribu-

tions our effects occur.

As indicated from the regression results above, only the negative shocks have significant effects. For

the sample as a whole, the effect of losing money shifts the entire distribution of weight-for-age: losers

are both significantly more likely to have a weight-for-age score of below �1.5 and below 1.5. The

effects on height-for-age, on the other hand, seem to occur more at the lower end of the distribution. For

the subsample of children who were affected by the income change before or around birth, the effects on

both weight-for-age and height-for-age occur across the entire distribution.

As a further robustness check, in table S11 in the online appendix, we report coefficients from our

main specifications using a more narrow bandwidth around the cutoff. The table reports results from

regressions using the whole sample of children under six years of age using 75 percent, 50 percent, and

25 percent of the full distance of 0.3 standard deviations left and right of the cutoff. The coefficients are

stable across sample widths. Using 50 percent of the original sample width, the effects of losing the trans-

fer on weight-for-age is still significant at the 1-percent level as is the effect on weight-for-height. The

effects for the whole sample are significant at the 5 and 10-percent levels, respectively.

VI. Potential Pathways

In this section we look at potential mechanisms for the effect of income changes on child height and

weight. First of all, we will check whether receiving the transfer has an impact on the likelihood that a

child receives a health check. We then turn to the most straightforward explanation for our results: that

families adjust their food expenditures when confronted with income changes. We also look at mothers’

labor supply and mothers’ mental wellbeing as potential mechanisms.

Health Checks

The BDH is an unconditional cash transfer in the sense that, at least until recently, there was no serious

attempt to enforce any conditions. However, it was announced from the beginning that recipients are

supposed to enroll children above five in school and take children below five for a free health check at

least once every six months. Although these conditionalities were never enforced, families may still feel

compelled to comply. The first conditionality is irrelevant for our study as all children in our sample are

14 Because malnutrition has a persistent effect on height-for-age if it occurs during the first 24 months of a child’s life and

a much weaker effect if it occurs after 24 months, we can run the following robustness check to further eliminate dif-

ferences between recipients and nonrecipients that are not picked up by the SELBEN II score. Using only children who

were affected from birth and those who were at least 24 months when the change happened, we can run a dif-in-dif

estimation, regressing height-for-age on age-group, transfer eligibility and the interaction of the two (controlling for

the SELBEN II score). The coefficient on the interaction of being young with transfer eligibility is equal to 0.405 (p

¼ .378) for the winners vs. always-losers sample, 0.955 (p ¼ .054) for the always-winners vs. losers sample and 0.698

(p ¼ .039) for the whole sample. The results are therefore robust to this alternative strategy.
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five years or younger. But health checks might lead to an earlier detection of malnutrition and increase

parents’ awareness of the importance of nutrition for the health and development of their children.

Figure S1 in the online appendix shows the likelihood of having received a health check during the past

six months for children on both sides of the cutoff. Children from both eligible and ineligible households

are quite likely to have had at least one health check during the previous year (approximately 60 percent

of children in our sample). The difference in the likelihood of having gone for a health check between chil-

dren from eligible and ineligible families is approximately 13 percentage points. This difference is signifi-

cant for the sample as a whole. The figure also shows results for children who were affected before or

around birth, the group for which we find the biggest impact of the income shocks. The graphs for this age

group show that health checks cannot explain our findings: children whose families are eligible are neither

more nor less likely to have gone for a health check. Table S12 in the online appendix shows IV regres-

sions, which confirm these results. The regressions also show that the impact for the sample as a whole is

not robust to controlling for a second- or third-degree polynomial in the forcing variable. We note, how-

ever, that the estimates are fairly imprecise so that we can also not completely exclude this channel.

Food Expenditure

The average monthly expenditure of households in our sample with children below six is 320 dollars. Of

this amount, 196 dollars are spent on food (see table 5). This amounts to a food share of 61 percent. All

the households in our sample are from urban areas and consequently own food production plays a minor

role. Households on average only invest two dollars in food production and 93 percent of households

invest nothing. This makes it very likely that an income shortfall will have to be at least partially covered

by a reduction in food expenditures.

The top panel of table 6 shows estimates of the impact of the income transfer on household expendi-

tures on food for households with children below six years of age (see also figure S7 in the online appen-

dix). Households that receive the transfer spend on average 31 dollars more on food than households

that do not receive the transfer (column 1 for the Combined sample). The effect of losing the cash trans-

fer on food consumption controlling for household size is equal to 16 dollars for the whole sample and

29 dollars for the households with young children. The IV regressions also show an impact of 23 dollars

of the positive income shock on food expenditure when controlling for household size, although this

effect is not significant for households with children below six years. The effect of the income changes

on food expenditure is significant for the sample as a whole and equal to 21 dollars when controlling for

household size. On the other hand, there is not much of an impact of the income change on nonfood

Table 5. Household Expenditure in US$

Mean: SD:

Food 196 159

Food production 2 16

Food outside the house 7 20

Rent, housing, utilities 35 33

Education 42 53

Health 34 71

Alcohol, cigarettes 3 11

Other expenses 30 127

Total expenditure 320 159

Source: Authors’ analysis based on own survey data.
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expenditure; controlling for household size, the effect for the whole sample is virtually zero (see bottom

panel of table 5).

The estimated effects of the cash transfer on food expenditures for the whole sample are quite close to

the monthly transfer of 35 dollars. This suggests that the households permanently adjust their food con-

sumption following the change in unearned income. This is especially striking for the families who lost

the transfer. Even two years after the change, they are not able to make up for even part of the shortfall

in income, and the adjustment is done almost entirely via a reduction in food expenditure. This is

reflected in the fact that both long-term and short-term measures of malnutrition are significantly

affected by the negative income change. Plausibly, households who gain the transfer also spend a large

part of it on food but invest in tastier rather than more nutritious food.15

Our food expenditure results are in line with Schady and Rosero (2008) who find that the BDH

increases the food share of the expenditure of recipients, in other words, that recipients spend a larger

share of the transfer on food than is the case for the rest of their income (albeit for a transfer of 15 US$

and for poorer recipients). A potential reason for this difference in how the money is spent is that the

Table 6. Impact of Income Changes on Household Expenditure

(1) (2) (3) (4) (5) (6)

Food expenditure

(families with children <6):

Winners vs always-losers 10.969 42.029 58.901 23.046 57.866 88.726* N ¼ 551

(22.610) (38.303) (50.557) (21.447) (37.160) (50.584)

[2516.0] [2524.7] [2533.8] [2470.8] [2484.9] [2505.5]

Always-winners vs losers 46.140** 37.238 51.514* 29.215* 18.161 26.262 N ¼ 568

(19.773) (28.876) (29.444) (17.408) (26.180) (28.142)

[2610.2] [2612.3] [2615.5] [2523.5] [2524.9] [2528.4]

Combined sample 31.411** 39.321* 54.110** 29.857** 38.587* 56.136** N ¼ 1119

(15.035) (23.395) (27.461) (13.789) (21.945) (26.621)

[5124.5] [5130.6] [5141.1] [4997.5] [5004.4] [5019.5]

Nonfood expenditure

(families with children <6)

Winners vs always-losers �3.169 �3.601 �19.072 0.423 1.122 �10.059 N ¼ 551

(26.952) (48.617) (65.314) (26.624) (47.932) (64.247)

[2644.0] [2647.9] [2649.8] [2642.2] [2646.3] [2648.4]

Always-winners vs losers 0.396 18.441 42.852 �4.865 12.580 35.093 N ¼ 568

(19.505) (24.462) (29.572) (19.114) (24.485) (29.838)

[2675.0] [2679.4] [2685.4] [2669.3] [2673.6] [2679.2]

Combined sample �0.725 8.367 18.148 �1.200 8.144 18.761 N ¼ 1119

(16.394) (25.441) (32.409) (16.235) (25.151) (32.059)

[5316.8] [5322.8] [5329.6] [5309.2] [5315.3] [5322.5]

1st-order polynomial � �
2nd-order polynomial � �
3rd-order polynomial � �
Household size cont. � � �

Notes: Coefficients are from IV-regressions of transfer receipt on the outcome variable. Controls include household size plus a polynomial in the SELBEN II-score.

All regressions using the combined sample control for earlier eligibility. Standard errors are in parentheses and Akaike’s information criterion in brackets; *p < 0:10,

**p < 0:05, ***p < 0:01; standard errors are clustered at the household level.

Source: Authors’ analysis based on own survey data.

15 We also estimated regressions with the log of expenditures as the dependent variables. This does not change the preci-

sion or the stability of the estimates. We report results in terms of dollars as this allows for the easiest comparison with

the size of the cash transfer.
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BDH is received by women who might therefore be in control of how to spend it. There is evidence that

the nutrition of children increases in the budget share controlled by the mother (Thomas 1990;

Hoddinott and Haddad 2011).

Mothers’ Labor Supply and Mental Well-Being

A further possibility is that cash transfers have an impact on child health via an impact on the mother.

Specifically, we will look at whether mothers who receive the transfer reduce their working hours and

therefore have more time to take care of the children and whether mothers who have less money suffer

more often from depression.

Figure S8 in the online appendix shows hours worked for mothers on either side of the cutoff, both

for the sample as a whole and for mothers of children below six years of age. We can see that if anything,

mothers who receive the transfer work more. This is confirmed by the IV regressions in table S13 in the

online appendix.

We also measured mothers’ mental wellbeing using the CESD depression scale.16 Figure S9 in the

online appendix shows mothers’ depression score left and right of the cutoff. There is no significant

impact for any specification or subgroup as confirmed by the results in table S14 in the online appendix.

This makes it unlikely that a decrease in mothers’ mental wellbeing can explain the poor health out-

comes of young children in families that lost the transfer.

VII. Discussion and Conclusion

In this article we study how changes in unearned income affect the health of young children raised in

poor families in a lower middle income country. In particular, we exploit a recent change in cash transfer

eligibility in Ecuador to estimate how the height and weight of children respond to unanticipated move-

ments either into or out of an unconditional cash transfer program. Using self-collected survey informa-

tion on families close to the new eligibility cutoff, we find that children in families that receive the

transfer are taller and weigh more. The differences are large and statistically significant. We also find

that these cash transfer effects are largely driven by families who lost the cash transfer before or around

the time of birth of their children.

We then explore possible mechanisms to explain why losing the cash transfers is so harmful for very

young children; among these are more restrictive health care access, reduction in food expenditures, and

reductions in maternal care (in both quantity and quality). Our findings suggest that food expenditures

play an important role; that is, we find that the amount families save on food expenditures upon losing

the transfer is almost as large as the cash transfer itself.

With the data at our disposal it is impossible to determine the exact origins of the asymmetry in the

effects of positive and negative income shocks on child height and weight. Food expenditures make up

almost two thirds of the expenditures of the families in our sample. They might also be more easily

adjustable downwards than costs for rent, health, and education, which make up most of the rest.

Moreover, if before the change the families in our sample were at a margin where food intake was just

about sufficient, we would expect larger effects in the negative direction. But it is also important to note

that the confidence intervals on our estimates of the effects of positive shocks are quite wide and cannot

exclude positive effects of large magnitudes.

The negative effects that we find for the children that are most affected are sizable. Children under

two years old in families that lost the cash transfer are on average around 2.9 kilos lighter and

16 For the sake of brevity, instead of using the full 20-questions scale we used the data of data of Rosero and Oosterbeek

(2011) to choose the eight variables that best explained the final score. See http://cesd-r.com/cesdr/ (accessed February

26, 2016) for a complete list of question items.
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7.5 centimeters shorter than children under two years old in families that kept receiving the cash trans-

fer. Are effects of such magnitudes plausible? For many of these children, their families lost the cash

transfer when they were still in utero, and the loss of the cash transfer translated into a reduction of fam-

ilies’ food expenditures of around 25 percent. Due to a lack of credible estimates of the effects of similar

interventions, it is difficult to benchmark our results. The vast literature on conditional cash transfer pro-

grams is not comparable since it focuses exclusively on the effect of receiving a transfer, not on the effect

of losing it.

A number of studies present estimates to which we can compare our findings. Almond and

Mazumder (2011) estimate the effect of being exposed to Ramadan while in utero on children’s birth

weight. They find that children are 20 grams lighter at birth when the pregnancy of their Arab mother

overlapped with Ramadan. Ramadan lasts one month and prescribes fasting during daylight but preg-

nant women can postpone this obligation. If we assume: i) that 50 percent of the pregnant Arab mothers

actually observe the fast, ii) that the effect of fasting is equivalent to the effect of a 25 percent reduction

in food consumption, and iii) that the effect of nine months equals nine times the effect of one month,

losing the cash transfer at the beginning of a pregnancy then reduces the weight of a new born by 360

grams. Almond and Mazumder (2011) and Van Ewijk (2011) also document large negative effects of an

overlap of pregnancies and Ramadan in Muslim communities on the long-term health outcomes of chil-

dren. This indicates that the lower birth weight is not undone afterward.

Another study to which we can compare our results is Hidrobo (2014). Using a difference-in-

differences approach she estimates that one year of exposure to the 1998–2000 crisis in Ecuador

decreased height for age scores by 0.1 of a standard deviation. The effect is much larger when the child

was between 12 and 17 months during the year of exposure. To benchmark her results, Hidrobo (2014)

refers to results from a study by Alderman et al. (2006), who find that a drought in Zimbabwe is associ-

ated with a 0.58 decrease in children’s height for age z-score. Finally, using rainfall variation in rural

Tanzania as a proxy for income changes, Bengtsson (2010) finds that a transitory 10 percent drop in

household income reduces the contemporary body weight of young children by 0.4 kg for girls and 0.2

kg for boys.

While it is hard to compare the 1998–2000 crisis in Ecuador, droughts in African countries, and

exposure to Ramadan while in utero with the 25 percent reduction in food expenditures caused by the

loss of the cash transfer, the estimates of the health effects of these other events suggest that effects of the

magnitudes we find are not completely unrealistic. Another study that finds height effects of similar mag-

nitude is Attanasio et al. (2013) who investigate the effects of a pre-school program in Colombia.

Low child height and weight indicate insufficient nutrition, which has negative effects on later life

health and productivity. Income uncertainty is widespread for poor people in developing countries. Our

results show that negative income changes have a detrimental effect when they hit during pregnancy or

just after birth. Food supplements or cash transfers for pregnant and breast-feeding mothers therefore

appear to be a possible policy opportunity.17 While costs would be low and limited in time, the positive

effects would accrue over the child’s whole lifetime. The same applies to slightly older children, possibly

combined with nutritional advise and regular health check-ups to detect malnourishment early on.

There is no reason to expect that the effects we estimate are unique to reductions in income caused by

the loss of a government transfer. Negative income shocks due to bad health, bad weather, natural disas-

ters, or macroeconomic fluctuations probably have similarly devastating health effects on affected chil-

dren. This indicates that income insurance for poor families could have long-term positive health effects.

17 Cash transfers might be a more efficient way of achieving the same aim. Hidrobo et al. (2014) find that while food

transfers increase calories consumed more than cash transfers or vouchers, they are also less cost effective. Cunha

(2014) finds that cash transfers are a more efficient way of increasing food intake compared to in-kind transfers.
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Nevertheless, our results are of relevance to the design and management of (conditional) cash transfer

programs. The families in our sample are situated around the threshold and the effects we estimate are

therefore informative about the impact of marginal adjustments to eligibility criteria. For example, the

Ecuadorian government is currently considering lowering the wealth threshold to pay for more generous

transfers. Our results indicate that this policy change might have detrimental effects on the long-term

health of young children in the affected families if no compensatory measures are taken.

It is also important to know what happens if families graduate from cash transfer programs as they

become somewhat wealthier. Our results indicate that it might be better to gradually reduce transfers

with increasing wealth rather than handle a strict cutoff at which a family suddenly, and potentially

unexpectedly, loses the entire transfer. A longer phase-out period is also a possibility but may not have

the desired effect, as our results indicate that even two years after the change in eligibility, household

expenditure has not yet recovered.
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The Effect of a Transfer Program for the Elderly

in Mexico City on Co-Residing Children’s

School Enrollment

Emilio Gutierrez, Laura Juarez, and Adrian Rubli

Abstract

A regression discontinuity analysis is used to test whether a sharp increase in the government transfers received

by households, induced by a pension program for individuals age 70 and older in Mexico City, affects coresid-

ing children’s school enrollment. Results show that while household composition and other characteristics do

not change significantly at the cutoff age for program eligibility, school enrollment increases significantly. This

suggests that households may be credit constrained, as the sharp increase in government transfers is known

and anticipated by individuals below the cutoff age.

JEL classification: H55, I28, J14

This article estimates the impact of a cash transfer program for individuals age 70 and older in Mexico

City on the school enrollment of co-residing children. This is relevant for at least two reasons. First, gov-

ernment programs for the elderly that are parallel to traditional social security have recently expanded

in Mexico and other developing countries, due to a large fraction of individuals that do not qualify for a

contributory pension. In addition to investigating the effects on the economic outcomes of the direct ben-

eficiaries of such programs, some studies have shown that public resources paid to the elderly are shared

with younger individuals through the crowding out of private transfers (Jensen 2004; Juarez 2009),

reductions in labor supply (Bertrand et al. 2003; Juarez 2010), and human capital investments (Duflo

2003; Edmonds 2006). Second, given that eligibility for many of such programs is exclusively condi-

tioned on age, these transfers constitute an anticipated increase in permanent income for individuals

who are close to eligibility age. In the absence of liquidity constraints, such individuals should smooth

out their investments and consumption over time. As a consequence, estimating whether the timing of

benefits matters for outcomes, like the school enrollment of children, could provide evidence of liquidity

constraints, as argued by Edmonds (2006), which is relevant from a policy perspective.
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We look at a cash transfer program for the elderly that started in 2001 in the part of Mexico City that

belongs to the state of Distrito Federal (DF).1 The program Pensi�on Alimentaria para Adultos Mayores

(Nutrition Transfer for Senior Adults, PAAM henceforth) pays a monthly cash transfer of about 75 USD

to all DF residents who are at least 70 years old. This is not conditioned on gender, past labor history or

other household and individual characteristics. Furthermore, at the end of 2003, a few years after the

first implementation of PAAM, the program became part of a state law, thus becoming a more perma-

nent component of the state government social policy. As a result, individuals close to the age eligibility

cutoff can reasonably expect to receive the transfer when they reach 70 years old. In addition, the trans-

fer is paid for life, so it constitutes a permanent and anticipated income shock. As argued by Edmonds

(2006), estimating the impact of this type of income shocks on school enrollment has advantages over

other exogenous sources of variation in income, such as rainfall shocks, which are also likely to affect

wages and, as a result, the opportunity cost of attending school.

We focus on school enrollment, among the potential outcomes that might also be affected by the loos-

ening of financial constraints induced by the PAAM program, for several reasons. First, in Mexico, and

in Latin America in general, Mincerian estimates of the returns to schooling are relatively large, whereas

school enrollment rates remain relatively low (see, e.g., Psacharopoulos 1994). Second, recent evidence

shows that even though school completion rates for primary education have markedly increased in

Mexico over the past decades, little progress is observed in upper secondary and post secondary school

ones, which might have contributed to the high and persistent income inequality in the country (Binder

and Woodruff 2002). These patterns highlight the importance of identifying the role that financial con-

straints, and other factors, play in explaining low education investments, particularly at the secondary

level, for the design of policies aimed at increasing these investments, and promoting intergenerational

mobility in Mexico and other developing countries.

Our data comes from the Mexican Income and Expenditure Survey (ENIGH, by its Spanish acro-

nym). The ENIGH is a nationally representative cross-sectional survey, which is carried out every two

years by the Mexican Institute of Statistics (INEGI). We use the 2004, 2006, and 2008 rounds, collected

after the PAAM program became a state law. We restrict our sample to households in DF with at least

one member aged 55 or older, and at least one child between the ages of 13 and 18. Our outcome of

interest is the school enrollment rates of children ages 13 to 18 living in the household. We focus on the

schooling enrollment of adolescent children, because enrollment of children ages 6 to 12 in primary

school is universal in Mexico.

For our empirical strategy, we exploit the age eligibility cutoff in a regression discontinuity (RD) design.

First, we present exploratory graphs that validate this RD design and provide a preview of our main find-

ings. Then we run a series of local linear regressions on either side of the discontinuity to provide a local

Wald estimate of the impact of the program. These results are then contrasted with a fully parametric

approach. Finally, we carry out a series of robustness checks to support the validity of our main findings.

Other papers have estimated the effect of the introduction of the PAAM program on private transfers

and time use (Juarez 2009, 2010; Chavez and Juarez 2010). To our knowledge, this is the first paper

that estimates the program’s effects on the school enrollment of co-residing children. Within the develop-

ment literature, our article is closest to Edmonds (2006), who exploits the implementation of a similar

old-age pension program in South Africa to estimate the impact of anticipated pension income on school

enrollment. The author finds significant positive impacts and interprets them as evidence of liquidity

constraints among black elder males.2

1 Mexico City’s urban sprawl extends to parts of the state of Mexico.

2 For a similar study in the Brazilian context, see de Carvalho Filho (2012). Another study that has looked at the effect of

the South African pension on the human capital of children, measured as anthropometric measures, is Duflo (2003).
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An important difference between our article and that of Edmonds (2006), who uses a regression dis-

continuity design with a flexible polynomial in an OLS approach, is that our estimation technique allows

for a more flexible relationship between the age of the eldest household member and the school enroll-

ment of children. Nevertheless, as mentioned before, we also present results from a parametric approach,

similar to that of Edmonds (2006), for robustness and comparability. Another difference is that

Edmonds (2006) focuses on a sample of rural households, whereas our households are in the largest city

in Mexico.

We find positive and statistically significant impacts of the PAAM pension on the school enrollment

of co-residing children. Our preferred estimates range from 20 to 33 percentage points in the fraction of

children ages 13 to 18 in the household that are enrolled in school. Comparing these figures with the

school enrollment rates of same-age children in noneligible households suggests an increase to universal

enrollment among these children. In addition, we provide evidence suggesting that the program

decreases the labor force participation of children in this age group. However, these estimates for labor

force participation are smaller and slightly less robust than those obtained for school enrollment, which

suggest that the increase in the latter is not fully accompanied by a similar decrease in labor supply.

When allowing the program impacts to vary with the gender of the child, the increase in enrollment

seems more robust for girls than for boys, but both are within the range estimated for the pooled sample.

Finally, we find no evidence suggesting that the program effects vary with the gender of the beneficiary.

In summary, our results confirm that the public resources targeted to the elderly are partially reaching

other age groups. Thus, the recent expansion in these programs in Mexico could generate large and poten-

tially long-lasting benefits for the younger relatives of beneficiaries. Nevertheless, given that we find an

increase in school enrollment mostly right at the age eligibility cutoff, our findings also suggest that house-

holds in DF face considerable liquidity constraints that restrict their investment in coresiding children’s

human capital, despite being in a highly urbanized context. Several explanations for the coexistence of rela-

tively high returns to education and low school enrollment rates in developing countries are that parents (i)

may have wrong beliefs about the true returns to schooling (as documented by Jensen 2010); (ii) may not

fully internalize their children’s lifetime utility (as in Munshi and Rosenzweig 2006); or (iii) they may be

liquidity constrained. As in Edmonds (2006), our estimates provide some support for the third explanation

and imply that the secondary benefits of this type of programs for the elderly might not be fully realized.

The rest of the article is presented as follows. Section I provides a brief overview of the PAAM pro-

gram. Section II describes the data used, explores a graphical analysis of the data, and specifies the para-

metric approach to estimating the effect of the transfer. Section III presents our results. Section IV

discusses the robustness of the main findings. Section V explores if the estimated impacts differ by the

child’s and beneficiary’s gender. Lastly, section VI concludes.

I. The Nutrition Transfer for Senior Adults Program (PAAM)

The PAAM is a state program that pays a cash transfer of about 75 USD per month to individuals who

are at least 70 years old and live in the part of Mexico City that belongs to the state of Distrito Federal

(Federal District, DF). This transfer, which represents about 30 percent of the mean income for eligible

individuals in our data, is conditioned exclusively on age and DF residence, and not on any other individ-

ual or household characteristics.3 Thus, for qualifying individuals, and those who are close to the age

cutoff, eligibility for the program is not correlated with their past labor and saving decisions, or with

3 Although the name of the program suggests that it is aimed at subsidizing food expenditures for older adults, in practice

the transfer from the program is paid through a debit card, with no actual restrictions on what the money is spent on.

The program also provides free health care services to beneficiaries in the public hospitals run by the state.
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preferences about schooling investments or enrollment of children, at least in the early years of the

program.

This program started in early 2001. In the first two years of operation, the program gave priority to

households in poor DF neighborhoods. However, by the end of 2003, the program became a state law.

As a result, eligibility was extended to all adults aged 70 and older, with at least three years of residence

in Mexico City, regardless of their individual or household income, and of the neighborhood they lived

in. Thus, the program expanded and became a more permanent component of the state social policy.

Our data cover the period after the program became a law, in which take-up rates have been consis-

tently above 90 percent, even in the richest municipalities or delegaciones.4 In 2009, the PAAM cutoff

age was lowered to 68, and it has stayed the same since then. However, for the period covered by our

data (i.e., survey rounds in 2004, 2006, and 2008), the cutoff age stayed constant at 70 years old.

After the implementation of PAAM in 2001, several Mexican states implemented their own pro-

grams, conditioning benefits mostly on age and state residence. On top of these local programs, the fed-

eral government started its own in 2007 called the 70 y M�as (70 and Older) program. The latter initially

covered individuals age 70 and older residing in localities with up to 2,500 inhabitants—the smallest

ones in the country—and was gradually expanded to cover larger, more urban localities. The existence

of this federal program does not contaminate our results because, in the period covered by our data, it

operated only in areas with up to only 20,000 inhabitants, none of which are in DF.

II. Empirical Strategy

We use the Mexican Household Income and Expenditure Survey (ENIGH), which is a cross-sectional,

nationally representative survey, collected every two years by the Mexican Institute of Statistics

(INEGI). This survey contains detailed information on individuals’ sources of income, including govern-

ment transfers. Children’s school enrollment and labor force participation, as well as dwelling and indi-

vidual sociodemographic characteristics are also reported.

Our main outcomes of interest are school enrollment and children’s labor force participation as

defined by the ENIGH. For each individual aged 5 and older in the household, the ENIGH survey asks

whether she currently attends school and, if so, the type of school. Our dependent variable is the total

number of children ages 13 to 18 that report attending school, divided by the total number of children in

the household in that age range.

Additionally, for each individual aged 12 and older, the survey asks whether she worked during the

previous month. If the answer is no, then the survey asks a verification question about whether she sold

or produced any goods to sell, gave a service in exchange for pay, or helped in the agricultural plot or

business of a family member. If she did, then she is counted as having worked. Thus, in our measure of

labor force participation, we count all activities that are paid or that were intended to generate income

but not unpaid housework at home. Once again, our dependent variable is the fraction of children ages

13 to 18 that worked during the month prior to the survey.

We use the 2004, 2006, and 2008 ENIGH rounds, collected after the PAAM program became a law

and was extended to all age-eligible DF residents. To estimate the effect of the program on coresiding

children’s school enrollment, we use a subsample of households in DF with at least one adult aged 55 or

older and at least one child between the ages of 13 and 18. As mentioned before, we focus on the school-

ing enrollment of adolescent children, because enrollment rates of children ages 6 to 12 in primary

school are close to 100 percent in Mexico. Once we restrict our sample, we are left with a total of 499

households for all three post-program survey rounds. Of these, 221 households (44% of the sample) are

4 DF is divided into sixteen municipalities, called delegaciones in Spanish. For basic statistics about the program, see the

DF government website: http://www.sideso.cdmx.gob.mx/documentos/politica_social_df_2000_2006.pdf
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observed in 2004, 88 (18% of the sample) in 2006, and the remaining 190 households (38%) correspond

to 2008.5

Graphical Analysis

Using the sample described above, we relate our outcomes of interest at the household level with the age

of the eldest household member within the household. These outcomes are the log of one plus the gov-

ernment transfers received by the household, the fraction of children ages 13 to 18 in the household that

are enrolled in school, and the fraction of children in this age group that participate in the labor force.

We seek to identify sharp changes in each of these variables when the eldest household member is right

above the cutoff age that determines eligibility for the program benefits, with respect to those right

below it. Implicitly, we are assuming that, in the absence of the program, the relationship between the

age of the eldest household member and each of the outcomes analyzed can be approximated by a

smooth function. Out of 499 observations in our sample, 338 households are ineligible for the PAAM

benefits and 161 are eligible.6 Our main estimates do not allow the estimated impacts to differ by the

gender of the eldest household member, but we explore this relationship in section V.

We start by providing graphical evidence of the sharp increase in government transfers received by

households when their eldest member becomes eligible for PAAM benefits. Our data do not allow us to

identify the specific source—state or federal—or program where these transfers come from, except for

Progresa and Procampo.7 So we use the sum of other government transfers received by the household,

excluding these two programs. Figure 1 plots the smooth relationship between the age of the eldest

household member and the log of government transfers, illustrating the idea behind our identification

strategy. Some ineligible households declare positive transfers and few households with eligible members

declare not receiving any. This might be due to measurement error or incomplete take-up rates.

Nonetheless, a steep increase in public transfers starting at the age cutoff can be observed. To illustrate

this relationship better, in figure 2 we present the results obtained from a local linear regression for the

log of government transfers, using the Lowess method on either side of the age cutoff. As can be seen,

government transfers received experience a large upward jump at the age cutoff, and the trends are

mostly linear on either side. This exploratory evidence confirms that the PAAM program effectively

induces a discontinuity in the public transfers received by a given household when their eldest household

member becomes eligible, thus validating our RD design.8

We conduct a similar analysis for school enrollment and labor force participation of children aged 13

to 18 in the household. Figure 3 shows a sharp increase of about 10 percentage points in children’s

school enrollment when their eldest household member becomes PAAM-eligible. An obvious concern

with this graph is the quadratic nature of the trends on either side of the cutoff, especially given the con-

vexity on the left and the concavity on the right. Nevertheless, this is a first indication that an effect on

co-residing children’s school enrollment actually exists. Lastly, figure 4 indicates a decrease of the labor

force participation of children at the age cutoff. This graphical evidence suggests that the PAAM pro-

gram is increasing school enrollment and decreasing children’s LFP. The next subsection presents the

empirical strategy we use to estimate these effects more formally.

5 The 2004, 2006, and 2008 surveys contain information on 22,474, 20,774, and 29,122 households, respectively, of

which approximately 9% are in DF.

6 Note that this is eligibility status, not whether they actually received the PAAM pension. Our data do not allow us to

distinguish PAAM benefits from other government transfers. However, the high take-up rates of the program guarantee

a good first stage of receiving the PAAM pension on age eligibility.

7 Progresa and Procampo are among the largest federal cash transfer programs in Mexico, but they target mostly rural

households.

8 An additional concern could be a bunching of observations at or around the cutoff age. The histogram in Figure S1 in

the supplemental appendix shows that this is not the case.
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Figure 1. Relationship between Log Transfers and Age of Eldest HH Member(a) Bandwidth 0.05(b) Bandwidth 0.1(c) Bandwidth 0.5

Source: Authors’ analysis based on data described in the text. The sample includes households in DF with at least one member

aged 55 or older and at least one child between the ages of 13 and 18.

Figure 2. Log Household Transfers (Lowess)

Source: Authors’ analysis based on data described in the text. The sample includes households in DF with at least one member

aged 55 or older and at least one child between the ages of 13 and 18.
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Econometric Estimation

To estimate the effect of the program on our outcomes of interest, we first perform a semiparametric

analysis that approximates the smooth relationship between the outcome variables and the age of the

eldest household member on either side of the age-eligibility cutoff. As a second step, we validate these

estimates by using a parametric approach, somewhat similar to that in Edmonds (2006). We also use a

Figure 3. Percent Children 13–18 y/o Enrolled in School (Lowess)

Source: Authors’ analysis based on data described in the text. The sample includes households in DF with at least one member

aged 55 or older and at least one child between the ages of 13 and 18.

Figure 4. Labor Force Participation Children 13–18 y/o (Lowess)

Source: Authors’ analysis based on data described in the text. The sample includes households in DF with at least one member

aged 55 or older and at least one child between the ages of 13 and 18.
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parametric approach to estimate heterogeneous effects by the recipient’s gender. The semiparametric

specification is the following:

yit ¼ Eitbþ f ðS�it Þ þ gðSþit Þ þ eit

Eit ¼ 1½Ait � 71�

S�it ¼ ð1� EitÞðAit � 71Þ

Sþit ¼ EitðAit � 71Þ

(1)

where Ait is the age of the eldest member of household i in survey year t; S�it and Sþit denote the distance

in years of the eldest household member to the eligibility age cutoff from below and above, respectively;

f ð�Þ and gð�Þ are polynomial functions of degree n; Eit is a dummy variable taking value of one if the eld-

est household member is eligible to receive the program benefits; and eit is an error term. We use 71 as

the eligibility cutoff, because beneficiaries can apply for the program after their 70th birthday, and thus

we would expect some delay in the receipt of benefits due to paperwork. We use a triangle kernel and

the optimal bandwidth on each side of the age cutoff according to Imbens and Kalyanaraman (2011),

which minimizes the mean square error. We compute standard errors by bootstrapping over 100 repeti-

tions and clustering at the age of the eldest household member. Under this specification, our coefficient

of interest is b, which measures the impact in the outcome variable when the eldest household member

becomes eligible to receive PAAM benefits.

In this setting, estimates tend to be sensitive to the choice of bandwidth. A smaller bandwidth usually

reduces bias, but increases variance. In a fuzzier design like ours, the optimal bandwidth tends to be

larger given the variance in the treatment around the discontinuity. We explore how sensitive our esti-

mates are to the choice of bandwidth by reporting results for half and twice the optimal bandwidth. In

addition, to confirm our main results, we perform a parametric analysis using OLS.

Specifically, we estimate the following equation for household-level outcomes yit:

yit ¼ Eitbþ S�it kþ Sþit pþXicþ /t þ uit; (2)

where Xit is a vector of household characteristics, /t is a year fixed effect, and uit is an error term, and

all other variables are defined as above. Our coefficient of interest in this case is again b, which indicates

the impact of having a PAAM-eligible household member on outcome yit. Once again, we cluster stand-

ard errors at the age of the eldest household member. We add a quadratic and cubic terms in both of the

spread variables S�it and Sþit . We abstain from including higher order polynomial terms for these varia-

bles. As Imbens (2014) point out, regressions based on higher order polynomials are very sensitive to the

specific order chosen, and econometric theory provides no specific guidance for computing the optimal

order. Furthermore, the confidence intervals on these types of regressions are often misleading in the

sense that they exclude zero with a probability higher than the usual type I error rate. Lastly, note that

figures 3 and 4 suggest that a quadratic fit is the most appropriate one in our setting.

To explore whether the estimated impact varies when the eldest household member, that is, the one

becoming eligible at the discontinuity is male or female, we use the following OLS specification :

yit ¼ Eitb1 þGit � Eitb2 þ S�it k1 þ Sþit p1 þGit � ðS�it k2 þ Sþit p2Þ þXicþ /t þ uit; (3)

where Git is a dummy variable indicating if the eldest household member is female, and all other varia-

bles are defined as above. We allow the relationship between the age spread and the outcomes analyzed

to vary by the gender of the oldest member and also present the results of the specification allowing for a

quadratic spread on each side of the discontinuity by gender. All other variables are defined as above. In

this case, our coefficients of interest are b1 and b2. The first one (b1Þmeasures the change in the outcome

variable when the eldest household member becomes eligible to receive the PAAM benefits; the second

(b2Þ indicates whether such change is different when the eldest household member is female.
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III. Results

For our RD design to consistently estimate the causal impact of a household receiving the PAAM trans-

fer on outcomes, no sharp differences should be observed at the age discontinuity for other predeter-

mined household characteristics. For example, any changes in household composition occurring right

when the eldest household member starts receiving the program benefits would threaten our identifica-

tion strategy.

To address this concern, in table 1 we present descriptive statistics for our outcomes of interest in

panel A, and for variables capturing household composition in panel B. Columns 1 and 2 show the mean

and standard deviation of these variables by whether the household’s eldest member is eligible for

PAAM or not. We also indicate whether for each of these variables we can reject the hypothesis that the

difference in means between eligible and ineligible households is significantly different from zero.

As shown in these columns, some mean differences are statistically significant between households on

either side of the discontinuity. Eligible households have higher average government transfers, which is

expected due to the program. However, the average log of total household income is not significantly

different between the groups. This is expected as income declines with an individual’s age, so that house-

holds with eligible members already have lower (nontransfer) income than households with younger

members.9

On average, eligible households have a slightly higher fraction of children aged 13–18 in school, com-

pared to ineligible households, and a lower labor force participation rate for these children, but these dif-

ferences are significant at the 10 percent level only. Eligible households also have a lower mean labor

force participation rate among members age 55 and older and the eldest household member. Regarding

household composition, eligible and ineligible households appear significantly different, except notably

for the number of co-residing children who are younger than 18.

It is not surprising that eligible and ineligible households differ in mean characteristics, given that we

are using a sample of households with at least one member age 55 years and older. On the contrary,

given this relatively broad age window, it is reassuring to find no statistically significant mean differences

in the number of coresiding children younger than 18. Nevertheless, it must be stressed that for our RD

analysis to correctly identify the impact of eligibility on our outcomes of interest, we must observe no

sharp and significant differences in the household composition variables presented in table 1 panel B

exactly at the age eligibility cutoff.

To verify this, in column 3 of table 1 we present the result of running a semi-parametric RD analysis,

as specified in equation 1, including survey round fixed effects and using the optimal bandwidth accord-

ing to Imbens and Kalyanaraman (2011). Significant differences are observed for the total amount of

government transfers received by the household, total household income,10 the school enrollment of chil-

dren ages 13 to 18, and the labor force participation of children, particularly for boys, which are pre-

cisely the outcomes that we expect to be affected at the eligibility cutoff. Reassuringly, no significant

discontinuities are observed for the household composition variables.

9 In order to justify that PAAM succeeded in loosening households’ liquidity constraints, we will need to show that there

is a discontinuous jump in total household income at the cutoff age. This result is shown in table 1 column 3, table 2

panel A, and discussed further in the text.

10 Figure S2 in the supplemental appendix shows a Lowess estimation of the discontinuity in the log of total household

income around the cutoff age. This figure indicates that total income is declining with age on the left side of the cutoff,

with a significant jump at the cutoff age. Additionally, table 2 panel A shows local Wald estimates of this jump includ-

ing a variety of controls and using different bandwidth sizes. Taken together, the graphical evidence and the RD esti-

mates indicate that households receiving PAAM indeed experienced a loosening of their budget constraint via the

transfer.
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Table 1. Descriptive Statistics by Eligibility Status and RD Estimates

Not eligible (1) PAAM eligible (2) RD estimate (3)

Panel A: Outcomes of interest

Log HH transfers 0.57*** 6.42*** 3.589***

(1.95) (2.91) (0.647)

Log total HH income 10.61 10.65 0.450***

(0.04) (0.05) (0.050)

Percent children 13–18 y/o in school 0.75* 0.82* 0.540***

(0.40) (0.37) (0.150)

Percent males 13–18 y/o in school 0.75 0.83 0.422**

(0.42) (0.37) (0.203)

Percent females 13–18 y/o in school 0.74 0.8 0.406*

(0.43) (0.40) (0.246)

LFP children 13–18 y/o 0.15* 0.10* �0.127*

(0.34) (0.28) (0.0675)

LFP male children 13–18 y/o 0.2 0.13 �0.291***

(0.39) (0.32) (0.0453)

LFP female children 13–18 y/o 0.12 0.07 �0.198

(0.32) (0.26) (0.236)

LFP adults 55þ y/o 0.57*** 0.13*** �0.152

(0.46) (0.28) (0.162)

Eldest HH member works 0.60*** 0.10*** �0.166

(0.49) (0.30) (0.142)

Panel B: Composition of the Household

Total HH members 5.37* 5.74* 0.254

(2.10) (2.00) (0.576)

HH members <13 y/o 0.74 0.74 0.149

(1.02) (0.98) (0.192)

HH Members 6–12 y/o 0.46 0.48 �0.123

(0.79) (0.72) (0.318)

HH members 13–18 y/o 1.30 1.30 �0.129

(0.64) (0.50) (0.167)

HH members 19þ y/o 3.33*** 3.70*** 0.064

(1.35) (1.32) (0.269)

HH members 30þ y/o 2.57*** 3.19*** 0.374

(0.93) (1.06) (0.249)

HH members 40þ y/o 1.92*** 2.57*** �0.046

(0.65) (0.99) (0.090)

HH members 50þ y/o 1.49** 1.62** �0.230

(0.52) (0.75) (0.207)

HH Members 55þ y/o 1.26*** 1.39*** 0.004

(0.45) (0.56) (0.049)

HH members 60þ y/o 0.70*** 1.29*** �0.024

(0.66) (0.48) (0.263)

HH members 65þ y/o 0.32*** 1.22*** �0.166

(0.52) (0.41) (0.136)

Eldest member is female 0.417*** 0.578*** �0.037

(0.027) (0.039) (0.091)

Panel C: Household assets

Number of rooms 4.83*** 5.30*** 0.463

(1.85) (1.72) (0.391)

TV sets 1.92* 2.09* 0.265

(1.05) (1.03) (0.245)

818 Gutierrez, Juarez, and Rubli

D
ow

nloaded from
 https://academ

ic.oup.com
/w

ber/article-abstract/31/3/809/2897365 by Joint Bank-Fund library user on 08 August 2019



Even though the loosening of financial constraints could also have an impact on household assets, in

panel C we find no significant differences around the discontinuity in the number of rooms in the dwell-

ing, household electronics and appliances. This is reasonable given that increasing the number of rooms

in the dwelling might imply high up-front costs, so the PAAM transfer is unlikely to affect this variable.

For the remaining assets in panel C, ownership seems to be already relatively high (e.g., on average

households own two TV sets, and more than 96 percent of them own a refrigerator). Given this, it is

unlikely that households would increase the number of these items as a result of PAAM, but they might

buy new ones. In table S3 of the supplemental appendix to this article (available at https://academic.oup.

com/wber), we present some evidence suggesting that PAAM had a positive effects on total, durable and

nondurable household expenditures.11

We now turn to our main results. Table 2 presents the local Wald estimates for the log of government

transfers and the log of total household income (panel A), the fraction of children ages 13 to 18 in the

household that are enrolled in school (panel B), and the fraction of children ages 13 to 18 in the house-

hold that participate in the labor force (panel C). In column 1, we include no other covariates in the esti-

mation. In column 2, we add survey round fixed effects, and in column 3 we include a set of covariates

in a linear fashion. These controls consist of the number of male adults age 55 and over, the number of

female adults aged 55 and over, the number of boys aged 6 to 12, the number of girls aged 6 to 12, the

number of boys 13 to 18 years old, the number of girls 13 to 18 years old, the gender of the eldest house-

hold member,12 and the number of rooms in the dwelling. Note that, in general, adding covariates to

this local Wald estimation procedure tends to improve efficiency by reducing the number of relevant fac-

tors that would otherwise be captured in the error term. On the other hand, including these covariates

Table 1. (continued)

Not eligible (1) PAAM eligible (2) RD estimate (3)

Computers 0.42 0.47 0.249

(0.58) (0.59) (0.283)

Refrigerator 0.96 0.99 �0.0136

(0.27) (0.22) (0.0219)

Blenders 1.04 1.06 �0.0312

(0.25) (0.31) (0.167)

Irons 1.08 1.14 0.188

(0.37) (0.45) (0.158)

Microwave 0.67 0.67 0.280

(0.51) (0.52) (0.382)

Observations 338 161 499

Authors’ analysis based on data described in the text.

Columns (1) and (2): Standard deviations in brackets. Difference in means test performed (t-statistic not reported, just significance levels).

Column (3): Local linear regressions estimated on both sides of the cutoff age, using a triangle kernel with the optimal bandwidth from Imbens and Kalyanaraman

(2011). Estimates include year FE. Bootstrapped standard errors in parentheses (100 repetitions) clustered at the eldest age cell.

*significant at 10%; **significant at 5%; ***significant at 1%.

11 Panel A of table S3 in the supplemental appendix shows positive effects of PAAM on the log of total household (mone-

tary) expenditures. In panels B and C, we separate expenditures in durable and nondurable goods, and also find posi-

tive effects. In terms of magnitude, our estimates for expenditures on durable goods are larger than those obtained for

nondurable goods, but the latter appear to be more significant. However, as shown in the appendix, the majority of

these effects lose their statistical significance when including all controls in the estimation, thus rendering this evidence

more suggestive than conclusive.

12 In some instances (10 of our 499 observations), there are two household members who share the same age and are the

eldest. We then include a dummy variable taking value of one when this is the case as an additional control. Table S2

in the supplemental appendix shows the distribution of this variable across eligibility groups.
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might increase estimation bias if any of them were actually endogenous, that is, affected by the imple-

mentation of the PAAM exactly at the age eligibility cutoff. However, as shown in table 1, we find no

evidence of such potential endogeneity. Finally, it is important to recognize that including these covari-

ates could increase the estimation bias if the implicit assumption of linearity is violated.

For our three outcomes of interest, we present the estimate using the optimal bandwidth from Imbens

and Kalyanaraman (2011) first. Then, for completeness and robustness, we also show estimates obtained

by using half and twice this optimal bandwidth. In panel A, the estimates are positive and significant at

1 percent, confirming that PAAM effectively induced a sharp increase in the government transfers

received by the household, as well as increasing the household’s total income. The estimates in column 3

suggest that the program increased such transfers by 3 to 4 times, while total income increased by about

20 percentage points. This evidence is indicative of a loosening of the household’s liquidity constraints.

Table 2. Regression Discontinuity: Local Linear Regressions

(1) (2) (3)

Panel A: Household liquidity constraints

Log household transfers

Local Wald estimate (optimal bandwidth) 3.822*** 3.589*** 4.301***

(0.593) (0.647) (0.578)

Local Wald estimate (half the optimal bandwidth) 4.931*** 4.620*** 4.143**

(0.718) (0.762) (1.205)

Local Wald estimate (twice the optimal bandwidth) 4.218*** 4.061*** 4.500***

(0.473) (0.499) (0.358)

Log total household income

Local Wald estimate (optimal bandwidth) 0.471*** 0.450*** 0.256**

(0.0669) (0.0497) (0.127)

Local Wald estimate (half the optimal bandwidth) 0.410*** 0.388*** 0.101

(0.0590) (0.0564) (0.376)

Local Wald estimate (twice the optimal bandwidth) 0.381*** 0.375*** 0.197***

(0.0855) (0.0832) (0.0634)

Panel B: School enrollment of children 13–18 y/o

Local Wald estimate (optimal bandwidth) 0.480*** 0.540*** 0.335**

(0.119) (0.150) (0.136)

Local Wald estimate (half the optimal bandwidth) 0.333*** 0.374*** 0.225***

(0.0974) (0.106) (0.0731)

Local Wald estimate (twice the optimal bandwidth) 0.189** 0.235** 0.200***

(0.0866) (0.102) (0.0727)

Panel C: Labor force participation of children 13–18 y/o

Local Wald estimate (optimal bandwidth) �0.135*** �0.127* �0.125

(0.0468) (0.0675) (0.103)

Local Wald estimate (half the optimal bandwidth) �0.156*** �0.154** �0.0641

(0.0520) (0.0674) (0.146)

Local Wald estimate (twice the optimal bandwidth) �0.0480 �0.0526 �0.0556

(0.0573) (0.0724) (0.0616)

Year FE No Yes Yes

Controls No No Yes

Observations 499 499 499

Authors’ analysis based on data described in the text.

Local linear regressions estimated on both sides of the cutoff age, using a triangle kernel.

Optimal bandwidth calculated from Imbens and Kalyanaraman (2011).

Bootstrapped standard errors in parentheses (100 repetitions) clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.
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For co-residing children’s school enrollment, in panel B we find positive and significant impacts, ranging

from 19 to 54 percentage points. The magnitude of these impacts depends on the choice of bandwidth and

the inclusion of additional controls, but the statistical significance remains unaffected at 5 percent. Based on

the estimates in column 3, which include all covariates and year fixed effects, the impact of the PAAM pro-

gram on the school enrollment of children ages 13 to 18 ranges between 20 and 33 percentage points.

Taking the mean school enrollment rates from ineligible households in table 1 as a base for com-

parison, these estimates would imply that the program helps reach universal enrollment among these

children. Our estimates are very large. Although we believe the magnitudes presented in this article

should be interpreted with caution, it is perhaps worth mentioning that they are in line with existing

evidence suggesting that other cash transfer programs in Mexico, like Oportunidades, can have large

impacts on school enrollment, and also with what Edmonds (2006) finds for a program similar to

PAAM for rural households in South Africa.13 While most of the success of Oportunidades is gener-

ally attributed to the fact that it is a conditional cash transfer program, recent studies have contested

this claim, finding similar effects when transfers are conditioned and when they are not (see, e.g.,

Akresh et al. 2013).

Nevertheless, several differences between Oportunidades and PAAM should be acknowledged when

comparing their impacts on school enrollment. In 2008, the monthly cash transfer from Oportunidades was

approximately 35 USD per child (420 Mexican pesos) in both rural and urban areas, and the total amount

that a household could receive was capped at 69 USD (825 pesos) and 115 USD (1,380 pesos) per month in

rural and urban areas, respectively. PAAM gives each eligible household member a transfer of approximately

75 USD (1,000 pesos) per month, and eligible households have on average 1.3 children ages 13 to 18, as

shown in table 1, which results in a larger per-child transfer compared to Oportunidades. Thus, while the

conditionality of the Oportunidades program could potentially magnify its impacts on school enrollment,

the size of the PAAM transfers could also imply a large effect. Additionally, the context in which PAAM

operates differs considerably from that of Oportunidades, which is mostly rural. For instance, school access

and quality are likely to be better in Mexico City than in the rest of the country, particularly in rural areas.

In addition, as stated above, this article focuses on a subsample of households, in which urban chil-

dren ages 13 to 18 live with at least one elderly adult, which is potentially different from the target popu-

lation of Oportunidades, poor rural families with school-age children. Admittedly, this specific

subsample also makes our results hard to generalize to the Mexican population as a whole. The magni-

tude of the estimates found in this article, while not completely surprising, should be taken with caution.

Finally, in table 2 panel C, we show that the estimated impact of the program on the labor force par-

ticipation of children in this age group is consistently negative, but the magnitude and statistical signifi-

cance are affected more by the choice of bandwidth and the inclusion of additional controls. Specifically,

in column 3 the estimated reduction in labor force participation ranges from 5 to 12.5 percentage points,

but none of these estimates are statistically significant. Note that comparing the impacts in columns 1

and 3 in panel C, the impacts are not that different in magnitude when controls are either excluded or

included, except for when we choose half the optimal bandwidth. However, the loss of statistical signifi-

cance implies that this evidence is more suggestive than conclusive. While indicative of a potential shift

13 Oportunidades (formerly called Progresa), is the main anti-poverty program of the Mexican government. The program

pays a cash transfer to mothers, conditioned on their children attending school. In its initial phase, Behrman et al.

(2005) estimates that the program increased secondary school attendance of children aged 12 to 15 by as much as 21

percent. Later evaluations of Oportunidades, such as Parker (2003), estimate an increase in enrollment in secondary

school and high school larger than 20 and 27 percent in rural areas, respectively, and as high as 10 percent in second-

ary schools in semi-urban areas. Similar interventions in Colombia and Nicaragua have been found to increase school

enrollment by 14 and 21.7 percent, respectively (Rawlings and Rubio 2005).
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from the labor force into school, the differences in the estimated magnitudes suggests that the impact on

school enrollment is not fully driving children out of the work force.14

IV. Robustness Checks

We conduct a series of robustness checks using only the fraction of children ages 13 to 18 as a dependent

variable. As mentioned before, we compare our local linear regression estimates with those obtained

from estimating equation 2 by OLS. Table 3 shows these results. We present estimations including a lin-

ear term in the spreads above and below the cutoff in columns 1 and 4, and also quadratic (columns 2

and 5) and cubic terms (columns 3 and 6) in those spreads. In addition, the first three columns include

no controls, whereas the last three include both year fixed effects and household characteristics. These

characteristics are the same as those included in the semiparametric estimations.

Columns 1 and 4 show that including only the linear terms in S�it and Sþit yields an estimated impact

that is small and not statistically significant, regardless of whether other controls are included or not.

Including a quadratic term in such spread variables, as in columns 2 and 5, yields an positive, and statis-

tically significant, estimate of about 24–26 percentage points, both with and without additional controls.

Finally, columns 3 and 6 show that adding a cubic term in the spreads reduces both the magnitude and

statistical significance of the estimated impacts. The results in columns 2 and 5 are our preferred OLS

estimates, given our previous discussion in section II about the potential problems caused by the inclu-

sion of higher order terms based on Gelman and Imbens (2014), and the quadratic nature of our

Table 3. OLS Estimates: PAAM Effect on School Enrollment of Children 13–18 y/o

(1) (2) (3) (4) (5) (6)

Eldest is PAAM-eligible 0.0234 0.241*** 0.197* 0.0631 0.258*** 0.145

(0.0578) (0.0747) (0.0973) (0.0599) (0.0764) (0.0875)

Spread below cutoff 0.00311 �0.0464*** �0.00898 �0.0167** �0.0714*** 0.00922

(0.00443) (0.0135) (0.0407) (0.00674) (0.0171) (0.0471)

Spread above cutoff 0.00235 �0.0181 �0.0314 0.00245 �0.0163 �0.0319

(0.00375) (0.0112) (0.0248) (0.00444) (0.0116) (0.0244)

Spread below cutoff squared �0.00277*** 0.00229 �0.00302*** 0.00842

(0.000684) (0.00575) (0.000866) (0.00661)

Spread above cutoff squared 0.00104** 0.00268 0.000968* 0.00290

(0.000469) (0.00250) (0.000519) (0.00269)

Spread below cutoff cubed 0.000190 0.000432

(0.000223) (0.000257)

Spread above cutoff cubed �4.96e-05 �5.88e-05

(6.63e-05) (7.58e-05)

Constant 0.784*** 0.625*** 0.690*** 0.418*** 0.247* 0.360**

(0.0466) (0.0575) (0.0751) (0.121) (0.122) (0.145)

Observations 499 499 499 499 499 499

Year FE & Controls No No No Yes Yes Yes

R-squared 0.008 0.023 0.025 0.040 0.054 0.055

Authors’ analysis based on data described in the text.

Robust standard errors in parentheses, clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.

14 Figures S3 and S4 in the supplemental appendix present a graphical representation of these estimates for each of the

bandwidth choices.
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exploratory graph in figure 3. Furthermore, these estimates are within the 20–33 percentage points range

of those obtained in our preferred local linear regressions in table 2.

In tables 4–7 we present additional robustness checks to validate our main findings. First, we perform

OLS regressions similar to our preferred ones in table 3, that is, those including only linear and quadratic

terms in the spread variables, but for observations within tighter windows around the age eligibility cut-

off. Second, we present local Wald estimates at eligibiliy cutoffs different from 71. Third, we conduct

placebo tests and report both local Wald and OLS estimates for households with at least one member

age 55 and older, and at least one coresident child aged 13 to 18, in DF before 2001, the year that the

PAAM program first started; and for similar households in municipalities in the state of Mexico neigh-

boring DF after 2001. Note that due to the timing and the state residence requirement of PAAM, these

two groups of households should not have been affected by the program.

In table 4, we present the OLS results for tighter windows around the age cutoff. We define three win-

dows: households with the eldest member between the ages of 59 and 83 (612 years from the cutoff

age), between 66 and 76 (65 years), and finally between 68 and 74 (63 years). As expected, our number

of observations dwindles quickly under these constraints. For each window, we present results with and

without year fixed effects and controls. The estimates are all positive, and significant except for the spec-

ification that includes no fixed effects nor controls using the 66–76 years old window. For the tightest

window of three years around the cutoff age, the estimates are highly significant and—as expected—

they are much larger in magnitude than those obtained from the local linear regressions.

In table 5, we present local Wald estimates obtained by varying the age eligibility cutoff from 66 to

76 years old. Column 6 corresponds to the real cutoff age, whereas the rest of the columns correspond to

fake cutoffs. These estimates include year fixed effects but no other covariates. Once again, we present

estimates using the optimal bandwidth, together with half and twice its value. As can be seen, most of

the estimates are not significantly different from zero, and they vary in sign at different hypothetical cut-

off ages. The only exceptions are the estimates for age 67, 68, and 71 cutoffs. For the first one (age 67),

Table 4. Robustness Check: OLS Estimates At Tighter Windows Around the Cutoff Age

Eldest member age 59–83 Eldest member age 66–76 Eldest member age 68–74

(1) (2) (3) (4) (5) (6)

Eldest is PAAM-eligible 0.267*** 0.236** 0.233 0.335 0.739*** 0.709**

(0.0906) (0.0857) (0.141) (0.188) (0.00107) (0.229)

Spread below cutoff �0.0448* �0.0413 �0.0283 �0.110 �0.527*** �0.521

(0.0247) (0.0277) (0.0975) (0.138) (0) (0.271)

Spread above cutoff �0.0377 �0.0336 �0.0964 �0.101** �0.278*** �0.178*

(0.0260) (0.0275) (0.0559) (0.0390) (0.00213) (0.0780)

Spread below cutoff squared �0.00272 �0.000534 �0.00488 �0.0138 �0.120*** �0.104

(0.00201) (0.00212) (0.0163) (0.0217) (0) (0.0659)

Spread above cutoff squared 0.00291 0.00233 0.0177 0.0181** 0.0761*** 0.0455

(0.00220) (0.00258) (0.00990) (0.00714) (0.000648) (0.0321)

Constant 0.630*** 0.243* 0.692*** 0.224 0.260*** �0.256

(0.0648) (0.142) (0.125) (0.330) (0) (0.448)

Year FE & controls No Yes No Yes No Yes

Observations 363 363 167 167 112 112

R-squared 0.012 0.055 0.028 0.145 0.048 0.184

Authors’ analysis based on data described in the text.

Robust standard errors in parentheses, clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.
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the estimate is negative; for the second (age 68) the estimate is positive and significant but around half

the magnitude of the estimate for the actual age 71 cutoff. So overall, these estimates seem to support

the fact that the effect of PAAM pension on school enrollment is indeed positive and significant and not

simply misconstrued from some fortuitous variation in the data.15

Exploiting both the regional and temporal variation in the implementation of the PAAM program,

Tables 6 and 7 present the same set of semiparametric and parametric regressions for two groups of house-

holds that are similar to our main sample. The first one is composed by similar households in DF, who were

surveyed before the PAAM pension was announced. For this group, we consider the 1996, 1998, and 2000

ENIGH rounds. Imposing the same restrictions on our sample as before, we are left with 154 observations.16

The second group consists of households in the municipalities of the state of Mexico that share a border with

DF, sampled after the implementation of the program. These households are highly comparable to DF house-

holds, except for the fact that they do not reside in DF and, as a result, they are not eligible for PAAM. Our

sample of DF neighboring households contains 152 observations.17

Table 6 presents the local Wald estimates obtained for these two additional samples. We find no sig-

nificant jump in coresiding children’s school enrollment for households where the eldest member’s age is

Table 5. Robustness Check: RD Estimates for School Enrollment at Different Cutoff Ages

Cutoff¼66 Cutoff¼67 Cutoff¼68 Cutoff¼69 Cutoff¼70 Cutoff¼71

(1) (2) (3) (4) (5) (6)

Local Wald estimate

(optimal bandwidth)

0.0661 �0.154*** 0.304*** �0.109 �0.224 0.540***

(0.1353) (0.0513) (0.0943) (0.129) (0.267) (0.150)

Local Wald estimate

(half the optimal bandwidth)

0.0780 �0.138** 0.151*** 0.0605 �0.208 0.374***

(0.0596) (0.0545) (0.0164) (0.0542) (0.196) (0.106)

Local Wald estimate

(twice the optimal bandwidth)

�0.00574 �0.0366 0.175*** 0.0126 �0.0590 0.235**

(0.1071) (0.0506) (0.0506) (0.0848) (0.184) (0.102)

Observations 499 499 499 499 499 499

Cutoff572 Cutoff573 Cutoff574 Cutoff575 Cutoff576

(7) (8) (9) (10) (11)

Local Wald estimate

(optimal bandwidth)

�0.580 0.167 0.151 �0.0189 �0.0908

(0.431) (0.515) (0.193) (0.109) (0.163)

Local Wald estimate

(half the optimal bandwidth)

0 0 0 0.0174 �0.0148

(0) (0) (0) (0.0123) (0.114)

Local Wald estimate

(twice the optimal bandwidth)

�0.283 �0.0497 0.0670 0.00927 �0.0749

(0.235) (0.150) (0.0942) (0.0660) (0.0985)

Observations 499 499 499 499 499

Authors’ analysis based on data described in the text.

Local linear regressions estimated on both sides of the (hypothetical) cutoff age, using a triangle kernel.

Estimates include year FE, and no other covariates.

Bootstrapped standard errors in parentheses (100 repetitions), clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.

15 Figure S5 in the supplemental appendix shows a graphical representation of these estimates using the optimal band-

width and including the 95% confidence interval to clarify the difference among them.

16 The breakdown of these observations by year is the following: 64 households in 1996, 68 in 1998, and 22 in the year

2000.

17 Our sample of municipalities that border DF contains 42 households in 2004, 35 in 2006, and 75 in 2008.
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71, confirming that these samples do not exhibit the discontinuity we found for the post-2001 DF sam-

ple. Table 7 shows the OLS estimates for these same groups, first without and then with year fixed

effects and additional controls as before. Once again, we find no significant impacts, indicating that the

effects that we found for our post-2001 DF sample are due to the introduction of the PAAM pension

and not to some other factor affecting households differentially around that age cutoff.

V. Heterogeneous Effects

In this section, we explore whether the impacts of the PAAM program on the schooling enrollment of

children age 13 to 18 differ by the gender of the child and the gender of the eldest household member.

For both of these, we rely on OLS estimates.

Table 6. Robustness Check: Local Linear Regressions for Other Samples

DF Before 2001 DF Neighbors After 2001

(1) (2)

Local Wald Estimate (optimal bandwidth) �0.0925 �0.0974

(0.281) (0.338)

Local Wald Estimate (half the optimal bandwidth) 0.249 0.125

(0.197) (0.558)

Local Wald Estimate (twice the optimal bandwidth) �0.191 0.00737

(0.203) (0.173)

Observations 154 152

Authors’ analysis based on data described in the text.

Local linear regressions estimated on both sides of the cutoff age, using a triangle kernel. Estimates include year FE, and no other covariates.

Bootstrapped standard errors in parentheses (100 repetitions), clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1

Table 7. Robustness Check: OLS Estimates for Other Samples

DF DF Neighbors

Before 2001 After 2001

(1) (2) (3) (4)

Eldest Is PAAM-Eligible �0.142 �0.107 0.110 0.0938

(0.126) (0.165) (0.129) (0.163)

Spread below cutoff 0.0191 0.0229 �0.0304 �0.0189

(0.0256) (0.0468) (0.0346) (0.0446)

Spread above cutoff 0.0123 0.00839 �0.0353 �0.0108

(0.0198) (0.0260) (0.0311) (0.0273)

Spread below cutoff squared 0.000950 0.000292 �0.00256 �0.000837

(0.00149) (0.00248) (0.00218) (0.00243)

Spread above cutoff squared �0.000251 �0.000238 0.00272 0.00139

(0.000776) (0.00102) (0.00202) (0.00172)

Constant 0.818*** 1.206*** 0.727*** 0.262

(0.0828) (0.347) (0.106) (0.233)

Year FE & Controls No Yes No Yes

Observations 154 154 152 150

R-squared 0.006 0.127 0.042 0.216

Authors’ analysis based on data described in the text.

Robust standard errors in parentheses, clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.
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For the first exercise, we redefine our dependent variables as the fraction of boys or girls ages 13 to 18 in

the household who are enrolled in school, and estimate a specification similar to that in equation 2. Given

that we restrict our sample to households having at least one child, not all households will have both a boy

and a girl. Of our 499 original observations, we are left with 275 that have at least one boy, and 292 that

have at least one girl. The results are shown in table 8, both with and without controls and fixed effects. The

first two columns show the results for boys, and the last two columns those for girls. For boys, the estimates

in columns 1 and 2 are both positive and of similar magnitude as those obtained for the full sample, but the

inclusion of controls and fixed effects erodes their statistical significance. For girls, the estimates in columns

3 and 4 are positive, a bit larger than those obtained for boys but of the same order of magnitude as those

obtained for the full sample. In addition, the estimates for girls are always statistically significant at 5 percent,

thus they seem to be more robust to the inclusion of controls than those obtained for boys.

Finally, we explore whether the estimated impacts differ by the gender of the beneficiary. It is impor-

tant to acknowledge that households in which the eldest household member is male might not necessa-

rily be comparable to those in which that member is female, because of marriage patterns and gender

differences in longevity. As a result, gender differences in the estimated impact cannot be solely attrib-

uted to the beneficiary’s gender, but we present them as suggestive evidence. Table 9 shows the results of

estimating equation 3 by OLS, including increasing controls. The dummy for whether the eldest member

is PAAM eligible measures the effect of the program, and the interaction of this variable with a dummy

for whether the eldest member is female measures the differential impact when the eligible person is

female. As shown in table 9, the coefficient on eligibility alone is positive and within the range of our

main estimates in all columns, but it is statistically significant at 5 percent only in the first three columns.

In the fourth column, significance disappears after controlling for a differential quadratic spread on each

side of the discontinuity by gender, but the coefficient is similar in magnitude to those in other columns.

Throughout specifications, the coefficient of the interaction term measuring the differential impact of

the program when the beneficiary is female is small and not statistically significant. Thus, we find no

Table 8. OLS Estimates: PAAM Effect on School Enrollment of Children 13–18 y/o by Gender

Boys Girls

(1) (2) (3) (4)

Eldest Is PAAM-Eligible 0.237*** 0.164 0.298** 0.384**

(0.0865) (0.108) (0.120) (0.150)

Spread below cutoff �0.0553** �0.0427 �0.0500** �0.112***

(0.0230) (0.0397) (0.0234) (0.0339)

Spread above cutoff �0.0130 �0.0128 �0.0288 �0.0335*

(0.0173) (0.0179) (0.0204) (0.0191)

Spread below cutoff squared �0.00338** �0.00252 �0.00284** �0.00452***

(0.00128) (0.00238) (0.00119) (0.00157)

Spread above cutoff squared 0.00104 0.00106 0.00134 0.00185**

(0.000840) (0.000815) (0.000857) (0.000821)

Constant 0.603*** 0.511*** 0.587*** 0.187

(0.0662) (0.178) (0.0974) (0.249)

Year FE & Controls No Yes No Yes

Observations 275 275 292 292

R-squared 0.034 0.135 0.021 0.041

Authors’ analysis based on data described in the text.

Robust standard errors in parentheses, clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.
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evidence of a differential impact of the program on schooling enrollment by the gender of the benefi-

ciary. Some previous studies find some evidence suggesting that resources in the hands of elderly women

have different impacts than those in the hands of elderly men (Duflo 2003; Edmonds 2006). However,

our data are not ideal to provide a definite answer in this respect. Households in which the eldest house-

hold member is male might not necessarily be comparable to those in which such member is female,

because of marriage patterns and gender differences in longevity. Our small number of observations do

no allow us to appropriately control for these differences, so we take these results as merely suggestive.

VI. Conclusion

This article estimates whether the exogenous income variation induced by a cash transfer program for

older adults in Mexico City has an impact on coresiding children’s school enrollment. We find a clear

positive and significant effect on this outcome, and suggestive evidence of a negative impact on these

same children’s labor force participation. This is consistent with previous findings showing that public

transfers for the elderly are shared with younger individuals through investments in human capital,

among other channels. In addition, given that the transfer from the PAAM program induces an antici-

pated and permanent change in the eligible members’ income, we interpret these findings as indirect evi-

dence that these households face liquidity constraints, so that they are unable to smooth out this

anticipated positive shock, as Edmonds (2006) does.

Our findings imply that the increase in the public resources targeted to the elderly, caused by the

recent expansion of both state and federal programs of this type in Mexico, could generate important

and potentially long-lasting benefits for their younger coresidents. However, alleviating the liquidity

constraints that prevent household from fully exploiting the benefits of this anticipated income shock

remains a pending issue from a policy perspective. As in any RD study, an important caveat about the

applicability of our findings is that we are focusing on households around the age eligibility cutoff. In

addition, the magnitude of our estimates, although comparable with the evidence for other cash transfer

programs, should be taken with caution. Finally, it is important to acknowledge that, in the early years

of PAAM, those eligible and soon-to-be eligible for the program had already taken most of their lifetime

labor and saving decisions. Thus, the long term impacts of these age-based pensions might be different

Table 9. OLS Estimates: PAAM Effect on School Enrollment by Gender of Eldest Household Member

(1) (2) (3) (4)

Eldest Is PAAM-Eligible 0.272*** 0.294*** 0.246** 0.200

(0.0868) (0.101) (0.106) (0.120)

Eldest Is PAAM-Eligible & Female �0.0442 �0.0616 0.00952 0.0771

(0.0541) (0.0804) (0.108) (0.145)

Constant 0.625*** 0.256* 0.241 0.208

(0.0576) (0.127) (0.173) (0.175)

Year FE & Controls No Yes Yes Yes

Differential Linear Spreads No No Yes Yes

Differential Quadratic Spreads No No No Yes

Observations 499 498 498 498

R-squared 0.024 0.120 0.122 0.125

Authors’ analysis based on data described in the text.

All regressions include a linear and quadratic spread above and below the cutoff.

Differential linear (quadratic) spreads refers to controlling for the interaction between the variable indicating if the eldest household member is a woman and linear

(quadratic) spreads above and below the cutoff age.

Robust standard errors in parentheses, clustered at the eldest age cell.

***p < 0.01, **p < 0.05, *p < 0.1.
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from those estimated in this paper if households and individuals, who are still young enough, change

such lifetime decisions as a result of these pensions.
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